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Singapore to cut off public servants from the
internet
Government declares its systems will be ‘air-gapped’ to guard against cyber attack but some
analysts warn hi-tech nation risks falling behind

Reuters
Tuesday 23 August 2016
20.40 EDT

Singapore is planning to cut off web access for public servants as a defence against potential

cyber attack – a move closely watched by critics who say it marks a retreat for a technologically

advanced city-state that has trademarked the term “smart nation”.

Some security experts say the policy, due to be in place by May, risks damaging productivity

among civil servants and those working at more than four dozen statutory boards, and cutting

them off from the people they serve. It may only raise slightly the defensive walls against cyber

attack, they say.

Ben Desjardins, director of security solutions at network security firm Radware, called it “one

of the more extreme measures I can recall by a large public organisation to combat cyber

security risks”. Stephen Dane, a Hong Kong-based managing director at networking company

Cisco Systems, said it was “a most unusual situation” and Ramki Thurimella, chair of the

computer science department at the University of Denver, called it both “unprecedented” and

“a little excessive”.

But other cyber security companies said that with the kind of threats governments face today,

Singapore had little choice but to restrict internet access.

FireEye, a cyber security company, found that organisations in south-east Asia were 80% more

likely than the global average to be hit by an advanced cyber attack, with those close to

tensions over the South China Sea – where China and others have overlapping claims –

particularly targeted.

Bryce Boland, FireEye’s Asia-Pacific chief technology officer, said Singapore’s approach

needed to be seen in this light. “My view is not that they’re blocking internet access for

government employees, it’s that they are blocking government computer access from internet-

based cyber crime and espionage.”
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approach to computer architecture is required to deal with the looming
cybersecurity crisis, the National Institute of Standards and
Technology's top computer security scientist told the president's
commission on long-term cybersecurity.

The "only way" to address the looming cybersecurity crisis is "to build
more trustworthy secure components and systems," Ron Ross told
the Commission on Enhancing National Cybersecurity during a
Tuesday meeting in Minneapolis.

The commission, established by presidential order, held the latest in a
series of public meetings to hear testimony about how to secure U.S. IT
systems for the next decade.

"As a nation," Ross said, "we are spending more on cybersecurity today
than at any time in our history, while simultaneously continuing to
witness an increasing number of successful cyberattacks and breaches."

In other words: the security we currently have in place isn't working.

The reason: "You cannot protect that which you do not understand ...
Increased complexity translates to increased attack surface."

The result is "limitless" — and growing — opportunities for hackers "to
exploit vulnerabilities resulting from inherent weaknesses in the
software, firmware, and hardware components of the underlying systems
and networks," Ross said.

As organizations and users struggle to find and patch
known vulnerabilities, the number of unknowns keeps growing as
systems grow more numerous and complex and continue to be built in
ways that are insecure.  

Current approaches "fail to address the fundamental weaknesses in
system architecture and design," he said.

Ross called for a new approach based on "build[ing] more
trustworthy secure components and systems by applying well-defined
security design principles in a life cycle-based systems engineering
process."

Security, he observed, "does not happen by accident."  Things like safety
and reliability needs to be engineered in from the beginning, he argued,
comparing the process to the "disciplined and structured approach" used
to design structurally sound bridges and safe aircraft.

"Those highly assured and trustworthy solutions may not be appropriate
in every situation, but they should be available to those entities that are
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CYBERSECURITY RESEARCHERS
DESIGN A CHIP THAT CHECKS FOR
SABOTAGE
Integrated Circuits Can Monitor Their Own Computations and Flag Defects
POSTED AUGUST 23RD, 2016

PRESS ROOM Facebook Twitter Print Download Get Post Image

Siddharth Garg, assistant professor of electrical and computer engineering

BROOKLYN, New York — With the outsourcing of microchip design and fabrication a worldwide,
$350 billion business, bad actors along the supply chain have many opportunities to install
malicious circuitry in chips. These “Trojan horses” look harmless but can allow attackers to
sabotage healthcare devices; public infrastructure; and financial, military, or government
electronics.

Siddharth Garg, an assistant professor of electrical and computer engineering at the NYU
Tandon School of Engineering, and fellow researchers are developing a unique solution: a chip
with both an embedded module that proves that its calculations are correct and an external
module that validates the first module’s proofs.

While software viruses are easy to spot and fix with downloadable patches, deliberately inserted
hardware defects are invisible and act surreptitiously. For example, a secretly inserted “back
door” function could allow attackers to alter or take over a device or system at a specific time.
Garg’s configuration, an example of an approach called “verifiable computing” (VC), keeps tabs
on a chip’s performance and can spot telltale signs of Trojans.

The ability to verify has become vital in an electronics age without trust: Gone are the days when
a company could design, prototype, and manufacture its own chips. Manufacturing costs are
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A chip designed to flag malicious
circuitry

now so high that designs are sent to offshore foundries, where security cannot always be
assured.

But under the system proposed by Garg and his colleagues, the verifying processor can be
fabricated separately from the chip. “Employing an external verification unit made by a trusted
fabricator means that I can go to an untrusted foundry to produce a chip that has not only the
circuitry-performing computations, but also a module that presents proofs of correctness,” said
Garg.

The chip designer then turns to a trusted foundry to build a separate, less complex module: an
ASIC (application-specific integrated circuit), whose sole job is to validate the proofs of
correctness generated by the internal module of the untrusted chip.

Garg said that this arrangement provides a safety net for
the chip maker and the end user. “Under the current
system, I can get a chip back from a foundry with an
embedded Trojan. It might not show up during post-
fabrication testing, so I’ll send it to the customer,” said
Garg. “But two years down the line it could begin
misbehaving. The nice thing about our solution is that I
don’t have to trust the chip because every time I give it a
new input, it produces the output and the proofs of
correctness, and the external module lets me continuously
validate those proofs.”

An added advantage is that the chip built by the external foundry is smaller, faster, and more
power-efficient than the trusted ASIC, sometimes by orders of magnitude. The VC setup can
therefore potentially reduce the time, energy, and chip area needed to generate proofs.

“For certain types of computations, it can even outperform the alternative: performing the
computation directly on a trusted chip,” Garg said.

The researchers next plan to investigate techniques to reduce both the overhead that generating
and verifying proofs imposes on a system and the bandwidth required between the prover and
verifier chips. “And because with hardware, the proof is always in the pudding, we plan to
prototype our ideas with real silicon chips,” said Garg.

To pursue the promise of verifiable ASICs, Garg, abhi shelat* of the University of Virginia, Rosario
Gennaro of the City University of New York, Mariana Raykova of Yale University, and Michael
Taylor of the University of California, San Diego, will share a five-year National Science
Foundation Large Grant of $3 million.

Verifiable ASICS by Riad S. Wahby of Stanford University, Max Howald of The Cooper Union,
Garg, shelat, and Michael Walfish of the NYU Courant Institute of Mathematical Sciences, earned
a Distinguished Student Paper Award at the IEEE Symposium on Security and Privacy, one of the
leading global conferences for computer security research, held in May in Oakland, California.
The authors were supported by grants from the NSF, the Air Force Office of Scientific Research,
the Office of Naval Research, a Microsoft Faculty Fellowship, and a Google Faculty Research
Award.

*ahbi shelat prefers lower-case spelling

Images available at: http://dam.poly.edu/?c=1796&k=f39f4cdebd

The NYU Tandon School of Engineering dates to 1854, when the NYU School of Civil
Engineering and Architecture as well as the Brooklyn Collegiate and Polytechnic Institute (widely
known as Brooklyn Poly) were founded. Their successor institutions merged in January 2014 to
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Over 25 million accounts associated with forums hosted by Russian internet giant Mail.ru have

been stolen by hackers.

Two hackers carried out attacks on three separate game-related forums in July and August. One

forum alone accounted for almost half of the breached data -- a little under 13 million records; the

other two forums make up over 12 million records.

The databases were stolen in early August, according to breach notification site

LeakedSource.com (https://www.leakedsource.com/blog/mailru/), which obtained a copy of the

databases.

The hackers' names aren't known, but they used known SQL injection vulnerabilities found in

older vBulletin forum software to get access to the databases.

An analysis of the breached data showed that hackers took 12.8 million accounts from cfire.mail.ru

(http://cfire.mail.ru); a total of 8.9 million records from parapa.mail.ru (http://parapa.mail.ru), and 3.2 million

accounts from tanks.mail.ru (http://tanks.mail.ru).

The hackers were able to obtain usernames, email addresses, scrambled passwords, and

birthdays. Some of the forums allowed the hackers to also obtain IP addresses (which could be

used to determine location) and phone numbers.

A member of the LeakedSource group told me that about half of the passwords -- around 12

million -- were easily cracked using readily available cracking tools. That's because, according to

the group's blog post (https://www.leakedsource.com/blog/mailru/), the sites "all used some variation of

MD5 with or without unique salts", an algorithm that is considered insecure by today's standards

(http://www.zdnet.com/article/md5-password-scrambler-no-longer-safe/).

The group said that the most common four passwords were some combination of "123456789",

which in part made it easier to determine a significant portion of the leaked passwords.



CSE543 - Introduction to Computer and Network Security Page

Reading papers …
• What is the purpose of reading papers?
• How do you read papers?
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Understanding what you read
• Things you should be getting out of a paper
‣ What is the central idea proposed/explored in the paper?

• Abstract
• Introduction
• Conclusions

‣ Motivation:  What is the problem being addressed?

‣ How does this work fit into others in the area?
• Related work - often a separate section, sometimes not, every 

paper should detail the relevant literature.  Papers that do not do 
this or do a superficial job are almost sure to be bad ones.

• An informed reader should be able to read the related work and 
understand the basic approaches in the area, and how they differ 
from the present work.

These are the best areas to find 
an overview of the contribution

7
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Understanding what you read (cont.)
• What scientific devices are the authors using to 

communicate their point?
‣ Methodology - this is how they evaluate their 

solution.
• Theoretical papers typically validate a model using 

mathematical arguments (e.g., proofs)
• Experimental papers evaluate results based on test 

apparatus (e.g., measurements, data mining, synthetic 
workload simulation, trace-based simulation). 
‣ Empirical research evaluates by measurement. 

• Some papers have no evaluation at all, but argue the 
merits of the solution in prose (e.g., paper design papers)

8
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Understanding what you read (cont.)

• What do the authors claim?
‣ Results - statement of new scientific discovery.

• Typically some abbreviated form of the results will be 
present in the abstract, introduction, and/or conclusions.

• Note: just because a result was accepted into a conference 
or journal does necessarily not mean that it is true.  Always 
be circumspect.

• What should you remember about this paper?
‣ Take away - what general lesson or fact should you take 

away from the paper.
‣ Note that really good papers will have take-aways that 

are more general than the paper topic.

9
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Summarize Thompson Article
• Contribution
• Motivation
• Related work
• Methodology
• Results
• Take away
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A Sample Summary
• Contribution: Ken Thompson shows how hard it is to trust the security of 

software in this paper.  He describes an approach whereby he can embed a 
Trojan horse in a compiler that can insert malicious code on a trigger (e.g., 
recognizing a login program).

• Motivation: People need to recognize the security limitations of programming. 
• Related Work: This approach is an example of a Trojan horse program.  A 

Trojan horse is a program that serves a legitimate purpose on the surface, but 
includes malicious code that will be executed with it.  Examples include the 
Sony/BMG rootkit: the program provided music legitimately, but also installed 
spyware.

• Methodology: The approach works by generating a malicious binary that is 
used to compile compilers.  Since the compiler code looks OK and the 
malice is in the binary compiler compiler, it is difficult to detect. 

• Results: The system identifies construction of login programs and 
miscompiles the command to accept a particular password known to the 
attacker.

• Take away: What is the transcendent truth????? (see next slide)
11
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Turtles all the way down ...
• Take away: Thompson states the “obvious” moral that “you cannot trust code 

that you did not totally create yourself.”  We all depend on code, but 
constructing a basis for trusting it is very hard, even today.

• ... or “trust in security is an infinite regression ...”

12

“A well-known scientist (some say it was Bertrand Russell) once gave a 
public lecture on astronomy. He described how the earth orbits around 
the sun and how the sun, in turn, orbits around the center of a vast 
collection of stars called our galaxy.  At the end of the lecture, a little old 
lady at the back of the room got up and said: "What you have told us is 
rubbish.  The world is really a flat plate supported on the back of a giant 
tortoise." The scientist gave a superior smile before replying, "What is the 
tortoise standing on?" "You're very clever, young man, very clever", said 
the old lady. "But it's turtles all the way down!"

- Hawking, Stephen (1988).  A Brief History of Time.
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Authentication and Authorization
• Fundamental mechanisms to enforce security 

on a system
• Authentication: Identify the principal 

responsible for a “message”
‣ Distinguish friend from foe

• Authorization: Control access to system 
resources based on the identity of a principal
‣ Determine whether a principal has the 

permission to perform a restricted operation
• Today, we discuss principles behind authentication

13
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What is Authentication?
• Short answer: establishes identity
‣ Answers the question: To whom am I speaking?

• Long answer: evaluates the authenticity of 
identity proving credentials 
‣ Credential – is proof of identity
‣ Evaluation – process that assesses the correctness 

of the association between credential and claimed 
identity
• for some purpose
• under some policy (what constitutes a good cred.?)

14
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Why authentication?
• Well, we live in a world of rights, permissions, and 

duties
‣ Authentication establishes our identity so that we can 

obtain the set of rights
‣ E.g., we establish our identity with Tiffany’s by providing 

a valid credit card which gives us rights to purchase 
goods ~ physical authentication system

• Q: How does this relate to security?
15
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Why authentication (cont.)?
• Same in online world, just different constraints
‣ Vendor/customer are not physically co-located, so we 

must find other ways of providing identity
• e.g., by providing credit card number ~ electronic 

authentication system
‣ Risks (for customer and vendor) are different

• Q: How so?

• Computer security is crucially dependent on the 
proper design, management, and application of 
authentication systems.

16



CSE543 - Introduction to Computer and Network Security Page

What is Identity?
• That which gives you access … which is largely 

determined by context
‣ We all have lots of identities
‣ Pseudo-identities

• Really, determined by who is evaluating credential
‣ Driver’s License, Passport, SSN prove …
‣ Credit cards prove …
‣ Signature proves …
‣ Password proves …
‣ Voice proves …

• Exercise: Give an example of bad mapping between 
identity and the purpose for which it was used.

17
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Credentials
• … are evidence used to prove identity
• Credentials can be
‣ Something I am 
‣ Something I have
‣ Something I know

18
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Something you know …
• Passport number, mothers maiden name, last 4 digits 

of your social security, credit card number
• Passwords and pass-phrases
‣ Note: passwords have historically been pretty weak

• University of Michigan: 5% of passwords were goblue
• Passwords used in more than one place

‣ Not just because bad ones selected: If you can remember 
it, then a computer can guess it
• Computers can often guess very quickly
• Easy to mount offline attacks
• Easy countermeasures for online attacks

19
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“Hoist with his own petard”
• The rule of seven plus or minus two.
‣ George Miller observed in 1956 that 

most humans can remember about 5-9 
things more or less at once.

‣ Thus is a kind of maximal entropy that 
one can hold in your head.

‣ This limits the complexity of the 
passwords you can securely use, i.e., not 
write on a sheet of paper.

‣ A perfectly random 8-char password 
has less entropy than a 56-bit key.

• Implication?
20
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Password Use
• Naively: Retrieve password for ID from database and check 

against that supplied password
• Baravelli: ...you can't come in unless you give the password.

• Professor Wagstaff: Well, what is the password?

• Baravelli: Aw, no. You gotta tell me. Hey, I tell what I do. I give you three guesses. It's the name of a fish.

• …….

• [Slams door.  Professor Wagstaff knocks again. Baravelli opens peephole again.] Hey, what's-a matter, you no 
understand English? You can't come in here unless you say, "Swordfish." Now I'll give you one more guess.

• Professor Wagstaff: ...swordfish, swordfish... I think I got it. Is it "swordfish"?

• Baravelli: Hah. That's-a it. You guess it.

• Professor Wagstaff: Pretty good, eh?

[Marx Brothers, Horse Feathers]

• How should you store passwords to protect them?
• Just storing them in a file gives anyone with access to the file 

your password

21
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Password Storage
• Store password as a “hash” of its value

• What properties must hash function satisfy for this 
purpose?
‣ Should hash entries be invertible?
‣ Could two passwords result in the same hash value?

22



CSE543 - Introduction to Computer and Network Security Page

Password Storage
• Store password as a “hash” of its value
‣ Originally stored in /etc/passwd file (readable by all)
‣ Now in /etc/shadow (readable only be root)

• What if an adversary can gain access to a password 
file?
‣ How would you attack this?

23
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Password Cracking
• Attacker can access the hashed password
‣ Can guess and test passwords offline

• Called “password cracking” 
• Lots of help
‣ John the Ripper

• How well do these work?

24
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Cracking Passwords
• How hard are passwords to crack?
• How many 8-character passwords are there given that 

128 characters are available?

25
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Cracking Passwords
• How hard are passwords to crack?
• How many 8-character passwords given that 128 

characters are available?
• 1288 = 256

• How many guesses to find one specific user’s 
password?
• 256/2 = 255

26
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Cracking w/ Dictionaries
• How hard are passwords to crack?
• How many 8-character passwords are there given that 

128 characters are available?
• 1288 = 256

• Suppose we use a dictionary where there is a 25% 
chance that that user’s password appears in that 
password dictionary.  How many guesses then? 
(Assume 1 million dictionary entries)
• 1/4(219) + 3/4 (256) ~ 254.6

• However, you probably simply apply the dictionary and 
accept a 25% chance of recovery

27
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“Salt”ing passwords
• Suppose you want to avoid a offline dictionary attack
‣ bad guy precomputing popular passwords and looking at the 

password file 

• A salt is a random number added to the password 
differentiate passwords when stored in /etc/shadow

• consequence: guesses each password independently
28

...

salt1, h(salt1, pw1)
salti, h(salt2, pw2)
salti, h(salt3, pw3)

saltn, h(saltn, pwn)
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Cracking w/ Dictionaries
• How hard are passwords to crack?
• How many 8-character passwords are there given that 

128 characters are available?
• 1288 = 256

• But, in practice the attacker just needs one password 
from a set of users - rather than a specific user

• If there are 1024 users, the basic work effort is now
• 255/210 = 245

• However, given a dictionary, we can simply see if one of 
the 1024 passwords are in the dictionary
• About equal to size of dictionary/prob. in dictionary

29
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Guess Again...
• How do you know if your password will be guessed?
‣ Follow password-composition policies

• Example properties
‣ Length: 8 or12 or 16 chars?
‣ Requirements: Password must contain at least one...
‣ Blacklist: Password must not contain a dictionary word

• How do you know which policy to choose?
‣ Studied in “Guess again ...: Measuring password strength by 

simulating password cracking algorithms,” Gage Kelley, et al., 
IEEE Security and Privacy, 2012

30
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Guess Number
• How do you predict how many guesses it will take 

to crack your password?
‣ Try to crack it?

• That can be time consuming

‣ Compute number of guesses it would take?
• How do we do that?

31
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Guess Number
• Use specific cracking algorithm to compute number of 

guesses it would take to crack a specific password
‣ Produce a deterministic guess ordering

• For “brute-force Markov” cracker
‣ Uses frequencies of start chars and following chars 

• Most likely first, most likely to follow that, and so on...

‣ Sum the number of guesses to find each character
• In an N character alphabet and a password of length L: 
‣ The first character is the kth char tried in (k-1)NL-1 guesses

‣ The second character is the kth char tried in (k-1)NL-2 guesses

‣ Etc.

32
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Guess Number
• Use specific cracking algorithm to compute number of 

guesses it would take to crack a specific password
‣ Produce a deterministic guess ordering

• For “Weir” cracker 
• (Probabilistic Context-Free Grammar)
‣ Uses probabilities of structures (substrings)

• Computing guess number
‣ Determine the guesses necessary to reach the “probability 

group” for that password (particular instantiations of 
structure with same probability)

‣ Add number of further guesses to reach exact password

33
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How Many Guesses For?
• By password-composition policy

34
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Figure 1. The number of passwords cracked vs. number of guesses, per condition, for experiment E. This experiment uses the Weir calculator and our
most comprehensive training set, which combines our passwords with public data.

B. Entropy

To investigate how well entropy estimates correlate with
guess resistance, we compare our guess-number results for
each condition to two independently calculated entropy
approximations. First, we apply the commonly used NIST
guidelines, which suggest that each password-composition
rule contributes a specific amount of entropy and that the
entropy of the policy is the sum of the entropy contributed
by each rule. Our second approximation is calculated em-
pirically from the plaintext passwords in our dataset, using
a technique we described previously [9]. In this method,
we calculate for each password condition the entropy con-
tributed by the number, content, and type of each character,
using Shannon’s formula [50]. We then sum the individual
entropy contributions to estimate the total entropy of the
passwords in that condition.

V. FINDINGS

We calculated guess numbers under 31 different com-
binations of algorithm and training data. Although we do
not have space to include all the results, we distill from
them four major findings with application both to selecting
password policies and to conducting password research:

• Among conditions we tested, basic16 provides the
greatest security against a powerful attacker, outper-
forming the more complicated comprehensive8 con-
dition. We also detail a number of other findings
about the relative difficulty of cracking for the different
password-composition policies we tested.

• Access to abundant, closely matched training data is
important for successfully cracking passwords from
stronger composition policies. While adding more and
better training data provides little to no benefit against
passwords from weaker conditions, it provides a sig-
nificant boost against stronger ones.

• Passwords created under a specific composition policy
do not have the same guess resistance as passwords
selected from a different group that happen to meet the
rules of that policy; effectively evaluating the strength
of a password policy requires examining data collected
under that policy.

• We observe a limited relationship between Shannon
information entropy (computed and estimated as de-
scribed in Section IV-B) and guessability, especially
when considering attacks of a trillion guesses or more;
however, entropy can provide no more than a very
rough approximation of overall password strength.

We discuss these findings in the rest of this section.
We introduce individual experiments before discussing their
results. For convenience, after introducing an experiment we
may refer to it using a shorthand name that maps to some
information about that experiment, such as P for trained with
public data, E for trained with everything, C8 for special-
ized training for comprehensive8, etc. A complete list of
experiments and abbreviations can be found in Appendix A.

A. Comparing policies for guessability

In this section, we compare the guessability of passwords
created under the eight conditions we tested. We focus on
two experiments that we consider most comprehensive. In
each experiment we evaluate the guessability of all condi-
tions, but against differently trained guessing algorithms.

Experiment P4 is designed to simulate an attacker with
access to a broad variety of publicly available data for
training. It consists of a Weir-algorithm calculator trained on
all the public word lists we use and tested on 1000 passwords
from each condition. Experiment E simulates a powerful
attacker with extraordinary insight into the password sets
under consideration. It consists of a Weir-algorithm calcu-
lator trained with all the public data used in P4 plus 500
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Train a Cracker?
• Training helps for some, but not all 
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Figure 4. Showing how increasing training data by adding the Openwall
list (P4) and then our collected passwords (E) affects cracking, for four
example conditions. Adding training data proves more helpful for the
group 1 conditions (top) than for the others (bottom).

As expected, cracking success increases as training data
is added. For group 1, adding Openwall increases total
cracking by 45% on average, while adding both Openwall
and our data provides an average 96% improvement; these
increases are significant for both experiments in all three
conditions. In group 2, by contrast, the increases are smaller
and only occasionally significant.

At one trillion and one billion guesses, the results are
less straightforward, but increasing training data remains
generally more helpful for cracking group 1 than group 2.
Adding Openwall alone is not particularly helpful for group
1 conditions, with few significant improvements at either
guessing point, but it actually decreases cracking at one
billion guesses significantly for several group 2 conditions.
(We hypothesize this decrease occurs because Openwall is
a dictionary and not a password set, so it adds knowledge
of structures and strings at the cost of accurately assessing
their probabilities.) At these guessing points, adding our
data is considerably more effective for group 1 than adding
Openwall alone, increasing cracking for each of the three
conditions by at least 50% (all significant). By contrast,
adding our data provides little to no improvement against
group 2 conditions at either guessing point.

Taken together, these results demonstrate that increas-
ing the amount and variety of information in the training
data provides significant improvement in cracking harder-
to-guess conditions, while providing little benefit and some-
times decreasing efficiency for easier-to-guess conditions.

Training with specialized data. Having determined that
training with specalized data is extremely valuable for crack-
ing group 1 passwords, we wanted to examine what quantity
of closely related training data is needed to effectively
crack these “hard” conditions. For these tests, we focus on
comprehensive8 as an example harder-to-guess condition,
using the easier-to-guess basic8 condition as a control; we
collected 3000 passwords each for these conditions.

In five Weir-algorithm experiments, C8a through C8e, we
trained on all the public data from P4, as well as between
500 and 2500 comprehensive8 passwords, in 500-password
increments. For each experiment, we tested on the remaining
comprehensive8 passwords. We conducted a similar set of
five experiments, B8a through B8e, in which we trained and
tested with basic8 rather than comprehensive8 passwords.

Our results, illustrated in Figure 5, show that incremen-
tally adding more of our collected data to the training
set improves total cracking slightly for comprehensive8
passwords, but not for basic8. On average, for each 500
comprehensive8 passwords added to the training set, 2%
fewer passwords remain uncracked. This effect is not linear,
however; the benefit of additional training data levels off
sharply between 2000 and 2500 training passwords. The
differences between experiments begin to show significance
around one trillion guesses, and increase as we approach the
total number cracked.

For basic8, by contrast, adding more collected passwords
to the training set has no significant effect on total cracking,
with between 61 and 62% of passwords cracked in each
experiment. No significant effect is observed at one million,
one billion, or one trillion guesses, either.

One way to interpret this result is to consider the diversity
of structures found in our basic8 and comprehensive8 pass-
word sets. The comprehensive8 passwords are considerably
more diverse, with 1598 structures among 3000 passwords,
as compared to only 733 structures for basic8. For com-
prehensive8, the single most common structure maps to 67
passwords, the most common 180 structures account for half
of all passwords, and 1337 passwords have structures that
are unique within the password set. By contrast, the most
common structure in basic8 maps to 293 passwords, the top
13 structures account for half the passwords, and only 565
passwords have unique structures. As a result, small amounts
of training data go considerably farther in cracking basic8
passwords than comprehensive8.
Weighting training data. The publicly available word
lists we used for training are all considerably larger than the
number of passwords we collected. As a result, we needed to
weight our data (i.e., include multiple copies in the training
set) if we wanted it to meaningfully affect the probabilities
used by our guess-number calculators. Different weightings
do not change the number of passwords cracked, as the same
guesses will eventually be made; however, they can affect
the order and, therefore, the efficiency of guessing.
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Something your have …
• Tokens (transponders, …)
‣ Speedpass, EZ-pass
‣ SecureID

• Smartcards
‣ Unpowered processors
‣ Small NV storage
‣ Tamper resistant

• Digital Certificates (used by Websites to authenticate 
themselves to customers)
‣ More on this later …

36



CSE543 - Introduction to Computer and Network Security Page

A (simplified) sample token device
• A one-time password system that essentially uses a 

hash chain as authenticators.
‣ For seed (S) and chain length (l), epoch length (x)
‣ Tamperproof token encodes S in firmware

‣ Device display shows password for epoch i 
‣ Time synchronization allows authentication server to know 

what i is expected, and authenticate the user.

• Note: somebody can see your token display at some 
time but learn nothing useful for later periods.
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Something your are …
• Biometrics measure some physical characteristic
‣ Fingerprint, face recognition, retina scanners, voice, 

signature, DNA
‣ Can be extremely accurate and fast
‣ Active biometrics authenticate
‣ Passive biometrics recognize

• Issues with biometrics?
‣ Revocation – lost fingerprint?
‣ “fuzzy” credential, e.g., your face changes based on 

mood ...
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Biometrics Example
• A fingerprint biometric device (of several)
‣ record the conductivity of the surface of your 

finger to build a “map” of the ridges
‣ scanned map converted into a graph by looking 

for landmarks, e.g., ridges, cores, ...
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Fingerprint Biometrics (cont.)
• Graph is compared to database of authentic identities
• Graph is same, the person deemed “authentic”
‣ This is a variant of the graph isomorphism problem
‣ Problem: what does it mean to be the “same enough”

• rotation
• imperfect contact
• finger damage

• Fundamental Problem: False accept vs. false reject rates?
40



CSE543 - Introduction to Computer and Network Security Page

Making Strong Passwords
• Can you help people make strong(er) passwords?
• Suggestion

• Have user pick a password
• Evaluate its strength
• Make (few) modifications until password is “strong”

• Would this work?
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Making Strong Passwords
• Suppose user picks a crummy initial password

• Say ‘password’
• And the method makes a couple of edits
• ‘pass3word’ and ‘pass3w0rd’

• Are the resultant passwords actually secure from 
cracking?
• D. Schmidt and T. Jaeger, “Pitfalls in the Automated 

Strengthening of Passwords,” ACSAC 2013
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Making Strong Passwords
• Suppose user picks a crummy initial password

• Say ‘password’
• And the method makes a couple of edits
• ‘pass3word’ and ‘pass3w0rd’

• How secure is the resultant password?
• How many guesses to crack?
• Does knowledge of the strengthening approach 

help?
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Guessing Passwords
• Recall “Guess Again” Paper
• Two Password Guessing Approaches
• Approach one: Markov Chain

• For each character - the probability of the next 
character varies

• First guess - highest probability first char
• Next guess - highest probability subsequent 

character
• Repeat
• If fail, go to next highest probability character and 

continue
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Guessing Passwords
• Suppose highest password is “CAC”

• In character set {ABC}
• Start with highest probability start - A

• Compute all passwords that start with A
• In highest probability order - count so far - kn = 9

• Then go to the next highest prob. start - C
• Next highest prob. - A
• Then B, C

• For a guess number of 13
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Guessing Passwords
• Recall “Guess Again” Paper
• Two Password Guessing Approaches
• Approach two: Probabilistic Context-Free Grammars

• Passwords have patterns based on the types of 
characters - lower case, digits, upper case, symbols

• PCFG guesses - start with highest probability struct
• Then, for each struct apply Markov chain guessing
• Then, choose the next highest prob. structure
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Guessing Passwords
• Suppose highest password is “BA1”

• In character set {AB1}
• Start with highest probability struct - {L2D1}

• Search for most likely L2 and most likely D1

• For Markov, search from highest probability - A 
• Kn = 2
• Next highest prob. - B
• Then A
• Then 1 for D1

• For a guess number of 5
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Using Knowledge 
• What if adversary knows the password construction 

approach you are using?
• Could an adversary leverage that knowledge in 

guessing?
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Using Knowledge 
• What if adversary knows the password construction 

approach you are using?
• Could an adversary leverage that knowledge in 

guessing?
• Of course, so our computation of guess 

probabilities must account for all password 
construction knowledge

• E.g., Houshmand and Aggarwal suggest making one or 
two mods to a simple, user-chosen password to 
strengthen
• Will it work if an adversary knows the approach?
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Strengthen Dataset 
• One attack approach is to strengthen the guessing 

dataset using the same approach
• Then, compute the guess numbers

• Strong are guess probabilities using the strengthened 
dataset - weak are original

• Ideally, all would be 0
50

suasive Text Passwords (PTP) [9, 10], no restrictions were
placed on the characters used in the edits – any printable
character (ASCII 32 to 126, inclusive) could be used.

In contrast, the authors of [12] placed constraints on the
edits: a character inserted into the middle of a string of digits
or symbols had to be of the same type, and no changes could
be made to an alpha string other than changing the case
of one of the letters. Thus, “password123” could be trans-
formed to“passwoRd123”,“password1213”or“password!123”
but not “pass5word123” or “password12h3”.

5. RESULTS
This section first explores the ability of the strengthening

algorithm to prevent passwords from being guessed by a
PCFG-based attack. A second type of attack, guided brute
force (GBF) search, is then explored. The section concludes
with methods that can be taken to reduce the e↵ectiveness
of this second form of attack.

5.1 Resistance to PCFG-based Attacks
Algorithm 3 guarantees that every password which was

output met the required GP threshold, at the time it was
strengthened. However, when processed on a di↵erent data
set (including the same strengthening database at a later
point in time), the calculated GP will vary. Thus, it is pos-
sible that a password deemed secure by the strengthening
database might be judged as weak when using a di↵erent
set of data to measure strength. In this section, two pos-
sibilities for PCFG-based attacks are explored. In section
5.1.1, the viability of attacking the strengthened passwords
using out-of-band data is explored, while in section 5.1.2 the
impact of an accidental leak of the strengthening database
is investigated.

5.1.1 Attacking with Derived Data
A well-known attack vector is to train a password crack-

ing program on a leaked data set such as rockyou, and use
the derived data as the basis for an attack. However, it
would seem that a better course of action would be to take
the rockyou set, strengthen it using the known or derived
strengthening algorithm, and then use only those strength-
ened passwords as the training set for a password cracking
program. If the newly strengthened passwords are statisti-
cally similar to the passwords that are to be guessed, this
would be an e↵ective attack.

In analyzing the e↵ectiveness of this attack, rockyou-1 was
used as the basis to crack the passwords in rockyou-2. The
data needed by Algorithm 1 to mount a guessing attack
was calculated in two ways: from the original, unstrength-
ened rockyou-1 set and also from the rockyou-1 set that was
strengthened by Algorithm 3. In Table 2, a breakdown of
the GPs of the strengthened passwords under these attack
scenarios is given; the rows labeled Weak reflect the first sce-
nario (using only the original rockyou-1 passwords), while
the rows labeled Strong reflect the second scenario (using
only strengthened rockyou-1 passwords). If the strengthen-
ing algorithm were perfect, the worst GP under any scenario
would be the level targeted, or 10�16 and Table 2 would be
all 0s. Results are shown for both 1 and 2 edits.

The top panel in the table shows that, as expected, using
weak passwords as the basis for a PCFG-based attack on
strengthened passwords is largely ine↵ective. Even when
only 1 edit is applied, only 1.3% of the passwords could be

Table 2: GPs using Derived Data

Data Edits % 10�13 % 10�14 % 10�15

Weak 1 1.3 2.2 3.2
Weak 2 0.3 0.5 0.8

Strong 1 2.5 4.6 18.0
Strong 2 0.4 1.3 7.6

Table 3: GPs using Leaked Data

Full Partial Edits % 10�13 % 10�14 % 10�15

– All 1 0.0 0.1 1.5
– All 2 0.0 0.0 0.6

All – 1 58.2 67.3 75.6
All – 2 28.2 38.6 50.0

Orig. Str. 1 21.2 24.4 28.7
Orig. Str. 2 6.4 8.3 10.3

cracked in less than a day (GP of 10�13), and only 2.2%
could be cracked in less than a week. This panel illustrates
that the strengthening algorithm was e↵ective in guarding
against a PCFG-based attack which uses data from typical,
weak passwords.
Moving to the bottom panel, we see that if the PCFG at-

tack uses data derived from passwords which were strength-
ened using the same algorithm as the passwords which are
to be guessed, one edit no longer su�ces. In this scenario,
2.5% of the passwords could be cracked in less than a day,
and 4.6% in less than a week. However, if two edits are
applied rather than one, the strengthening algorithm is still
largely e↵ective, with only 1.3% of the strengthened pass-
words recoverable in a week.

5.1.2 Attacking with Leaked Data
Alternatively, it is possible that a site’s strengthening

database could be accidentally leaked. Ideally, the leakage
of that data should not be su�cient to crack a large percent-
age of the user passwords. Since the strengthening database
contains statistics on the actual passwords, this seems to be
a worst-case scenario.
In Table 3 the GPs for the strengthened passwords are

shown for three di↵erent scenarios, each representing a vari-
ation of Algorithm 3. The top panel utilizes Algorithm 3 as
presented. The middle panel shows the consequences of fully
processing all original and strengthened passwords; in other
words, Algorithm 3 would be modified so that every string
in both the original and strengthened passwords would enter
the dictionaries. The bottom panel shows the results if Al-
gorithm 3 were modified so that it fully processed all original
passwords but still only partially processed the strengthened
passwords. In all scenarios, the training phase (subset A)
fully processes both the original and unstrengthened pass-
words; partial processing can only occur in the strengthening
phase (subsets B and C), if at all.
The top panel is rather surprising as it shows that the

strengthening database for Algorithm 3, as presented, pro-
vides less information to an attacker than does the Weak
data set of Table 2. This lack of success is attributable to
the use of full versus partial processing of the passwords in
Algorithm 3, and the remaining rows illustrate the impor-
tance of this di↵erential in processing.
As the percentages for both the middle and bottom panels
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Brute Force
• Or you can simply brute force guess them from the 

simple passwords
• Guess a simple password and a single edit to that 

password

• Full character set is only used in “Full?”
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Table 5: GPs for Passwords Needing Strengthening

Edits Full? % 10�9 % 10�10 % 10�11 % 10�12

1 Y 13.3 22.2 35.2 54.0
1 N 2.4 4.4 6.4 11.4
2 Y 26.5 41.6 60.3 74.5
2 N 4.9 9.5 25.0 49.0

Table 6: Guided Brute Force Run Times

Min GP Edits Full? Run Time, 12 cores
10�9 1 Y 1.2 hours
10�9 1 N 8 minutes
10�10 1 Y 12.7 hours
10�10 1 N 1.3 hours
10�11 1 Y 1 week (est)
10�11 1 N 16.2 hours

10�9 2 Y Guessed 5.4% in 24 hours
10�9 2 N 20.4 hours

described above would be e↵ective in cracking a significant
number of strengthened passwords. With one edit and no
restrictions on editing, 13% of the strengthened passwords
had original passwords with a GP weaker than 10�9. As
observed in Table 1, a search of all passwords at this level
of GP can be done in a minute. Thus, the only barrier to
guessing a large percentage of the strengthened passwords is
the computation time to generate and test all possible vari-
ants of the weak passwords. In this regard, the passwords
strengthened with two edits may be more secure. Despite
the higher percentage of weak original passwords, using two
edits will have a significant impact on the run time.

Notably, if the strengthening process restricts the edits
that can be made, the likelihood of a password with a low
GP being successfully strengthened is significantly less than
in the case with unrestricted edits since it is more di�cult
to strengthen a password with the restrictions in place. As a
side e↵ect, this means that restricted editing actually makes
the passwords less susceptible to a GBF attack. An explicit
exploration of the impact of stronger initial passwords on the
e↵ectiveness of GBF guessing is presented in Section 5.3.

To determine run times for GBF attacks, the guessing
algorithm shown in Algorithm 2 was modified so that when-
ever currentGuess was checked against the list of passwords,
all variants of currentGuess were generated and tested as
well. The results are presented in Table 6.

As was seen in Table 5, restricting the edits (“Full?” col-
umn of “N”) greatly reduces the number of weak passwords
that can be strengthened, which reduces the e↵ectiveness of
a GBF attack. Table 6 shows this advantage is o↵set to a
degree. Here, it is evident that reduction in the size of the
search space that the GBF attack must explore has a large
impact on run time. As exhibited, when compared to unre-
stricted editing (“Full?” column of “Y”) an additional order
of magnitude of GPs can be explored when restricted edits
were used.

The runs which applied two edits would clearly take a long
time to finish. However, the runs for passwords with GPs
no stronger than 10�9 were started and allowed to run for
24 hours before being halted. Even though the search space
with two edits is too large to exhaustively search, a GBF at-
tack was still capable of guessing roughly 5% of the strength-

ened passwords in 24 hours when searching at a GP level of
10�9. Since the goal of the strengthening algorithm was
to ensure that no password could be guessed within weeks,
the strengthening algorithm has therefore not met its goal,
despite the fact that the strengthened passwords are signif-
icantly harder to guess than the original passwords. Addi-
tional, longer runs are required to better assess the overall
security risks.
The GBF search actually guessed slightly more passwords

than was indicated by Table 5 as some of the passwords
which did not need strengthening were within one or two
edits of a weak password. For example, the user password
“k3ybo@rd” would be judged secure by the strengthening
process, but it would be guessed when all 2-edit variants of
“keyboard” were generated. Because of these “extra” hits,
the completed run in the bottom panel of Table 6 guessed
5.1% of the passwords, rather than 4.9% shown in Table 5.

5.3 Counter-measures
In order for a strengthening algorithm to perform as de-

sired, the e↵ectiveness of GBF attacks must be significantly
reduced. One way to accomplish this goal would be to
increase the number of edits as this increases the number
of possible variants for each password by several orders of
magnitude, making GBF attacks significantly more time-
consuming. However, as noted in [9, 10], going beyond two
random edits significantly impairs memorability, so two ran-
dom edits should be considered the limit when using Algo-
rithm 3. A second method would be to require the initial
password to be stronger, thus harder to guess, making a
GBF attack take longer. In short, this would require the
user to clear an intermediate GP hurdle, with Algorithm 3
then decreasing the GP to a secure level with the resulting
password resistant to GBF attack.
Although this approach requires more of the user, tools

could be provided to assist with the initial selection. For in-
stance, in the event the original password’s GP did not meet
a preliminary threshold, the user could be given high-level,
non-specific feedback on how to make the initial password
stronger such as to make the password longer or to use more
character classes. This is admittedly a di�cult challenge, as
we have already noted that stringent password scoring is
frustrating to users. Further, the strength of these initial
passwords is potentially illusory as users may, as with sim-
ple composition policies, find ways to satisfy the requirement
but still produce passwords that fall into patterns which
could be discovered and exploited. However, absent any a
priori knowledge about how users would adjust their pass-
word to score well against an adaptive PCFG-based metric,
it is unclear how an attacker could ease the burden of guess-
ing the initial password.
To test the impact of requiring a stronger initial password,

the original rockyou-1 and rockyou-2 sets were screened for
passwords with a minimum GP of 10�12, which reduced
each set to just over 500K passwords. These subsets were
strengthened to a GP of 10�16, and the strengthened pass-
words were analyzed for resistance to both PCFG-based and
GBF attacks. Table 7 shows the GPs for the strengthened
passwords in rockyou-2, when using the strengthened pass-
words in rockyou-1 as the training set for the cracking algo-
rithm. When applying one edit, less than 1.5% of the pass-
words vulnerable to guessing within a week (GP of 10�14),
which compares favorably to the 4.6% figure in the bottom
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Project #1
• Thus, in Project #1, I will allow you up to three edits 

to strengthen a dictionary word into a password
• A password should be memorable

• We will start with dictionary words
• You will have three edits to improve to make hard to guess

• A good password should be difficult to guess using 
the PCFG method 
• We will test your password using a PCFG cracker - which 

you can test as well

• The best method - highest PCFG guess rating on my 
input passwords - wins a 10% bonus for the team
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