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Mean-Shift Algorithm
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CMPEN454 RoadMap, Next Four Lectures

Four Important Ideas/Algorithms in C.V, W 0&

1. Nonparametric distributions
Mean-shift algorithm
2. Randomized algorithms
Markov Chain Monte Carlo (also RANSAC)
3. Supervised learning
Boosting; Viola-Jones Face Detector
4. Unsupervised learning

“Siamese” Networks
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Histogram Appearance Models

* Motivation — want to model appearance of objects, but
shape of non-rigid objects 1s constantly changing and
hard to model explicitly.

 Idea - choose some feature space (e.g. color) and
model the relative counts of pixels/patches that have
values falling within certain ranges of feature values.

* We are not limited to only color. Could also use edge
orientations, texture, motion...




Robert Collins
CMPEN454

Modern Perspective:

* The features could be those produced by a CNN

Class

Input Image Feature Maps
P a9 P Predictions

Convolution
Layer

could do mean-shift here!
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Appearance via Color Histograms

gwuhmmmmm

Color distribution (1D histogram

discretize normalized to have unit weight)
R’ =R >> (8 - nbits) Total histogram size is (2”nbits)"3
G’ =G >> (8 - nbits)
B’ =B >> (8 - nbits) example, 4-bit encoding of R,G and B channels

yields a histogram of size 16*16*16 = 4096.

Where nbits = number of bits
used to represent each value



Robert Collins

CMPEN454 .
Smaller Color Histograms
Histogram information can be much much smaller if we
are willing to accept a loss in color resolvability.
—— Marginal R distribution
R G R T
11 1r1ry—

Marginal G distribution

M

“ Marginal B distribution

Total histogram size 1s 3*(2”nbits)

" &

discretize

R’ = R >> (8 - nbits)
G’ =G >> (8 - nbits)

B’ =B >> (8 - nbit -
(8 - nbits) example, 4-bit encoding of R,G and B channels

yields a histogram of size 3*16 = 48.



Robert Collins
CMPEN454

Color Histogram Example
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CMPEN4S4 Normalized Color

(g’ b’ )= (rgb)/(rtgtb)

(r,g,b)

Normalized color divides out pixel luminance (brightness),
leaving behind only chromaticity (color) information. The
result is less sensitive to variations due to illumination/shading.

LN
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cwest Example: Jones and Rehg, 2002

“Statistical Color Models with Application to
Skin Detection”, M. J. Jones and J. M. Rehg,
Int. J. of Computer Vision, 46(1):81-96, Jan 2002

General Idea:

e Learn skin color distribution from examples

* Learn distributions of skin and nonskin color
* Nonparametric distributions: color histograms
* Bayesian classification of skin pixels
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Learning from Examples

First, have your grad student hand label thousands of images from the web

P(rgb | skin) = number of times rgb seen for a skin pixel
total number of skin pixels seen

P(rgb | not skin) = number of times rgb seen for a non-skin pixel
total number of non-skin pixels seen

These statistics stored in two 32x32x32 RGB histograms

SKin histogram Non-Skin histogram

Z Z Z Z

AN AN AN AN

R R |

AN AN AN AN
N\, AN AN AN
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Learned Distributions

Black White

. //"D Red
Skin color /
/ .
/ Non-Skin color
Blue /*"’
—
Black White

Blue
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CMPEN454 Likelihood Ratio

P(rgb | skin)
P(rgb | not skin)

Label a pixel skin if

> 0

(cost of false positive) P( seeing not skin)

O =

(cost of false negative) P( seeing skin)

0<=0 <=1
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Sample Pixel Classifications

® =4
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Sample Application: HCI

Haiying Guan, Matthew Turk, UCSB
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Sample Application: HCI

Haiying Guan, Matthew Turk, UCSB

where do these
boxes come from?

Mean-shift algorithm
gives us a principled
way to find them.
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CMPEN454 Mean-Shift Algorithm

The mean-shift algorithm 1s a hill-climbing
algorithm that seeks modes (peaks) of a density
without explicitly computing that density.

The density 1s implicitly represented by raw
samples and a kernel function. The density 1s
the one that would be computed 1f Parzen
estimation was applied to the data with the
given kernel.
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CPERE What 1s Mean Shift ?

A tool for:
Finding modes in a set of data samples, manifesting an
underlying probability density function (PDF) in RN

Non-parametric

== | Density Estimation

Data \
Non-parametric —

Density GRADIENT Estimation
(Mean Shift)

Discrete PDF Representation

PDF Analysis

credits: Ukrainitz&Sarel, Weizmann
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CMPEN4S4 Parzen Estimation
(aka Kernel Density Estimation)

Mathematical model of how histograms are formed.
Assume continuous data points

| N S 1 T
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CMPEN4S4 Parzen Estimation
(aka Kernel Density Estimation)

Mathematical model of how histograms are formed.
Assume continuous data points

0.1

I I I I I I I I
0.05¢ ||| | .
0 1 1 Il ll

0 10 20 30 40 50 60 70 80 80

Convolve with box filter of width w (e.g. [1 1 1])

Take samples of result, with spacing w
Resulting value at point u represents count of
data points falling in range u-w/2 to u+w/2
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CMPEN454 Example HiStOgramS
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R Why Formulate it This Way?

 Generalize from box filter to other filters
(for example Gaussian)

* (GGaussian acts as a smoothing filter.



Robert Collins
CMPEN454

Kernel Density Estimation

« Parzen estimation: Approximate probability density by
estimating local density of points (same idea as a histogram)

— Convolve points with window/kernel function (e.g., Gaussian) using scale
parameter (e.g., sigma)

from Hastie et a/.
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Density Estimation at Different Scales
« Example: Density estimates for 5 data points with

differently-scaled kernels
» Scale influences accuracy vs. generality (overfitting)

n
Tt
A i
tedeld
N
ored
S
froo

5
3 ,‘:,"r t]

*,

Hit
{

f

H
L
4
{7 5

£

0 ',f"!‘; ?:’
l;;.. r,'v
Feens
ferte,
3y
1
L

»,
o,
1

¢/
CHIA

A
¢
QN
JJ
',

J
. i(""

oA
B g e
7
2
A
)
G

X,

¥,
&
P"
"y

R
¢
20

(X
%,

from Duda et al.




-
t COI‘I“
R"ble,;;ms
CM

O
m

le
sca
he
ick t e i
1C . )
top ng -
- how OOthlgle ar
d iSSllfei;he sm o
I'_

lve Yo o
0 . .a
res Alu of
Un . )
| g for
(sig N

SW
e An

i
3l T}
"y l:‘,' ',
t“"
5 i
o,,,"
:,' ot

5
e
&

*,

4,

¢]
"‘
2,

5
*
&, {

Vv
,""0 H h:'
35 4
by 55
h',"‘:;
A
4y

v

)

) Tod e
iy

¥y

;'.‘ 3
e 3
u,”
m., o i
'/

m,’"

S
oy
BT
By

: »,

&

i
y
&

xs,

¥
()
h'
e,
¥,

e
o,"
w

s,
2%

I
ta
Duda e
from




Robert Collins

CPERE What 1s Mean Shift ?

A tool for:
Finding modes in a set of data samples, manifesting an
underlying probability density function (PDF) in RN

Non-parametric

== | Density Estimation

Data \
Non-parametric —

Density GRADIENT Estimation
(Mean Shift)

Discrete PDF Representation

PDF Analysis
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CMPEN454 . . .
Intuitive Description
( Region of |
o interest
Center of
o . mass
® »
PY o
Py o
@
&
@
@
[ Mean shift
. . [ Mean i |

Objective : Find the densest region
Distribution of identical billiard balls
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Intuitive Description

4 \
Region of
o interest
Center of
o mass
\_
® ?
PY o
Py o
o
&
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o
Mean Shift
o vector

Objective : Find the densest region

Distribution of identical billiard balls
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Intuitive Description

4 \
Region of
o interest
Center of
o mass
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PY o
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Mean Shift
o vector

Objective : Find the densest region

Distribution of identical billiard balls
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Intuitive Description

4 \
Region of
o interest
Center of
o mass
\_
® ?
PY o
Py o
o
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o
Mean Shift
o vector

Objective : Find the densest region

Distribution of identical billiard balls
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Intuitive Description

Region of
interest

Center of
mass

vector

Mean Shift ]

Objective : Find the densest region

Distribution of identical billiard balls
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Intuitive Description

Region of
interest

Center of
mass

vector

Mean Shift ]

Objective : Find the densest region

Distribution of identical billiard balls
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Intuitive Description

@ Region of
. @ . - PY ® | interest
Continue until convergence. ? » .
® Center of
(guaranteed to converge!) mass
& T
° »
) ® 9
& ° »
»
e °
»
»
?
& o o
o » »

Objective : Find the densest region
Distribution of identical billiard balls




Finding all Modes
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Attraction basin

 Attraction basin: the region for which all
trajectories lead to the same mode

* (Cluster: all data points 1n the attraction
basin of a mode




Robert Collins

ot Using Mean-Shift for Segmentation

100 Y T T Y Y T 100 v

points in L.u,v |
color space

final clusters
in feature space

0 30 40 50 60 70 80 90 100 2 30 40 50 60 7 EQ S0 100

initialize mean-shift
from many locations;
keep track of which
locations converge to
which modes

each mode forms
one cluster

NOAMALIZED DENSITY
o o o
o N EN o

0
2

modes (red circles)
(©) and basins of attraction
for each mode (curves)
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Using Mean-Shift for Segmentation

example segmentations

in these cases clustering was done in 5-dimensional feature space (x,y, L,u,v)

5
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Using Mean-Shift for Segmentation

example segmentations
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CMPEN454 Mean-Shift for Tl’aCking

Let pixels form a uniform grid of data points, each with a weight (pixel value)
proportional to the “likelihood” that the pixel is on the object we want to track.
Perform standard mean-shift algorithm using this weighted set of points.

_ 3 K(a-x) w(a) (a-x)
Y 4 K(a-x) w(a)

AXx
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Nice Property

Running mean-shift with kernel K on weight image w 1s equivalent to
performing gradient ascent in a (virtual) image formed by convolving w
with some “shadow” kernel H.

Note: mode we are looking for is mode of location (x,y)
likelihood, NOT mode of the color distribution!



Robert Collins
CMPEN454

Example: Face Tracking using Mean-Shift

Gray Bradski, “Computer Vision Face Tracking for use in a
Perceptual User Interface,” IEEE Workshop On Applications of
Computer Vision, Princeton, NJ, 1998, pp.214-219.

Figure 7: Orientation of the flesh probability
distribution marked on the source video 1image

First 4 tracked degrees of freedoru Head

Video Camera

Figure 8: First four head tracked degrees
of freedom: X, Y, Z location, and head roll
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CMPEN454 Bradski’s CamShift

X,Y location of mode found by mean-shift.
Z, Roll angle determined by fitting an ellipse
to the mode found by mean-shift algorithm.
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CMPEN454 CamShift Results

From Gary Bradski

Fast motion Distractors
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CMPEN454 Mean-Shift Object Tracking

Results

-?l
| o WO Y

Feature space: 128x128 quantized RG

Dorin Comanesciu, V. Ramesh and Peter Meer, “Real-time Tracking of Non-Rigid
Objects using Mean Shift,” IEEE Conference on Computer Vision and Pattern
Recognition, Hilton Head, South Carolina, 2000 (best paper award).
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CMPEN454 Mean-Shift Object Tracking

Results

The man himself...

Feature space: 128x128 quantized RG
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Active Camera Control

Easily implemented 1n real-time, therefore can be used
to control pan/tilt of an active camera.




