
Large-scale Machine Learning:
Mathematical Foundations and Applications

CSE 597, Spring 2019

Overview
This graduate-level course will aim to cover various mathematical aspects of big
and high-dimensional learning arising in data science and machine learning appli-
cations. The focus will be on building a principled understanding of randomized
and relaxations methods via a mixture of empirical evaluations and mathematical
modeling. Specifically, we will explore large-scale optimization algorithms for both
convex and non-convex optimization, dimension reduction and random projection
methods, large-scale numerical linear algebra, sparse recovery and compressed
sensing, low-rank matrix recovery, convex geometry and linear inverse problems,
empirical processes and generalization bounds, as well as theory and optimization
landscape of deep neural networks, etc.

Prerequisites
The essential prerequisites for this course is familiarity with the basic principles of
machine learning, although this alone is not su�cient. You must have a solid back-
ground in multivariate calculus, linear algebra, basic probability, and algorithms.
You must have general mathematical maturity and be comfortable with mathemati-
cal writing (e.g., mathematical arguments, derivations, and proofs). You will be ex-
pected to understand and produce mathematical arguments and rigorous proofs.
As long as you are willing and able to learn some foundational materials on your
own, the background material is not required.

Format
This course aims at learning and practicing mathematical tools required to un-
derstand relaxation and randomized algorithms for learning from massive high-
dimensional data. A student taking the class for credit is expected to (possibly
partnering with another student):

(i) Scribe one lecture
(ii) Research on a related project, write a report, and present in class
(iii) Review two research reports from peers
(iv) Solve theory exercises based on lectures

Grading Scheme

10% Participation

10% Scribing

30% Exercises

40% Project Report & Oral Presentation

10% Report Review

i Students are guaranteed to receive the letter grade based on the standard scale:
A = 93% - 100%, ;A- = 90% - 93%; B+ = 87% - 90%; B = 87% - 83%; B- = 83% -
80%; C+ = 80% - 77%; C = 77% - 70%; D = 70% - 60%; F = 0% - 60%. Curving is
at the discretion of the professor.
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Instructor
� Mehrdad Mahdavi

U O�ce Hours: Tu & Th 9 AM-10
AM

� W365 Westgate

� http://www.cse.psu.edu/mzm616/

@ mzm616@psu.edu

Course Info
� Prereq: Machine Learning, Ma-

turity in Math

� Tuesday & Thurseday

U 10:35 AM-11:50 AM

� Moore Building 127



Material
Readings will be assigned from notes, books, and research papers available on the
Web or PSU Library link in Canvas. This includes readings from the following texts:

Recommended Text
[1] Roman Vershynin. High-dimensional probability: An introduction with applica-
tions in data science, volume 47. Cambridge University Press, 2018

[2] Martin J. Wainwright. High-dimensional statistics: A non-asymptotic viewpoint.
Cambridge University Press, 2019

[3] Trevor Hastie, Robert Tibshirani, and Martin Wainwright. Statistical learning with
sparsity: the lasso and generalizations. CRC press, 2015

[4] Mehryar Mohri, Afshin Rostamizadeh, and Ameet Talwalkar. Foundations of ma-
chine learning. MIT press, 2018

[5] Shai Shalev-Shwartz and Shai Ben-David. Understandingmachine learning: From
theory to algorithms. Cambridge university press, 2014

[6] Amir Beck. First-Order Methods in Optimization, volume 25. SIAM, 2017

[7] Sébastien Bubeck et al. Convex optimization: Algorithms and complexity. Foun-
dations and Trends® in Machine Learning, 8(3-4):231–357, 2015

[8] Joel A Tropp et al. An introduction to matrix concentration inequalities. Foun-
dations and Trends® in Machine Learning, 8(1-2):1–230, 2015

[9] Prateek Jain and Purushottam Kar. Non-convex optimization for machine learn-
ing. Found. Trends Mach. Learn., 2017

[10] Related publications from leading conferences and journals in Machine Learn-
ing, e.g., NeurIPS, formerly called NIPS, ICML, COLT, ICLR, AISTAT, JMLR, KDD, etc.

Class Participation
You are expected to be responsible enough to attend lectures and make a in-class
presentation of your final research report. Every student must serve as a scriber for
at least one class. Sign-ups for this will take place during the first two weeks.

Exercises
Over the semester, problems will be given to be solved by students. Each exercise
write-up must be neatly typeset as a PDF document. You can use LaTeX or any
other system that produces typesetting of equal quality and legibility (especially for
mathematical symbols and expressions). Ensure that that the following appear at
the top of the first page of the write-up: your name, your PSU ID, and the ID’s of any
students with whom you discussed the assignment. Submit your write-up as a single
PDF file on Canvas by 11:59 PM of the specified due date. It is your responsibility
to ensure that the submission is successfully received by Courseworks.

Project
There will be a final project based on the discussed topics. The course project is
an opportunity to engage in a research project and practice material and tools cov-
ered in the lectures. You can either pick a research topic that lies in the intersection
of your own research and material covered in the course or a new related project
in line of course material (some examples of suitable projects will be provided),
and write a summary introducing the problem, surveying the existing methods with
strengths/weaknesses of each method, things they could improve, perhaps any
holes that they did not address, etc. You are free to pick any topic you like, within
reason. You may work individually or in pairs.

+ In your final project you are expected to unify and clarify the relationships be-
tween several (at least three or four) papers with a common theme, provide the re-
quired background to readers, simplify the tools/experiments used to, and include
in-depth summaries and exposition of at least one the the papers.

You will then give your report to two classmates to independently review, and you
will incorporate their edits into your final draft. 10% of your grade will depend on
how thoughtfully and thoroughly you reviewed your peers’ reports.

FAQs
? Should I take this

course?

� The course covers advanced
topics to learn from massive
high-dimensional data. For
each practical method, we cover
algorithmic solutions and theo-
retical guarantees. You should
be comfortable with doing math
and proving theorems.

? Do we learn about
MapReduce, Hadoop,
etc?

� This course looks at large-
scale learning from computa-
tional and statistical viewpoints
and not the tools that can be
used to attack big data. In par-
ticular, for each topic we will
cover four Ws: what can be
learned, when and under which
kind of structural assumptions
about the data, how we can de-
velop e�cient learning meth-
ods, and rigorously showing
why it works.

? Does PUS library pro-
vide the e-book ver-
sions of texts?

� An online version of one or
more of the above texts is
available at no cost as a Penn
State Libraries E-Book. You can
access the E-Book through the
Library Resources link on the
course navigation In Canvas.
Some E-Books will only be
available online, while others
will be available to download
in full or in part. You may
choose to use the E-Book as
an alternative to purchasing
a physical copy of the text.
For questions or issues, you
can contact the University
Libraries Reserve Help (UL-
RESERVESHELP@LISTS.PSU.EDU).



Project Deadlines
i Week 4 (Sunday, 02/03, 11:59 PM): Submit a project proposal (two or three

pages should su�ce), describing the project type, the chosen topic, and evi-
dence of some preliminary “leg-work” (e.g., a clear problem statement, some
well-informed conjectures, some milestones with self-imposed deadlines, rel-
evant bibliographic references).

ii Week 8 (Sunday, 03/03, 11:59 PM): Submit a progress report that explicitly
refers back to your project proposal: what has been accomplished, what goals
should be revised, etc.?

iii Week 12 (Sunday, 03/31, 11:59 PM): Submit a final project draft. Try to limit the
length of main body of paper to at most eight pages in NeurIPS conference
format; quality and clarity are more important than quantity. You can move
the proofs or extra experiments into a supplementary file with no page limit.

iv Week 14 (Sunday, 04/07, 11:59 PM): Submit your reviews. Every students
will be assigned to review two other projects. While preparing your report,
make sure to include enough background and details to make your draft self-
contained.

v Week 15 & 16: Deliver a 15-minute presentation in class on (i) a very brief sum-
mary of the project, and (ii) one remarkable detail you discovered during the
project.

Each of the project proposal, progress report, and final project report should be
neatly typeset as a PDF document using TeX, LaTeX, or similar systems with biblio-
graphic references (e.g., using BibTeX).

Collaboration
Youmay discuss the course material and the exercise problems with each other. You
must list all discussion partners in your write-up. Discussion of homework problems
may only include problem clarification and high-level verbal discussion of possible
approaches. You must write up your own solutions independently.

Accommodations for Students with Disabilities
It is Penn State’s policy to not discriminate against qualified students with docu-
mented disabilities in its educational programs. If you have a disability-related need
for modifications in your testing or learning situation, your instructor should be no-
tified during the first week of classes so that your needs can be accommodated.
You will be asked to present documentation from the O�ce of Disability Services
(located in 116 Boucke Building, 863-1807) that describes the nature of your dis-
ability and the recommended remedy. Youmay refer to the Nondiscrimination Policy
in the Student Guide to University Policies and Rules.

Academic Integrity
According to the Penn State Principles and University Code of Conduct: Academic
integrity is the pursuit of scholarly activity in an open, honest and responsible man-
ner. Academic integrity is a basic guiding principle for all academic activity at The
Pennsylvania State University, and all members of the University community are ex-
pected to act in accordance with this principle. Consistent with this expectation,
students should act with personal integrity, respect other students’ dignity, rights
and property, and help create and maintain an environment in which all can suc-
ceed through the fruits of their e�orts. Academic integrity includes a commitment
not to engage in or tolerate acts of falsification, misrepresentation or deception.
Such acts of dishonesty violate the fundamental ethical principles of the University
community and compromise the worth of work completed by others. Academic dis-
honesty includes, but is not limited to, cheating, plagiarism, fabrication of informa-
tion or citations, facilitation of acts of academic dishonesty by others, unauthorized
possession of examinations, submitting work of another person or work previously
used without informing the instructor, and tampering with the academic work of
other students (also see Faculty Senate Policy 49-20 and G-9 Procedures).



Topics
The tentative list of topics to be covered are:

1. Introduction to Course and Logistics

2. Background I: Convex Analysis, Linear Algebra and Matrix Computation, Probability, and Statistics

3. Background II: Empirical Risk Minimization, Computational & Statistical Challenges

4. First-order Methods for Large-scale Optimization

5. Concentration: Scalar and Matrices

6. Random Projections and Applications in Dimensionality Reduction and Learning

7. Sketching and Randomized Linear Algebra

8. Sparse Recovery: Theory and Algorithms

9. Random Matrices and Covariance Estimation

10. Low-rank Matrix Recovery: Theory and Algorithms

11. Empirical Processes and Generalization



Schedule

Week 1 Logistics Curses and blessings of big high-dimensional data

Background Convex and non-convex analysis, linear algebra, matrix compu-
tation, etc

Week 2 Empirical Risk Minimization Logistic Regression (OLS, Ridge, Lasso), Support Vector Ma-
chines, Gradient Boosted Trees, Deep Neural Networks

ERM: computation and generalization challenges

Overview of projects

Week 3 First-order methods for convex optimization Optimization for machine learning

Gradient and accelerated gradient descent

Stochastic gradient descent and variants (Adam, Momentum,
AdaGrad, SAGA, Variance Reduced SGD)

Proximal methods & Conditional gradient descent (a.k.a. Frank-
Wolfe)

Week 4 Large-scale non-convex optimization Non-convex stochastic gradient descent

Negative curvature descent

Escaping from saddle points & the landscape of optimization and
global optimality

� Exercise # 1 (Sunday 11:59 PM)

Week 5 Concentration   Basic tail and concentration bounds

Sub-Gaussian variables and Hoe�ding bounds

Sub-exponential variables and Bernstein bounds

Martingale-based methods & Lipschitz functions of Gaussian
variables

Applications

Week 6 Concentration À Matrix theory background & Matrix Laplace transform method

Matrix Bernstein inequality

Applications

Week 7 Random projections PCA and motivation

The JL Lemma and its proof

Random projection and classification & Locality Sensitive Hash-
ing (LSH)



Week 8 Sketching and randomized linear algebra Large-scale eigenvalue problems (power method and Lanczos
algorithm)

Randomized matrix multiplication

Least squares approximation and leverage scores

Randomized PCA

� Exercise # 2 (Sunday 11:59 PM)

Week 9 Spring Break

Week 10 Sparse recovery: algorithms Motivation and `0 , `1 minimization

Iterative Hard Thresholding

Projected subgradient descent and proximal methods

Nesterov’s accelerated algorithm (FISTA)

Week 11 Sparse recovery: theory Restricted nullspace

Restricted Isometry Property (RIP) and optimality

A RIP-less theory

Week 12 Random matrices and covariance estimation Random matrices

Bounds for structured covariance matrices

Applications in community detection and clustering

Week 13 Low-rank matrix recovery: convex relaxations Motivations and introduction to problem

Convex relaxations methods (Nuclear norm minimization, Prox-
imal algorithm, Frank-Wolfe)

RIP and low-rank matrix recovery

� Exercise # 3 (Sunday 11:59 PM)

Week 14 Low-rank matrix recovery: non-convex methods Factorization methods, Landscape of optimization

Restricted strong convexity and smoothness

Multivariate regression with low-rank constraints

Week 15-16 Students’ Presentation

� Exercise # 4 (Sunday 11:59 PM)


