
Machine Learning and Algorithmic AI
CMPSC 448, Spring 2019

Overview
The goal of this course is to introduce data analysis from the machine learning per-
spective, in particular how to design and evaluate data-driven solutions for real
problems in di�erent domains. Students will gain familiarity with the workings of
common machine learning models and will learn how noise and bias in the data af-
fect their results. The course assumes knowledge of Python, calculus, basic proba-
bility and mathematical statistics.

Notes on Python: Python2 is nearing end of life and programming should be done
with Python3 instead. The Anaconda distribution of Python comes with many useful
libraries installed, like numpy, scipy, pandas, scikit-learn, matplotlib and allows
easy installation of TensorFlow.

Prerequisites

As STAT 319 or STAT 415 and CMPSC122 are prerequisites for this course, you are
expected to have a good understanding of calculus, basic multivariate calculus, ba-
sic probability and statistical inference such as maximum likelihood estimator. The
other background material such as linear algebra and preliminary convex optimiza-
tion algorithms will be covered early in the course. You must be comfortable writing
code to process and analyze data in Python, and be familiar with basic algorithmic
design and analysis.

Course Policies

All code must be written by you. You may not copy (or even look at) code of
your classmates unless allowed by the assignment. You may (and perhaps should)
discuss algorithms with classmates. Homework assignments are mandatory. Any
missing homework will result in an incomplete grade. Late homework have a 25%
penalty per day. Attendance is mandatory. Too many unexcused or excused ab-
sences will result in a significantly lower grade - not because of any penalties, but
because of too much missed material.

i Programming tips (essential for homework to be considered submitted): Com-
ment your functions to explain what they do. Do not place constants in the middle
of your code. Ideally constants (like configuration parameters) should appear in a
separate module. Make sure your code compiles/runs!!!

Grading Scheme

5% Attendances, class participation (random quizzes)

40% Homework

25% Midterm

30% Final

i Students are guaranteed to receive the letter grade based on the standard scale:
A = 93% - 100%, ;A- = 90% - 93%; B+ = 87% - 90%; B = 87% - 83%; B- = 83% -
80%; C+ = 80% - 77%; C = 77% - 70%; D = 70% - 60%; F = 0% - 60%. Curving is
at the discretion of the professor.
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Material
No textbook is required for this course, slides will be provided and reading materials
for each topic will be assigned from the following references (see the provided link
and check the PSU Library link in Canvas for online versions):

Recommended Texts

[1] Hal Daumé III. A Course in Machine Learning. http://ciml.info/

[2] Richard S Sutton and Andrew G Barto. Reinforcement learning: An introduction.
MIT press, 2018. http://incompleteideas.net/book/the-book-2nd.html

[3] K Murphy. Machine learning: a probabilistic approach. MIT press, 2012

[4] Christopher M. Bishop. Pattern Recognition and Machine Learning.
Springer, 2006. https://www.microsoft.com/en-us/research/publication/
pattern-recognition-machine-learning/

[5] Jerome Friedman, Trevor Hastie, and Robert Tibshirani. The elements of statisti-
cal learning. Springer, 2009. https://web.stanford.edu/~hastie/Papers/ESLII.
pdf

Algorithmic/Theoretical Machine Learning

For a more advanced algorithmic/theoretical standpoint, the following books are
recommended:

[1] Mehryar Mohri, Afshin Rostamizadeh, and Ameet Talwalkar. Foundations of
Machine Learning. MIT Press, 2018

[2] Shai Shalev-Shwartz and Shai Ben-David. Understanding machine
learning: From theory to algorithms. Cambridge University Press, 2014.
http://www.cs.huji.ac.il/~shais/UnderstandingMachineLearning/

[3] Ian Goodfellow, Yoshua Bengio, and Aaron Courville. Deep learning, volume 1.
MIT press Cambridge, 2016. https://www.deeplearningbook.org/

Mathematical Background

To learn more about required mathematical background for machine learning,
please consult:
[1] A Aldo Faisal Marc Peter Deisenroth and Cheng Soon Ong. Mathematics for
Machine Learning. https://mml-book.github.io/

[2] Stephen Boyd and Lieven Vandenberghe. Convex optimization. Cambridge
university press, 2004. http://web.stanford.edu/~boyd/cvxbook/

[3] Giuseppe C. Calafiore and Laurent El Ghaoui. Optimization Models. Cambridge
University Press, 2014

For all the materials covered in the class, slides will be posted on Canvas. Please
make sure to go through the slides before the lecture and read the assigned
material.

Assignments
Homework assignments (along with instructions) will be posted on the Canvas. We
aim to have 5 homework assignments (both implementation/empirical and problem
solving/mathematical). But this is subject to change as the semester progresses.

Each homework write-up must be neatly typeset as a PDF document. You can use
LaTeX or any other system that produces typesetting of equal quality and legibility
(especially for mathematical symbols and expressions). Ensure that the following
appear at the top of the first page of the write-up: your name, your PSU ID, and the
ID’s of any students with whomyou discussed the assignment. Submit your write-up
as a single PDF file and corresponding Python implementations (if any) on Canvas
by 11:59 PM of due date (always going to be Sunday). It is your responsibility to
ensure that the submission is successfully received by Canvas.

FAQs
? Why should I take this

course?

U Machine learning is a data-
driven problem solving strat-
egy that studies computer algo-
rithms for learning to do stu�.
We might, for instance, be inter-
ested in learning to complete a
task, or to make accurate pre-
dictions, or to behave intelli-
gently. The objective is to fa-
miliarize the students with some
basic learning algorithms and
techniques and their applica-
tions, as well as general ques-
tions related to analyzing and
handling noisy data sets.

? How this course is dif-
ferent from other ap-
plied or data science
courses?

U Data science is a broad term
formultiple disciplines, machine
learning fits within data sci-
ence. While the focus of data
science is mainly on skills and
tools (e.g., Spark, MapReduce,
etc) that are required to tackle
big data including feature engi-
neering, data cleaning, prepa-
ration, exploratory data analy-
sis, and utilizing ML algorithms,
the emphasis of this course will
be on machine learning algo-
rithms and applications, with
some broad explanation of the
underlying principles. How-
ever, several software libraries
and data sets publicly available
will be used to illustrate the
application of these algorithms
(e.g., pandas for loading and
exploratory data analysis and
scikit-learn for algorithms).
In your homework assignments,
you will also be asked to design
and implement new learning al-
gorithms from scratch.

http://ciml.info/
http://incompleteideas.net/book/the-book-2nd.html
https://www.microsoft.com/en-us/research/publication/pattern-recognition-machine-learning/
https://www.microsoft.com/en-us/research/publication/pattern-recognition-machine-learning/
https://web.stanford.edu/~hastie/Papers/ESLII.pdf
https://web.stanford.edu/~hastie/Papers/ESLII.pdf
http://www.cs.huji.ac.il/~shais/UnderstandingMachineLearning/
https://www.deeplearningbook.org/
https://mml-book.github.io/
http://web.stanford.edu/~boyd/cvxbook/


Exams
There will be a midterm and a final exam. The first exam covers topics from the first
two parts of the course; the second exam covers topics from the entire course, but
with an emphasis on the material covered after the midterm exam.

Quizzes
There will be about 5-7 random quizzes during the semester that will mostly con-
tribute to 5% attendance. Each quiz will be based on most recent lecture and read-
ing assignments. Please make sure you carefully read the assigned material for
each lecture.

Collaboration
You are welcome and encouraged to discuss course materials and reading assign-
ments, and homework assignments with each other in small groups (two to three
people). You must list all discussants in your homework write-up. Discussion about
homework assignments may include brainstorming and verbally discussing possi-
ble solution approaches, but must not go as far as one person telling others how to
solve a problem. In addition, you must write-up your solutions by yourself, and you
may not look at another student’s homework write-up/solutions (whether partial
or complete).

Accommodations for Students with Disabilities
It is Penn State’s policy to not discriminate against qualified students with docu-
mented disabilities in its educational programs. If you have a disability-related need
for modifications in your testing or learning situation, your instructor should be
notified during the first week of classes so that your needs can be accommodated.
You will be asked to present documentation from the O�ce of Disability Services
(located in 116 Boucke Building, 863-1807) that describes the nature of your
disability and the recommended remedy. You may refer to the Nondiscrimination
Policy in the Student Guide to University Policies and Rules.

Academic Integrity
According to the Penn State Principles and University Code of Conduct: Academic
integrity is the pursuit of scholarly activity in an open, honest and responsible
manner. Academic integrity is a basic guiding principle for all academic activity
at The Pennsylvania State University, and all members of the University commu-
nity are expected to act in accordance with this principle. Consistent with this
expectation, students should act with personal integrity, respect other students’
dignity, rights and property, and help create and maintain an environment in which
all can succeed through the fruits of their e�orts. Academic integrity includes a
commitment not to engage in or tolerate acts of falsification, misrepresentation
or deception. Such acts of dishonesty violate the fundamental ethical principles
of the University community and compromise the worth of work completed by
others. Academic dishonesty includes, but is not limited to, cheating, plagiarism,
fabrication of information or citations, facilitation of acts of academic dishonesty
by others, unauthorized possession of examinations, submitting work of another
person or work previously used without informing the instructor, and tampering
with the academic work of other students (also see Faculty Senate Policy 49-20
and G-9 Procedures).

FAQs
? How can I do a great

job in this course?

U Go through slides before each
lecture to familiarize yourself
with the topics to be covered,
and complete reading assign-
ments after each lecture. At-
tend lectures and ask ques-
tions (there’s no such thing as
a stupid question). TAs and my-
self are always available to help
you. Just stop by. Start home-
work assignments as soon as
you can.

? Are e-books versions
of the texts available
at PSU library?

U Yes, an online version of one or
more of your texts is available
at no cost as a Penn State Li-
braries e-book. You can access
the e-book through the Library
Resources link on the course
navigation in Canvas. Some e-
books will only be available on-
line, while others will be avail-
able to download in full or in
part. You may choose to use the
e-book as an alternative to pur-
chasing a physical copy of the
text. For publicly available ma-
terial, please see the material
section of syllabus.

? Is there any extra
credit work for the
course?

U There is no extra "credit" work.
Your grade will be determined
EXCLUSIVELY by the midterm
exam, homework and quizzes,
and final exam.



Topics
Upon successful completion, the students are expected to have a good understanding of fundamental concepts of ML,
familiarity of main algorithms, and required programming skills to be able to design data-driven solutions for challenging
problems. The tentative list of topics to be covered are:

PART 1: The Basics of Machine Learning and Background

1. Introduction to Machine Learning

2. The Process of Learning and Key Cocepts

3. Background I: Linear Algebra and Vector Calculus

4. Background II: Convex Analysis and Optimization

5. Exploratory Data Analysis

PART 2: Supervised Learning

6. Regression: Ordinary Least Squares, Ridge Regression, Principle Component Regression (PCR), and Lasso

7. Nearest Neighbors

8. Artificial Neural Networks (Perceptron & Deep Neural Netwroks)

9. Logistic Regression

10. Decision Trees

11. Support Vector Machines

12. Ensemble methods: Bagging and Boosting

PART 3: Unsupervised Learning

13. Clustering: k-means, k-means++, and Mixture of Gaussians

14. Principle Component Analysis (PCA)

15. Matrix Factorization

PART 4: Reinforcement Learning

16. Reinforcement Learning: Bandits

17. Reinforcement Learning: Markov Decision Processes

18. Reinforcement Learning: Dynamic Processing

19. Reinforcement Learning: Temporal Di�erence (Q-learning and SALSA)



Schedule

Part 1: The Basics of Machine Learning and Background

Week 1 Logistics & Introduction What is machine learning: A brief history and applications

The Processes of Learning Data-driven problem solving, learning stages, feature engineer-
ing, training, model selection, generalization, optimization, and
prediction

Overview of key concepts Overfitting, Underfitting, Regularization, The bias-variance de-
composition

Week 2 Background Linear algebra, vector and matrix calculus, Basics of convex
analysis and optimization

Exploratory Data Analysis (EDA) with pandas

Part 2: Supervised Learning

Week 3 Regression The Ordinary Least Squares (OLS) and its solution, the geometric
interpretation

Regularization for regression: Geometric and algebraic motiva-
tion, Ridge Regression, Lasso, and Principle Component Regres-
sion (PCR), Gradient Descent (GD) and Stochastic Gradient De-
scent (SGD) for regression

� Homework # 1 (Sunday 01/27/2019 11:59 PM)

Week 4 Nearest Neighbors Similarity measures, Decision boundaries, Model selection
for NN, Metric learning, E�cient data structures for high-
dimensional search (kd-tree, etc)

Artificial Neural Networks The binary classification, The Perceptron algorithm and its con-
vergence, Multiple Layer Perceptron, A touch of Deep NN and its
key challenges

Week 5 Logistic Regression The predicting probabilities, The logit function, Logistic regres-
sion for classification and regularization, The exponential loss
and loss minimization viewpoint, Gradient Descent (GD) for LR

Decision Trees Entropy, Information gain, Decision Trees, Regularization

� Homework # 2 (Sunday 02/10/2019 11:59 PM)

Week 6 Support Vector Machines The margin intuition, distance of a point to a hyperplane, large-
margin classification for separable data

Hard-margin classification for non-separable data, The Hinge
loss and loss minimization viewpoint of SVMs, SGD for large-
scale SVMs and a brief touch on kernel trick

Week 7 Bagging Ensemble learning, Bias-variance revisited, The Bootstrap ag-
gregating

Boosting The concept of Weak learners, The AdaBoost Algorithm, Intro-
duction to Gradient Boosting and XGBoost algorithm

� Homework # 3 (Sunday 02/24/2019 11:59 PM)



Week 8 Exam Week Wrap up the material, Ask me anything

Midterm Exam Thursday (02/28/2019)

Week 9 Spring Break

Part 3: Unsupervised Learning

Week 10 Clustering Introduction to unsupervised learning, k-means, k-means++

Mixture of Gaussians and EM algorithm

Week 11 Principle Component Analysis Dimensionality reduction, minimum variance viewpoint, recon-
stitution error minimization viewpoint

Autoencoder Power method and pitfalls of PCA, Autoencoder neural networks
and connection to PCA

Week 12 Matrix Factorization The Netflix problem and collaborative filtering

Latent features and Matrix Factorization (MF), GD and SGD for
solving MF, A brief introduction to low-rank models and Matrix
Completion

� Homework # 4 (Sunday 03/31/2019 11:59 PM)

Part 4: Reinforcement Learning

Week 13 Bandits Reinforcement Learning, Multi Armed Bandits (regret, explo-
ration versus exploitation, action valuation, greedy action selec-
tion, epsilon-greedy, Upper Confidence Bound (UCB), and Gra-
dient Bandit algorithms), A/B Testing and its comparison to MAB

Markov Decision Processes Finite Markov Decision Processes (MDP)

Week 14 Dynamic Programming The key concepts: value function, state-action valuations, poli-
cies, and optimal policies, backup diagram, Bellman equation for
an optimal policy

Dynamic Programming (DP) algorithm for solving Bellman recur-
sive equations

Week 15 Temporal Di�erence The Temporal Di�erence algorithm

Sarsa and Q-learning algorithms

� Homework # 5 (Sunday 04/21/2019 11:59 PM)

What is next?

Week 16 Advanced Topics Wrapping up the course, discussing other learning mod-
els/algorithms which are not covered, and final exam prepara-
tion

Ranking, Multiclass Classification, Graphical Models, Hidden
Markov Models, etc

Final Exam Tuesday (04/30/2019)
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