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Abstract

This paper presents WirelessTap, a system that demonstrates the
potential for automated speech recognition (ASR) on phone call au-
dio eavesdropped remotely using commercially available frequency
modulated continuous wave millimeter-wave (mmWave) radars
operating in the 77-81 GHz range. WirelessTap detects minute vi-
brations from smartphone earpieces, converts them into audio, and
processes this audio for speech transcription. This work presents the
first full-sentence ASR using mmWave radars on earpiece vibrations
using a 10,000-word vocabulary, achieving a 300 cm attack range
across multiple smartphone models. It surpasses prior radar-based
eavesdropping studies limited to loudspeakers, small vocabularies,
or constrained evaluations. To address challenges like the absence
of large mmWave radar-based audio datasets, low signal-to-noise
ratio, and limited voice frequency ranges extractable from radar
data, WirelessTap incorporates synthetic data generation, domain
adaptation, and inference using OpenAI’s Whisper ASR model. Our
experiments systematically show how word accuracy rate gradually
decreases with distance, from as high as 59.25% at 50 cm to 2% at
300 cm; additionally, we deploy this attack to a real-world setting
with a user study targeting a victim holding a smartphone to their
ear. This paper highlights the evolving risks of artificial intelligence
and sensor systems being misused as technology advances.
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« Security and privacy — Side-channel analysis and counter-
measures.
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1 Introduction

Millimeter-wave (mmWave) sensing technologies are rapidly ad-
vancing alongside 5G/6G communication, enabling applications like
autonomous vehicles, indoor tracking [38], and gesture recognition
(e.g., Google’s Project Soli [35]). This paper explores a less-discussed
risk: the potential misuse of mmWave radars for eavesdropping on
private phone conversations. We introduce WirelessTap, a system
using COTS mmWave radars to eavesdrop on speech transmitted
through a smartphone’s earpiece, transcribing it with automatic
speech recognition (ASR). WirelessTap detects subtle earpiece vi-
brations (as small as 7um), bypassing the security assumption that
phone calls are private due to ambient noise immunity. This raises
privacy concerns regarding confidential phone conversations as
WirelessTap can interpret otherwise imperceptible signals.
Challenges: Designing WirelessTap involves the following chal-
lenges: (i) detecting small phone vibrations near the mmWave
radar’s noise floor, (ii) processing extracted audio with <5 dB signal-
to-noise ratio (SNR) and <1.5 kHz frequency components (outside
typical ASR ranges), (iii) separating vibrations from surrounding
object reflections, (iv) carefully adjusting radar parameters for au-
dio sensing, (v) mitigating ASR errors due to noise, (vi) addressing
a 10,000-word vocabulary, (vii) addressing long-form speech audio
samples, (viii) addressing the extensive resources required to re-
train large ASR models for domain-specific applications, and (ix)
deploying the attack on a human victim.
Opportunities and Solutions: WirelessTap addresses these chal-
lenges by (i) tracking phase variations corresponding to subtle
vibrations to extract audio from mmWave radar data (we will refer
to this as radar-audio), (ii) filtering out stationary components to
eliminate multipath influence, (iii) carefully adjusting radar param-
eters for uniform audio sampling, (iv) employing signal filtering
and spectral subtraction for noise reduction, (v) creating synthetic
radar-audio for adapting ASR models in the absence of large-scale
radar-audio datasets (vi) using a two-stage training pipeline (syn-
thetic and real data) to handle radar-audio characteristics, (vii)
LoRA for efficient model adaptation, and (viii) compensating signal
distortions due to respiration, heartbeat, and muscle twitches.
Notably, WirelessTap can extract audio content even when it is
completely inaudible to both human listeners and conventional
microphones in the vicinity. Since it captures vibrations directly
from the source, its eavesdropping capabilities remain unaffected
by ambient noise, making it effective in loud environments where
the likelihood of detection is minimal. This enables a compelling
attack vector: an adversary could discreetly intercept private con-
versations during phone calls in social settings such as conferences,
parties, or offices, where users are less vigilant. Although the low
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Figure 1: System architecture of WirelessTap. Synthetic training data is generated from the LibriSpeech dataset by estimating
the noise and frequency response of radar-audio. This data is used to train the LoRA parameters of the Whisper ASR model,
followed by fine-tuning with a small set of real radar-audio samples collected from the mmWave radar. The final model is

evaluated on a radar-audio test set.

SNR of radar-audio makes it unintelligible, an ASR model adapted
to its unique characteristics enables an attacker to transcribe spo-
ken content from phonecalls. This attack poses a serious security
risk, potentially exposing sensitive information such as credit card
details, one-time passwords (OTPs), Social Security numbers, and
even long-form conversations. As radar technology advances and
becomes more compact, the feasibility of integrating WirelessTap-
like attacks into consumer-grade or adversarial surveillance devices
increases, heightening the need for effective countermeasures.

Previous works that demonstrate similar phone eavesdropping
attacks include mmSpy [9], mmEve [58], and mmWave-Whisper
[10]. However, these approaches differ significantly from Wire-
lessTap in both scope and methodology. mmSpy focuses on extract-
ing individual keywords and digits from the AudioMNIST [17] and
Speech Commands [61] datasets, while mmEve uses a limited set of
100 Harvard Sentences, with overlapping utterances between the
training and test sets, restricting its generalizability. These methods
face limitations in scaling to larger corpora and handling previously
unseen users and previously unseen utterances. WirelessTap builds
on a similar architectural pipeline as mmWave-Whisper, including
the use of LibriSpeech for training and domain adaptation of Whis-
per. However, it extends the methodology to address deployment-
level challenges not considered previously. WirelessTap introduces
a dynamic programming-based hallucination [34, 39] detection and
removal mechanism to improve transcription reliability, and defines
hallucination rate as a stability metric, analyzing its correlation with
SNR and distance. It also incorporates signal preprocessing tailored
to suppress distortions from respiration, cardiac rhythms, and mus-
cle movement in human-subject scenarios. Furthermore, in contrast
to mmWave-Whisper, which evaluated a single phone and used
randomly sampled utterances, limiting analysis of performance
trends with distance (up to 150 cm), WirelessTap reuses identical
utterances at controlled distances from 50-300 cm to systematically
measure performance degradation.

Unlike prior radar-audio work using small or overlapping cor-
pora, we adopt LibriSpeech for data synthesis due to its large vo-
cabulary and clean train/test separation, supporting generalization
to unseen speakers and utterances. We enforce strict non-overlap
across training and test sets and extend prior evaluation meth-
ods by collecting identical utterances across multiple distances,
enabling rigorous performance comparisons. With this approach,
WirelessTap achieves a word accuracy rate up to 59.25% and a char-
acter accuracy rate up to 73.59%, demonstrating its robustness in
generalizing to previously unseen speech patterns. Furthermore,
WirelessTap overcomes the shortcomings of [9, 10, 58] by evalu-
ating system performance across various dimensions — such as
model accuracy over distance, the prevalence of hallucination as
distance increases, three different smartphones, and per-speaker ac-
curacy. We also compare ASR performance under different training
conditions - out-of-the-box, after adaptation with synthetic data,
and after a second stage of adaptation with real radar-audio data,
which provides a more comprehensive evaluation of the adapted
model’s capabilities. Finally, what sets WirelessTap most apart from
previous work is that we demonstrate the real-world applicabil-
ity of WirelessTap through experiments in a controlled lab setting
with a human subject holding a phone to their ear by addressing
additional challenges posed by realistic physiological distortions —
such as respiration, cardiac rhythms, and muscle activity — which
WirelessTap mitigates using targeted filtering and thresholding.
Together, these improvements establish WirelessTap as a more ro-
bust and practically grounded system for mmWave-based speech
eavesdropping.

To implement WirelessTap, we use Texas Instruments’ AWR1843
BOOST mmWave Radar along with the DCA1000EVM evalua-
tion board to collect raw radar signals. For ASR, we utilize Ope-
nAT's Whisper (large) model, a SOTA machine transcription system.
While this model performs exceptionally well for traditional speech
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recognition tasks, the distinct characteristics of radar-audio data re-
quire model adaptation with domain-specific inputs. As training the
Whisper large model from scratch is computationally expensive, we
employ Low-Rank Adaptation (LoRA) to efficiently adapt the model
to radar-audio data, and we use a combination of synthetic and real
radar-audio samples to optimize performance without incurring
high retraining costs. Figure 1 illustrates the system architecture
of WirelessTap. Initially, the Whisper model is adapted using syn-
thetic radar-audio data with the LoRA technique. To account for
the remaining differences between synthetic and real radar data,
the model is further adapted with a small-scale dataset consisting
of real radar-audio samples. The final adapted model is then used
to carry out the eavesdropping attack.

Although ASR systems are typically designed to prioritize high
recognition accuracy, in the context of radar-audio, even extract-
ing partially intelligible information presents a significant security
risk. The concern here is not about achieving perfect transcription
results but about the potential leakage of sensitive data, making
privacy breaches the main issue. Since this research focuses on
security implications, even partial matches of spoken words can
compromise user privacy. While our system does not achieve per-
fect transcription, we demonstrate that even partial intelligibility
of conversations — at 30-50% word accuracy — poses serious privacy
risks, such as keyword extraction, topic inference, and speaker pro-
filing. Considering an analogy: skilled lip readers — who typically
only identify about 30-40% of spoken words — are still able to main-
tain conversations by inferring the missing words from context [2].
Similarly, our system, which performs at a comparable accuracy to
lip reading, can glean enough context from partial word recogni-
tion to potentially reveal private information. This underscores the
risk of data leakage, even if the system doesn’t achieve completely
accurate word recognition.

Our key contributions in achieving the reported attack accuracy
on smartphone vibrations with commercial radar devices are:

o We design a two-stage domain adaptation pipeline utilizing
synthetic data and real radar-audio data, OpenAI's Whisper
(large) as the backbone, and incorporating LoRA, enabling
efficient adaptation to radar-audio data, overcoming chal-
lenges such as the lack of open-source datasets, low SNR,
and limited frequency range in the data, achieving up to
59.25% word recognition accuracy.

e We address the emerging issue of hallucination in the radar-
audio ASR model by introducing a hallucination detection
and removal method, defining hallucination rate as a system
metric, and analyzing its correlation with SNR and distance.

o We demonstrate the real-world feasibility of the attack with
a human subject, overcoming challenges with body motion.

e As a broader contribution, we demonstrate the viability of
applying ASR models to extremely noisy audio, showing
their potential even in challenging acoustic environments.

The rest of the paper is structured as follows: Section 2 discusses
how earpiece vibrations from smartphones can be captured, ex-
plains the working principles of the mmWave radars used, and
details the ASR model. Section 3 outlines the threat model of Wire-
lessTap. In Section 4, we describe the core technical modules and
the methodology employed. Section 5 focuses on the evaluation of
WirelessTap. Related work in mmWave radar technology, vibration
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sensing, and speech recognition is reviewed in Section 6. Finally,
we discuss the paper and write about future work in Section 7 and
conclusions in Section 8.

2 Background
2.1 Phone Vibrations

Modern smartphones are designed with two sets of speakers for
audio playback: the earpiece, which is placed at the top, and the loud-
speaker, which is generally placed at the bottom. The loudspeaker
is used to play back audio from most media like music, videos,
notifications, etc., whereas the singular use of the earpiece is for
phone calls. These speakers can be traditional dynamic speakers
with coils or modern micro-electromechanical (MEMS) speakers.

Since smartphones pack various hardware components like cam-
eras, processors, and sensors into small, tightly integrated prod-
ucts, audio vibrations from the speakers can spread throughout
the phone’s body. Even subtle vibrations, such as those from the
earpiece during a phone call, cause the entire phone to vibrate
slightly, with movements as small as 7 ym [9]. Though these vibra-
tions are faint, they can still be picked up using vibration sensing
technologies like piezoelectric microphones, intertial measurement
unit (IMU) sensors, mmWave radars, or LIDAR (light detection and
ranging).

WirelessTap utilizes this effect by using an mmWave radar to
detect vocal vibrations from the phone’s body when audio plays
through the earpiece. As the person on the other end speaks, their
voice causes the phone to vibrate at frequencies corresponding to
their speech. WirelessTap detects these vibrations by directing the
radar at the back of the phone, allowing vocal frequencies to be
captured even when the earpiece is not facing the radar. While these
vibrations are often distorted by the phone’s materials and may lack
higher frequencies, some vocal components remain detectable. This
creates a vulnerability for adversaries to exploit. WirelessTap builds
on this concept by capturing and transcribing these vibrations.

2.2 Working Principle of FMCW Radars

WirelessTap uses a Texas Instruments AWR1843BOOST mmWave
radar (77-81 GHz), which is a frequency modulated continuous wave
(FMCW) radar. The radar transmits linear frequency sweeps from
77 GHz to 81 GHz, which are called chirps. The receiver captures
reflected chirps from objects in the environment, mixes them with
the transmitted chirp, and uses a low-pass filter to generate an
intermediate-frequency (IF) signal. This IF signal contains distance
information, digitized and transmitted to the host computer for
digital processing. Analysis of the IF signal to derive position is
done using the fast Fourier Transform (FFT) and in the context of
FMCW, it is called range-FFT (RFFT) [31]. Changes in the order of
micrometers can be detected from the phase term of RFFT peaks;
phases from RFFT peaks corresponding to the vibrating object is
sequenced over time to create radar-audio.

Let the distance between the phone and radar be denoted by
d, the rate of increase of chirp frequency (slope) be S, the chirp
wavelength be A, the IF signal amplitude be A, and the speed of
light be ¢, the analytical expression for the IF signal corresponding
an object at distance d is [31]:
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Figure 2: Steps in processing FMCW signals. The chirps create a complex IQ signal at the receiver. Performing a range-FFT on
this signal reveals the distance of reflecting surfaces from the radar. By tracking the phase of these peaks over time, we obtain

the radar-audio signal.

IF(d) = Asin(2xfot + ¢) )

where fy = ZSd and ¢ = 4’/{‘1. Micrometer-level phone vibrations
cause mmute changes in distance d. While the RFFT extracts fj
and estimates d, the subtle phone vibrations are detected from the
phase values ¢, which can be extracted from the RFFT peak. Figure 2
depicts the FMCW signal processing pipeline with RFFT and phase
tracking over time.

2.3 Remotely Eavesdropping Phone Vibrations

The phone’s subtle vibrations cause small shifts in d, and conse-
quently in the round-trip delay, ¢4, of the IF signal (Figure 2). Over
time, these phase shifts are accumulated and when centered at zero,
form a signal with characteristics similar to audio, though it lacks
many vocal frequencies and has a very low SNR. This is the radar-
audio. After acquiring this signal, we use signal filtering and noise
reduction, and pass it through a radar-audio domain-specific ASR
model to transcribe the spoken words.

2.4 Automatic Speech Recognition, Data
Synthesis, and Domain Adaptation

Developing ASR systems for radar-audio is challenging due to the
lack of large-scale datasets, unlike traditional ASR for virtual as-
sistants. Collecting such data is resource-intensive, so we instead
transform LibriSpeech audio to match the spectral and noise char-
acteristics of radar-audio. This synthetic data enables adaptation of
existing ASR models to the radar-audio domain without relying on
extensive real-world recordings.

Rather than training a sophisticated model from scratch, we
adapt OpenAI's Whisper model [49], utilizing its pre-trained weights
and SOTA architecture. To efficiently adapt this model for radar-
audio, we apply the low-rank adaptation (LoRA) [25] method, which
allows us to tailor the model without requiring extensive retraining
while still preserving the strengths of a powerful ASR system. The
primary advantage of LoRA for domain adaptation is its efficient
training of low-rank tensors, which significantly reduces memory
consumption. This is particularly beneficial since the Whisper large
model has 1.5 billion parameters - too large to be fully retrained
on most GPUs. LoRA’s memory-optimized approach makes it feasi-
ble to adapt this model without excessive computational overhead
while maintaining validation accuracy.

By synthesizing radar-audio data, adapting an existing state-
of-the-art ASR model, and employing computationally efficient
fine-tuning techniques, we overcome the limitations imposed by
the lack of real-world radar-audio datasets, making radar-audio
transcription practical within constrained resources.

3 Threat Model

mmWave Radar in the
victim's environment

Eavesdropped
Transcriptions,

Malicious
eavesdropper

Unsuspecting victim talking on the phone

Figure 3: We consider a scenario where an mmWave radar
covertly captures audio from a phone call using FMCW,
which the attacker processes through the WirelessTap
pipeline to decode speech.

WirelessTap utilizes the resilience of mmWave radars to dust,
noise, and fog, offering a wireless, over-the-air eavesdropping capa-
bility—even potentially through walls—unlike contact-based IMU
sensors and piezoelectric microphones or line-of-sight-dependent
LiDARs.

An attacker directs mmWave radar signals at a victim’s phone,
capturing reflections from the back of the phone, opposite the ear-
piece. The attacker can generate training data for radar-audio ASR
models using similar phone models, reducing reliance on victim-
specific data. In our current setup, the attack assumes that only one
phone is present in the radar’s field of view, simplifying signal iso-
lation. However, mmWave radars can, in principle, resolve multiple
vibrating sources if they are spatially separated, as supported by
prior work [45, 60] and our preliminary experiments. This attack,
visualized in Figure 3, can occur in conferences or crowded areas.
The attack works if the victim accepts an incoming call, or calls
another contact in a public space using their earpiece.
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The attacker is assumed to have access to a commercial off-
the-shelf mmWave radar module positioned within 300 cm of the
victim’s phone, with a clear line-of-sight. Signal alignment is not
actively optimized in this work but is assumed to fall within a
typical 45° field-of-view cone based on prior radar sensing literature
[45]. We do not assume any physical access to the victim’s phone,
and no cooperation from the user is required. Additionally, the
radar hardware used in this study is low-gain, but future attack
implementations could leverage larger antenna arrays or higher-
gain systems to increase range or reduce alignment sensitivity.

Successful attacks can leak sensitive information like credit
card numbers, passwords, or personal details. Attackers with prior
knowledge of the conversation context can infer more from noisy
or partial transcriptions. In scenarios where contextual knowledge
or keyword spotting is sufficient, even 30-50% word accuracy may
lead to serious privacy breaches. As mmWave devices proliferate,
the risk of hacked or compromised devices providing physical-layer
data for radar-audio extraction will continue to increase.

4 Methodology
4.1 Extracting Audio from Phone Vibrations

To extract radar-audio from radar signals, the phone’s reflection
must be isolated from environmental clutter and noise. We employ
a consistent peak tracking mechanism, leveraging the stable peaks
and audio-characteristic phase oscillations of phone reflections,
while filtering out random noise and static object reflections based
on their inconsistent or non-oscillating behavior. Phase data is
then extracted and averaged across the four receiving antennas to
minimize Gaussian noise, generating radar-audio.

Default mmWave radar configurations are unsuitable for audio
capture. Using TI mmWave Studio [29], we adjust system parame-
ters to sample the audio appropriately, reduce heating, and meet
hardware limits, effectively configuring the radar to act as a micro-
phone. Specific parameters, detailed in Table 2 (in the Appendix;
refer to [9, 30] for selection details), ensure a 4 kHz audio sampling
rate for the extracted radar-audio.

4.2 Radar-Audio Preprocessing and Filtering

The extracted radar-audio requires preprocessing before ASR. It
exhibits abrupt spikes at frame starts (attributed to power fluctua-
tions), a low SNR (typically <5 dB), and missing vocal frequencies
(steep drop above 1 kHz, far below the 4 kHz Nyquist frequency
recommended for ASR). These issues necessitate signal processing
to enable readable ASR transcriptions.

Following power spike compensation (as in [9]), we apply a
two-step noise reduction approach. First, a 1.1 kHz low-pass filter
eliminates noise and irrelevant high-frequency components. Sec-
ond, spectral subtraction [50, 51] further cleans the signal. While
these steps don’t make the audio fully intelligible to humans, they
sufficiently enhance it for ASR.

Even after applying the preprocessing steps, the absence of fre-
quency components above 1.1 kHz means we cannot use a standard
ASR model for accurate transcription. To address this, we use the
filtered radar-audio as a base and generate a large-scale synthetic
radar-audio dataset. This synthetic data is then used to adapt a
SOTA ASR model to the radar-audio domain.
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4.3 Empowering WirelessTap with a Large
Speech Recognition Model

While the ability to capture earpiece vibrations despite missing
vocal frequencies is concerning on its own, we take it a step further
by developing a radar-audio-specific ASR model that transcribes
speech otherwise unintelligible to humans. WirelessTap’s ASR mod-
ule builds on the Whisper ASR model.

Whisper [49], OpenAI’s SOTA ASR family, is trained on 680k
hours of diverse web audio, generalizing well to varied conditions
like noise and uncommon speech, making it a promising base for
distorted radar-audio. Its robustness in zero-shot tasks allows use
as a drop-in module for traditional ASR applications. Whisper uses
a sequence-to-sequence transformer architecture, converting audio
to 80-channel log-mel spectrograms.

While versatile (voice activity detection, language ID, transcrip-
tion, translation), Whisper’s English transcription is strongest. We
utilize only transcription for English radar-audio. Choosing Whis-
per avoids the extensive resources needed to train ASR from scratch,
as the deep layer features of radar-audio are similar to regular audio.
Radar-audio differs in SNR and frequency components, necessitaing
Whisper’s adaptation on domain-specific audio for our application.

Whisper models vary in size [33] (39M to 1.5B parameters), with
performance increasing with size. We use Whisper-large-v2. Pre-
liminary experiments showed smaller models to be less performant
on noisy radar-audio, and training from scratch didn’t significantly
improve word accuracy over domain adapting Whisper-large-v2,
requiring more resources. We compensate for SNR and frequency
differences by adapting Whisper with LoRA and synthetic data
mimicking radar-audio characteristics.

4.4 Data Synthesis for Domain Adaptation

Since no large radar-audio datasets exist, we adopt an alternative
approach: generating synthetic radar-audio for the initial phase of
domain adaptation. This enables us to utilize Whisper’s prior knowl-
edge, control data characteristics precisely, and produce virtually
unlimited training data to accelerate radar-audio ASR development.
To generate synthetic radar-audio, we begin by low-pass filtering
LibriSpeech audio at 1.1 kHz to match real radar-audio bandwidth.
We then add Gaussian noise calibrated to radar-audio SNR and
apply a second low-pass filter at 2 kHz to align with the radar’s
Nyquist frequency. The result is upsampled to 16 kHz to meet
Whisper’s input requirements. While not perfectly replicating real
radar-audio, this process produces data with similar characteristics,
enabling ASR training without a large real-world dataset.

4.5 Efficient Domain Adaption with LoRA

Techniques like transfer learning [70] or adversarial approaches
[55] for domain adaptation can be memory and time-intensive to
execute. LoRA [25] offers efficient adaptation by injecting trainable
low-rank matrices (W4, Wp) in parallel with existing weight tensors
(W), freezing the original weights. This significantly reduces mem-
ory overhead and uses Whisper’s pre-trained knowledge. During a
forward pass with input x, only Wy and Wp are trained, drastically
reducing the number of trainable parameters:

h=Wx+WgWux+b (2)
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We apply LoRA to the value (V) and query (Q) tensors in Whisper-
large-v2’s attention blocks, setting the LoRA rank to 32 and « to
64. This allows us to adapt Whisper-large-v2 while training only
approximately 1% of the total number of model parameters, fitting
the model within a single GPU’s memory and accelerating training.
This aspect of LoRA makes it an attractive method to rapidly adapt
models for specific use-cases as it circumvents high training costs
while maintaining good model accuracy.

5 Evaluation

Platform: WirelessTap is built using the Texas Instruments AWR
1843 BOOST FMCW radar, which operates in the 77-81 GHz range.
To retrieve the raw in-phase and quadrature signals from this mod-
ule, we use the DCA1000EVM evaluation module. For developing
the ASR models and testing the system, we use the following target
smartphones: Samsung Galaxy S20 (subsequently denoted as ‘S20°),
Samsung Galaxy A22 (subsequently denoted as ‘A22’), OnePlus 9
Pro 5G (subsequently denoted as ‘1+’). Radar data is pre-processed
in MATLAB and Python. The ASR models are adapted using an
NVIDIA Quadro RTX 8000 GPU.

Dataset: We use the LibriSpeech dataset for both training and
testing. LibriSpeech is a benchmark dataset widely used for training
and evaluating ASR systems. It includes a variety of accents and
a balanced mix of male and female speakers. The dataset contains
around 1,000 hours of audio, with 960 hours allocated for training
and the rest for testing. These samples are used in both the synthetic
data training process and the real radar data.

Models and Libraries Used: We use the Whisper large model
(version 2) from HuggingFace in WirelessTap, adapting it with LoRA
through PyTorch and the Huggingface Transformers library. With
LoRA, only about 1% of the model’s parameters need to be trained,
which makes the domain adaptation on radar-audio efficient.
Training LoRA Parameters: We use synthetic data for the first
stage of LoRA. In the second stage, the parameters are further
trained with a small set of real radar-audio data. This stage uses
about 1,000 samples collected using a custom Android app that
plays LibriSpeech audio through the smartphones’ earpieces.
Model Training Expenses: Using LoRA for domain adaptation
enabled us to adapt the model relatively quickly. In the first stage,
we trained the LoRA parameters with 35,000 steps using synthetic
data, with a batch size of 8, which took around 45 hours. In the
second stage, using real radar-audio data, the model was trained for
300 steps with the same batch size, completing in about 30 minutes.
Evaluation Metrics: Word error rate (WER) and character error
rate (CER) are common metrics used to evaluate the accuracy of ASR
systems. WER measures the percentage of incorrectly recognized
words in relation to the total number of words in the reference
transcript, whereas CER measures the percentage of incorrectly
recognized characters. The formula for WER and CER is:

S+D+1
XER= ——— 3)
N

where X can represent either word or character. S is the number
of substitutions, D is the number of deletions, I is the number of
insertions, and N is the total number of items in the reference
transcript. For WER, S, D, I, and N refer to words, while for CER,
they apply to individual characters.
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In this paper, we use word accuracy rate (Wyc.) and character
accuracy rate (Cqcc) as the evaluation metrics of the ASR model.
These are defined as:

Wace =1 - WER

4
Cace =1—-CER )

Wace and Cgee are functionally equivalent to WER and CER

respectively, in that they indicate the number of correct word or
character predictions.
Experimental Setup: Figure 4 shows the experimental setup.
To capture vibration data, individual smartphones are securely
mounted on a tripod. The mmWave radar is aimed at each phone
and activated when audio is transmitted through the earpiece.

Target Phone

Figure 4: Experimental setup: the target phone is mounted
on a tripod and the distance between the radar and the phone
is varied while collecting data.

Test Data: The test data is collected at distances between 50 cm
and 300 cm, in steps of 50 cm. We ensure the same utterances are
used for evaluation at each distance to maintain consistency and
reduce the impact of random variations in the performance metrics.
The selected set totals approximately 1 hour at each range across
all the smartphone models, resulting in a test set that is totally 6
hours long.

Distance vs SNR of Radar-Audio: The free space path loss of
emitted radar waves is inversely proportional to the square of the
distance [8]. We observe a similar trend in the SNR of the audio ex-
tracted from the radar data as the distance from the radar increases.
The drop in SNR directly impacts the transcription accuracy. Figure
5a shows how the SNR of radar-audio changes with distance.
Distance vs Accuracy: Similar to how SNR decreases with in-
creasing distance, both Wy and Cge. decline as the distance from
the radar increases. For S20, we observe that W,.. decreases from
59.25% at 50 cm to 3.77% at 300 cm, while Cyc. decreases from
73.59% at 50 cm to 25.73% at 300 cm. It is typical, even in tradi-
tional ASR applications, for Cy4ee to be numerically higher than
Wace. Similarly, for A22, the Wyee and Cyec decrease from 45.11% to
3.51% and 63.27% to 21.07% respectively; for 1+, the Wy and Cgec
decrease from 40.39% to 2.13% and 56.81% to 19.94% respectively.
These accuracy rates are calculated after removing repetition hal-
lucinations from the predicted transcript. Figures 5b and 5¢ show
how the accuracy changes with distance.

Accuracy vs Sentence Duration: The relationship between Wy
and Cg¢e, and the utterance duration is shown in Figure 6a. To
quantify this relationship, we use test data collected at 50 cm from
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Figure 5: Variation of SNR, Wy, and Cg¢. of S20, A22 and 1+ smartphones with distance.

all the smartphone models as a general estimate. Though weakly
correlated, we see that the highest accuracy rates are achieved
for medium-length sentences, between 9 seconds and 21 seconds.
Possibly, when there are too few words spoken, the ASR model
does not have enough information to predict labels correctly and
the same problem is observed when there are too many words.
Accuracy vs Gender: LibriSpeech classifies speakers as male and
female. To quantify the relationship between gender, and Wy, and
Cacc, we use test data collected at 50 cm from all the smartphone
models as a general estimate. Speaker-gender labels used in this
analysis were sourced directly from the LibriSpeech metadata. The
test dataset consists of 120 male utterances and 120 female utter-
ances. We observe that for male speakers, the Wy, is 50.18% and
the Cycc is 65.96%, while for female speakers, the Wy is 46.69% and
the Cgyec is 63.39%. Given that the average Wy at 50 cm is 48.25%
and the average Cycc is 64.55%, the variation between genders is
minimal, suggesting that the ASR system performs consistently
well across both male and female speakers.

Per-User Accuracy: We present per-user accuracy based on the
test data collected at 50 cm from all smartphone models. To visual-
ize this in a bar chart, we remap the LibriSpeech speaker IDs to a
numerically sorted order. The Wy and Cyc for each speaker are
shown in Figures 6b and 6c respectively. We observe significant
variation in the model’s accuracy across individual speakers. This
can be attributed to the diversity of the LibriSpeech dataset, which
includes speakers with varying vocal qualities — some speaking qui-
etly, others loudly or more articulately, and with different accents.
While per-speaker results could be improved by tailoring models
to specific individuals, we chose to exclude all test speakers from
the training set to assess the generalizability of our system.
Sample set of Transcriptions: To subjectively evaluate the model’s
performance, we present a sample set of transcriptions of the test
data in Table 1. The table includes utterances with varying levels
of transcription accuracy.

Here, we observe that even when the numerical Wy or Cgcc
are low, the general meaning of the sentences can remain the same
or similar. For example, consider the utterance “he had broken into
her courtyard". The ASR model transcribes the audio corresponding
to this utterance as “she had broken into the courtyard". Although
the Wy, for this transcription is 66.67%, the overall meaning —
that a person broke into someone’s courtyard — remains intact. With
sufficient conversational context, it’s likely that a reader could
infer the intended message despite the inaccuracies. This mirrors

findings in lip reading [2] where humans naturally fill in missing
or incorrect information to grasp the full meaning.

Impact of Domain Adaptation: To quantify the impact of do-
main adaptation using LoRA, we analyze the data collected at 50 cm
from all the smartphone models as a general estimate. Evaluating
the Whisper-large-v2 model without any adaptation, we observe
a Wyee of 28.39% and a Cgec of 48.36%. After training the LoRA
parameters on synthetic data and testing on real radar-audio, the
Wace improves to 42.12% and the Cgec to 55.67%. Further training
with a small sample of real radar-audio data increases the Wy, to
48.25% and the Cgec to 64.55%. These results demonstrate a clear
improvement in accuracy at each stage of domain adaptation, high-
lighting the effectiveness of our two-stage strategy involving both
a large synthetic dataset and a small real radar-audio dataset.
Evaluation with Human Victim: We demonstrate the applica-
bility of WirelessTap through experiments with a human subject.
Figure 7a illustrates the test subject holding an S20 smartphone
in a typical phone conversation posture. In these experiments, the
distance between the phone and the radar varies naturally between
75 cm and slightly over 1 m due to the subject’s seated positioning.
These experiments were conducted in a controlled laboratory set-
ting to minimize confounding factors such as background auditory
noise, unintended motion, and external vibrations.

Deploying this attack presents practical challenges due to signal
distortion from body motions, including respiration, heartbeats, and
muscle twitches. In these experiments, the test subject remained
stationary and was instructed to maintain a consistent phone pos-
ture throughout the recordings to emulate a typical seated phone
conversation scenario while minimizing motion artifacts. Figure 7b
shows the radar-audio captured in this setting, where body motions
completely overwhelm the valid audio content. To mitigate this,
we first apply a bandpass filter ranging from 100 Hz to 1.1 kHz,
as respiration and heartbeats primarily introduce low-frequency
components below 100 Hz. Figure 7c shows the outcome of this step,
with valid vocal components highlighted in red ellipses. The re-
maining spikes in the signal originate from muscle twitches, which
we attempt to suppress using amplitude thresholding. The result is
a significantly clearer signal, as shown in Figure 7d.

We collected 80 radar-audio samples with the test subject hold-
ing the phone and processed them using the domain-adapted ASR
model. In this setting, the Wycc was 40.82% and the Cg¢c was 57.89%.
The drop in accuracy can be attributed to residual distortions per-
sisting despite body signal suppression.
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l True Transcription [ Generated Transcription [ Wace [ Cace ‘
the report is premature my good friend the report is premature my good friend 100.0 | 100.0
i could not take my eyes off the man in the bed i did not take my eyes off the man in the bed 91.67 | 91.49
you will take them from my private treasure you will take them from my private treasury 87.5 | 97.67
i tolled the bell again i pulled the bell again 80.0 | 91.3
why don t you move the pony why don t you meet the party 71.43 | 77.78
inow use them as ornamental statuary in my garden i now use them as ornaments of sanctuary in my garden 70.0 | 86.0
montfichet called out for robin to give him an arm my sister called out to robin to give him an arm 70.0 | 82.0
he had broken into her courtyard she had broken into the courtyard 66.67 | 90.62
tony s found the martians and found the martians 60.0 | 80.0
oh say that s different observed markham altering his demeanor oh sir that s different observed porthos arching his benedict 60.0 | 72.58
he paused then added with modest firmness the cause and added with a modest firmness 42.86 | 78.05
none of you will be fit for duty to morrow some of you will be quick to do it pa 40.0 | 54.76
at the same time every avenue of the throne was assaulted with gold | at the same time edward avonlea performed himself in his doors | 30.77 | 46.27
all is said without a word how is judge madame dame 16.67 | 23.08
open thy heart wide and fold within the wet wings of thy dove open that hard lock and cold your face for what use is that lock | 7.69 | 44.26

Table 1: Example transcriptions produced by WirelessTap, shown alongside the original LibriSpeech sentences, demonstrate the
system’s performance under noisy radar-audio conditions, with corresponding word accuracy (W,..) and character accuracy

(Cgec) rates.
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Figure 7: Attack setup in a real world scenario and illustration of signal processing on a 2 second radar-audio segment; in each
step, the signal amplitude is normalized in the range of -1 and +1. In subfigures (c) and (d), the valid vocal components are

highlighted with red ellipses.

Distance vs Hallucination Rate: Large language models and
ASR systems often suffer from hallucination. Hallucination occurs
when a generative model produces spurious or irrelevant outputs in
response to the input. In our use of Whisper-large-v2, we observe
this phenomenon, where single words or short phrases are repeated
multiple times. This issue is not unique to radar-audio and is well
documented by the research community [14, 42, 43].

An example of a hallucinated transcript is the following output
from the two-stage adapted model (from an utterance collected at
300 cm), with the repetitions highlighted in blue:

“and she was so happy that she had no reason to be angry with her
husband (repeats 17 times) and she was so happy that (repeats 28
times) and she was so (repeats 4 times)"

The reference transcript for this output is:

this fortune had allowed ursus who was the administrator of gwyn-
plaine s success to have the chariot of his dreams constructed that is
to say a caravan large enough to carry a theatre and to sow science
and art in the highways

In the example above, we can see that the model’s interpretation
of the input is entirely incorrect. Currently, there is no clear consen-
sus on the exact causes of model hallucinations. In our calculation
of Wyee and Cyece, we remove continuously repeating subsequences
based on detection of the longest common subsequence (LCS). To
evaluate hallucination across varying distances (and SNR), we de-
fine a hallucination rate metric: for each transcription, we check if
the longest common subsequence (LCS) repeats continuously more
than once. If it does, the transcription is tagged as hallucinated
(1); otherwise, it is tagged as non-hallucinated (0). This process
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is repeated for all utterances at a given range, and the average is
calculated to determine the hallucination rate at that range. The
variation of hallucination rate with distance is shown in Figure 6d.
The metric we use to determine the hallucination rate gives us a
reasonable approximation of the relationship between model hallu-
cination and SNR. Comparing Figures 6d and 5a, we can conclude
that the hallucination rate is inversely proportional to the SNR.

6 Related Work

Vibration and Speech Sensing with RF: Owing to a rise in ubiqui-
tous smart devices over the last decade, the area of acoustic sensing
with short-range radars has been gaining traction. Wireless Vibrom-
etry [63] performs speech sensing and eavesdropping with a 4x4
WiFi antenna array. Using mmWave radars, Beyond Microphone
[46] performs voice activity detection, WaveEar [64] presents a
system that localizes speech sources, RadioMic [45] and mmEcho
[26] demonstrate systems to extract audio from vibration sources,
milliEar [27] demonstrates system of sensing and enhancing audio
captured with radar in through-wall settings with GANs, Waves-
dropper [56] demonstrates an eavesdropping method for spoken
word detection with human subjects through walls, and Radio2Text
[69] presented a novel knowledge distillation method for ASR ap-
plied to radar-audio streams from loudspeakers, achieving a Wy¢¢
of 90.6%. A similar audio extraction system using ultra-wide band
radios is done in UWHear [60]. mmPhone [57] also uses mmWave
radars but demonstrates acoustic eavesdropping on loudspeakers
using mmWave radars pointed at a piezoelectric film — the loud-
speakers cause fluctuations on the piezoelectric surface that are
detected using the radar and converted to audio. Combining micro-
phones and mmWave radars and using multimodal data streams,
WavolID [37] demonstrates a method for speaker identification,
Wavoice [36] performs speech recognition, and RadioSES [47] per-
forms source separation. Combining multimodal mmWave radars
and video input, mSilent [66] presents a video and radar system for
silent speech recognition, similar to lip-reading. RFSpy [12] uses
an RFID attached to a headset to eavesdrop online conversations,
achieving an out-of-bag WER rate of 17.48% based on vibrations of
the headset speaker.

In contrast to previous works, WirelessTap tackles the challeng-
ing scenario of phone eavesdropping where the radar cross-section
is very small, resulting in weak signals detected by mmWave radars.
The prior work most similar to WirelessTap are mmSpy [9], mmEve
[58], and mmWave-Whisper [10], which demonstrate phone eaves-
dropping but reiterating the limitations of these works that we
overcome in this paper, mmSpy is applicable to only singular key-
words, mmEve is used with a limited corpus, and mmWave-Whisper
is limited in its attack range, evaluation, and transcription method-
ology. Furthermore, in the current paper, we show how existing
performant models can be adapted to the radar-audio context and
demonstrate the deployment of this attack with a human victim in
a real-world scenario.

Eavesdropping with Cameras, IMUs and LiDARs: Eavesdrop-
ping goes beyond speech. Interesting use-cases of indirect eaves-
dropping include Mole [59], which uses a smartwatch accelerometer
to spy on contents of a user’s typing. Accelerometer sensors are also
shown to reveal passwords as entered on the touchscreen of a phone
in AccPass[44]. Smartphone magnetometers are demonstrated to
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be capable of identifying the operating systems and the pattern
of applications in a nearby desktop by monitoring the spinning
of hard-drives which are made of magnetic materials [11]. More
recently, magnetometer sensors are exploited to spy on applications
on a smartphone [32].

Towards speech eavesdropping, Visual Vibrometry presented in

[15, 16] is a method for detecting sound vibrations induced on ob-
jects using a camera. By capturing the vibration pattern of these ob-
jects using a high-speed camera, the feasibility of recovering sound
is shown even from the outside of a sound-proof room. Similarly,
laser microphones [1] have also been popularly used for eavesdrop-
ping in a passive and non-contact manner. Gyroscope sensors from
smartphones in Gyrophone [40] identify human speech comprising
of spoken digits from a loudspeaker when placed on the same sur-
face. Speechless [5] shows the acuity of smartphone accelerometers
to eavesdrop on speech content from a loudspeaker source sharing
the same surface as the phone. Spearphone [6] captures speech
reverberations from smartphone accelerometers and performs key-
words, gender, and speaker classification. AccelEve [7] proposes
an attack in a similar setting to Spearphone, achieving a 36-class
classification accuracy of 55%. AccelWord [67] demonstrates the
detection of device wake-up voice commands using accelerome-
ters. iSpyU [68] takes IMU-based speech eavesdropping further
by demonstrating up to a 60% word accuracy from a corpus of
10,000 words. Lamphone [41] can eavesdrop acoustic vibrations
over-the-air by analyzing vibrations of a light bulb.
Advancements in ASR and Audio Deep Learning: ASR has
become a mainstream human-computer interface. These systems
are now powered by deep learning models that process audio and
generally use a language model for ranking and predicting outputs.
A connectionist temporal classifier (CTC) [19] approach for speech
recognition is presented in [20], and is one of the first papers to
achieve a Wy as high as 94%. A convolutional-transformer (con-
former) approach [21] improves this Wy¢e to 98%. More recently,
the Whisper family of ASR models by OpenAlI [49] has gained a lot
of popularity due to their generalizability, robustness, and because
they are open source. Whisper has influenced work in the ASR
space and has enabled researchers to develop distilled and quan-
tized versions of their models. Distil-Whisper [18] applies robust
knowledge distillation to distill the Whisper model, resulting in
a model that is half the size of the original model, performs over
five times faster, and maintains a word accuracy rate within 1% of
Whisper. In [52], 4-bit quantization is applied to Whisper, achieving
up to 6x times faster inference, while keeping the benchmark word
error rates within 1% of the original model.
Availability of Cheap COTS Devices: The popularity of RF sens-
ing has led various electronics manufacturers to develop low-cost
radar modules, for as low as $3 USD [62]. This is a clear indication
that mmWave and RF sensors are becoming increasingly accessible
for engineers, scientists, as well as hobbyists to experiment with.
At the time of writing this paper, products in the market cater to
both broad use-cases that include automotive sensing, object detec-
tion, etc. [48], [4], [28], as well as specific use-cases such as human
presence tracking [38], [22], [54], respiratory sensing [24], [62],
and liquid-level detection [23]. With continued interest in RF-based
speech sensing, RF sensors tailored for acoustic applications might
become available.
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7 Discussion and Future Work

Prior research in sensor technologies has explored a wide range
of applications, both constructive and potentially malicious. Wire-
lessTap highlights the dual-use nature of radar and speech technol-
ogy, where advances can be applied for both beneficial purposes
and security risks.
Defenses: One potential defense against WirelessTap involves us-
ing the phone’s built-in vibration motor to introduce controlled
noise, thereby disrupting the accuracy of reflection phase-based
vibration detection. Similarly, dynamically adjusting the phone’s
earpiece output to emit low-amplitude counter-vibrations could
destructively interfere with WirelessTap’s signal processing. These
approaches are analogous to adversarial perturbations in machine
learning where minimal yet strategically designed noise can mislead
the model while remaining imperceptible to the user. Furthermore,
integrating adaptive signal processing within the phone’s firmware
to modify or obfuscate earpiece vibrations in response to anomalous
detection attempts could provide an added layer of security. From
the physical design perspective, a mitigation strategy is to apply
vibration-dampening materials around the earpiece’s exposed sur-
face. Materials such as Q-pads or borosilicate coatings [3], widely
used in the music industry for reducing unwanted vibrations, could
serve as effective countermeasures. Exploring the efficacy of these
techniques will be an important direction for future research.
Limitations: While WirelessTap demonstrates the feasibility of
over-the-air speech recovery using mmWave radar, several limita-
tions constrain its current deployment. First, the system has been
evaluated in controlled laboratory settings; its performance in dy-
namic environments remains as future work. Second, the attack cur-
rently assumes line-of-sight alignment between the radar and the
target phone, and performance may degrade under misalignment or
partial occlusions. Third, while our filtering and thresholding tech-
niques mitigate some physiological distortions, residual noise from
respiration, heartbeat, and muscle activity still impacts transcription
accuracy. Additionally, the radar-audio signal is bandwidth-limited
to ~ 1.1kHz, fundamentally capping the upper bound of achiev-
able intelligibility. Lastly, our evaluation is currently limited to one
stationary speaker at a time; extending support to overlapping or
mobile victims remains an open challenge for future work. While
not a primary limitation, we did not test resilience to background
auditory noise, as prior work shows radar-based speech sensing is
largely immune to ambient sound due to its reliance on physical
vibrations rather than acoustic waves [9, 58, 60]; our experiments
assume coarse angular alignment between the radar and the phone;
prior work such as [45] shows signal detectability within a 45°
spread, though sensitivity to misalignment remains an open direc-
tion for future work. Improving transcription accuracy and attack
range will require advances in radar hardware — such as higher
transmit power, larger antenna arrays, and wider sampling band-
widths — as well as more diverse real-world radar-audio training
data. WirelessTap illustrates that, even under present constraints,
meaningful speech recovery is achievable, setting the stage for
further scaling through hardware and dataset improvements.
Future work could address the shortcomings of WirelessTap.
Additional avenues for further research include:

Suryoday Basak & Mahanth Gowda

Human Motion Compensation: In this work, we demonstrate the
attack on a seated victim — the next major step is to develop signal
processing methods to accommodate larger-scale limb movement
to address a larger set of real-world scenarios. We anticipate that
advancements in radar bandwidth, antenna technology, and radar
frequency bands will be essential to making the attack proposed in
this paper more feasible.

Different Languages: In this paper, we only used English utter-
ances. We believe that this attack can be extended to other lan-
guages, especially given that SOTA ASR models are capable of
handling multiple languages.

Alternate Wireless Sensing Modalities: In this paper, we focus
solely on the efficacy of mmWave radars for over-the-air eaves-
dropping attacks. As future work, we plan to explore other sensing
modalities, such as LiDAR and ultrasonic ranging sensors.

While WirelessTap highlights a security concern, its contribu-
tions could constructively advance noise-resilient ASR, custom
radar-mic hardware, and large-scale radar-audio datasets. This work
can pave the way for radar-mic fusion for directional audio capture,
though real-time and power challenges remain.

8 Conclusion

This paper demonstrates the feasibility of eavesdropping on phone
calls by detecting minute earpiece vibrations using mmWave radars.
Despite noisy sensor data and missing vocal frequencies, we build
a pipeline combining data synthesis, noise reduction, domain adap-
tation, and speech recognition to execute the attack. We deploy
the system on a human subject, tackling added distortions from
respiration, heartbeats, and muscle twitches. Even with word ac-
curacy rates of 30-50%, our system reliably extracts intelligible
keywords and fragments that can reveal sensitive information such
as names, locations, or financial details. Prior knowledge or seman-
tic inference can amplify this leakage, making partial transcripts a
real threat — even without high word accuracy rates.

Broadly, this area of work has garnered interest in the community
with people reporting in popular media on previous works [13, 53]
and attempting to recreate this attack independently with different
radar apparatuses, and creating videos demonstrating the same
[65]. In line with this growing interest, we believe that the rising
ubiquity of wireless sensing, the availability of cheap COTS sensor
modules, and the increasing robustness of ASR models makes attack
methods like WirelessTap a concern for speech privacy.

Technology is advancing at an unprecedented pace. Just 15 years
ago, ubiquitous mmWave radars seemed far off - yet today, they
are rapidly proliferating. Looking 40-50 years ahead, it’s critical to
consider this accelerating trajectory. While WirelessTap was devel-
oped in a controlled lab, the feasibility of such systems is quickly
evolving. Progress in sensor miniaturization, antenna design, band-
width, and related fields like LiDAR and ultrasound could make
wireless phone call eavesdropping broadly practical.
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Appendix: Radar Parameters

We configure the radar system using TI mmWave Studio to enable
audio-rate sampling and minimize hardware limitations like ther-
mal load. These settings effectively allow the radar to function as
a microphone by capturing phase oscillations from the phone’s
vibrating surface. Table 2 lists the key radar parameters used in this
setup; see [9, 30] for parameter selection rationale.

Parameter Value || Parameter Value
Start Freq. (GHz) 77 Sample Rate (ksps) 2000
Freq. Slope (MHz/ps) | 20 Ramp End Time (ps) | 200
Idle Time (us) 50 Rx Gain (dB) 30
Tx Start Time (us) 30 No. of Chirp Loops 128
ADC Start Time (us) 40 Periodicity (ms) 33.2
ADC Samples 256 || Bandwidth (MHz) 4000

Table 2: Radar system parameters used to configure the
mmMWave radar for capturing audio from phone vibrations.

The number of frames recorded in each data collection run is ad-
justed to match the length of the audio being captured. Since longer
audio segments require more time to play, the radar collects a pro-
portionally greater number of frames to ensure complete temporal
coverage. This alignment ensures that the radar data corresponds
accurately to the entire duration of the spoken utterance.
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