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Abstract 
American Sign Language (ASL) is the primary language of many 
Deaf and Hard of Hearing (DHH) individuals. However, existing 
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learning resources often lack timely, individualized feedback, leav-
ing learners uncertain about signing accuracy. We introduce a novel 
egocentric ASL learning system that integrates stereo vision, error 
detection across four manual ASL parameters (handshape, orienta-
tion, location, movement), and large language model (LLM)–driven 
natural language feedback. To our knowledge, this is the first sys-
tem to deliver error-aware, pedagogically grounded feedback for 
ASL learners. A formative study with 15 ASL teachers and 30 learn-
ers (both Deaf and hearing backgrounds) supports the motivation 
and design goals, while a system evaluation with 13 Deaf ASL 
participants (novice to advanced) practicing 230 signs provides ini-
tial evidence of system feasibility and short-term, pedagogically 
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promising behavior within the primary user community. Across 
two complementary studies, we identify key design principles: pri-
oritizing reliability over sensitivity, stratifying feedback by error 
severity, and leveraging egocentric alignment for natural practice. 
Collectively, these contributions establish a foundation for scalable 
ASL education and provide generalizable insights for designing 
AI-mediated feedback in Human-Computer Interaction (HCI). 

CCS Concepts 
• Human-centered computing → Ubiquitous and mobile com-
puting systems and tools. 
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1 Introduction 
American Sign Language (ASL) is a complete and natural language, 
distinct from English, and serves as the primary medium of ev-
eryday communication for many members of the Deaf and Hard 
of Hearing (DHH) community in North America [24, 31, 38, 50, 
84]. ASL conveys rich meaning through both manual parameters 
(i.e., handshape, location, movement, orientation) and non-manual 
markers (NMMs) such as facial expressions, gaze, and head/body 
movements, while also encompassing regional dialects and regis-
ters [30, 32, 47, 76]. Beyond its linguistic complexity, ASL anchors 
Deaf culture, transmitting history, values, and identity, and provid-
ing access to education, healthcare, and civic participation [49]. 

Despite its importance, ASL education faces persistent structural 
challenges. National surveys estimate that more than 500,000 people 
are learning ASL in the United States, yet fewer than 2,000 certified 
ASL teachers are available to meet this demand [45, 48, 52, 74]. The 
Commission on Education of the Deaf (COED) reports that many 
K–12 programs remain under-resourced and unable to provide 
comprehensive ASL instruction, constraining students’ linguistic 
development and academic achievement [72]. Online resources such 
as public ASL courses and web-based dictionaries [12, 20, 24] have 
broadened access, but they primarily emphasize basic vocabulary 
and receptive recognition, offering little support for diagnosing 
or correcting production errors. Without timely, individualized 
corrective feedback, learners often struggle to engage in effective 
independent ASL practice outside of interactions with qualified 
instructors. 

These constraints are compounded by the intrinsic difficulty 
of learning ASL as a second language: novices must coordinate 
complex manual articulations while simultaneously attending to 
non-manual markers and discourse-level meaning [59, 76]. Second 
language acquisition (SLA) theory suggests that beginners benefit 

from instructional scaffolds that reduce cognitive load by isolating 
subskills before integrating them into fluent performance [59, 61, 
69, 80]. This pedagogical logic is already reflected in current ASL 
curricula: introductory ASL courses (e.g., Skill Levels 1–2 as defined 
in standards-based outcome frameworks) instantiate this scaffolded 
sequencing by foregrounding manual parameters (e.g., handshape, 
orientation, location, and movement), while non-manual markers 
are typically introduced as an explicit focus of instruction only once 
learners have achieved basic articulatory control [5, 36]. Taken 
together, SLA theory and curricular practice imply that support 
tools for beginning ASL learners should respect this sequencing 
by first helping learners stabilize manual segmental parameters 
before tackling non-manual phenomena at scale. Motivated by this 
convergence, our system targets the immediate needs of novice 
learners by prioritizing the mastery of these fundamental manual 
parameters. 

To operationalize this focus on ASL manual parameters and en-
able effective independent ASL practice outside of interactions with 
qualified instructors, our system must address two core technical 
challenges: (1) error detection, which requires capturing subtle 3D 
spatial deviations that 2D cameras miss and reliably detecting ASL 
sign errors; and (2) corrective feedback, which requires convert-
ing detected signing errors into actionable guidance that learners 
can understand, while ensuring cultural validity within the Deaf 
community. 

Although existing systems [11, 28–32, 38, 41, 43, 62, 67, 84, 87– 
89] achieve strong performance in ASL recognition, they generally 
do not perform ASL error detection or deliver explicit corrective 
feedback. Recently, Knapp and Bohacek [34] proposed a pose-aware 
learning platform that uses front-view vision–LLMs to compare 
learner and reference frames. However, this system is driven by 
unstructured visual comparisons rather than a pedagogical taxon-
omy, and its comments often remain at a qualitative level instead 
of providing parameter-specific corrections (e.g., concrete hand-
shape adjustments). Similarly, while Shao et al. [64] introduced a 
glove-based system, it supports only a limited vocabulary and relies 
on bulky instrumentation that is impractical for everyday practice. 
These limitations are closely tied to how these systems sense and 
represent signing. 

Thus, from a sensing perspective, existing approaches typically 
trade off usability against precision. Front-view solutions are sen-
sitive to environmental conditions (e.g., fixed camera placement, 
uncluttered backgrounds) and may raise privacy concerns by record-
ing the learner’s full face and surroundings [11, 34]. Wearable sen-
sors mitigate some of these environmental constraints but introduce 
substantial hardware friction, requiring donning, calibration, and 
maintenance, and they still struggle to capture natural two-hand 
coordination and hand-body relationships using multiple small de-
vices [38, 87]. By comparison, an egocentric stereo camera offers a 
practical viewing configuration between these extremes. Unlike an 
egocentric monocular camera, which only observes 2D projections, 
an egocentric stereo rig recovers metric depth, which is critical for 
representing four ASL manual parameters in 3D space: location is 
defined in signing space relative to the signer’s body, many hand-
shape and orientation contrasts depend on depth and foreshortening, 
and accurate movement trajectories require reasoning about motion 
in 3D space rather than in a single image plane. Mounted near the 
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Egocentric Stereo 
Camera Input 

3D Reconstruction Error Detection 

Suggestive Feedback Gen 

Sign ASL followed online video 

“two hands deviation” 

Follow suggestions, sign ASL 

to make two hands contact 

Figure 1: ASL sign improvement with our automatic learning system. Left: initial incorrect production of the sign “HARD”. 
Right: corrected ASL sign after following system feedback. 
head and pointed toward the hands, an egocentric stereo camera 
can be configured to minimize recording of the learner’s face and 
background, supports practice in everyday home environments 
rather than only in controlled lab setups, and still provides rich 
3D information for accurate hand reconstruction—going beyond 
what typical front-view monocular webcams [11, 29, 67] or purely 
sensor-based wearables [28, 31, 38, 43, 62, 89] can offer. 

These functional and sensing limitations highlight an unmet 
need: a low-friction ASL learning tool that operates in everyday 
environments while providing structured, parameter-level feedback 
rather than recognition alone. Motivated by this gap, we propose an 
egocentric stereo camera–based ASL learning system that integrates 
3D hand reconstruction, error detection, and corrective feedback gen-
eration into a single pipeline. Our system continuously tracks and 
reconstructs 3D ASL motions, detects sign errors relative to expert 
ground truth, and generates corrective feedback using a large lan-
guage model (LLM). As shown in Fig. 1, the framework comprises 
three sequential components: (i) precise 3D motion reconstruction, 
(ii) multi-task error detection across handshape, orientation, loca-
tion, and movement, and (iii) natural-language feedback generation 
tailored to learner proficiency. 

In traditional ASL instruction, high-quality feedback is a scarce 
resource constrained by instructor availability. Our work demon-
strates a path to scalability by offloading the labor-intensive task of 
detecting manual-parameter errors to an AI agent. This scaffolded 
approach helps maintain educational quality even as class sizes 
grow, transforming feedback from a bottleneck into an on-demand 
resource. Overall, this work introduces a technology-supported 
practice paradigm that complements traditional ASL education by 
shifting the focus from recognition to structured, interpretable, and 
error-aware feedback. Specifically, our contributions include: 

• From a formative needs-assessment study with 45 partic-
ipants (15 instructors and 30 learners, including Deaf and 
hearing signers), we derive three design goals for AI-powered 
ASL learning: (i) scalable, high-frequency automated feed-
back to bridge the availability gap, (ii) a manual-parameter–first 
scaffold to manage novice cognitive load, and (iii) egocen-
tric 3D sensing to resolve the dimensionality mismatch in 

independent practice. These goals inform the design of our 
ASL learning system. 

• To the best of our knowledge, we (i) introduce the first expert-
supervised feedback library specifically for ASL training 
guidance, and (ii) develop the first end-to-end egocentric 
stereo ASL learning system that unifies egocentric stereo 
sensing, ASL sign error detection, and structured LLM prompt-
ing into a single corrective feedback pipeline. 

• In an initial feasibility evaluation with 13 Deaf participants 
across 230 signs, the system performs well at three levels: 
scoring metrics, video-level acceptability decisions, and feed-
back text. Across these levels, it closely matches instructor 
judgments while keeping hallucinations low, indicating ro-
bust technical behavior and pedagogical promise. This eval-
uation surfaces strengths, but is not a large-scale efficacy 
trial of learning gains. 

Rather than proposing yet another ASL recognition system, we 
frame ASL learning as a problem of error-aware motion skill feed-
back. This framing yields a transferable design principle (sensing, 
gesture/motion tracking, error detection, and stratified feedback 
for improvement) for AI-powered skill acquisition that extends 
beyond ASL to domains such as rehabilitation, sports training, and 
immersive learning. 

2 Related Work 

2.1 Egocentric Hand Tracking and 
Reconstruction 

Compared with third-person (exocentric) cameras, egocentric (first-
person) cameras provide consistently clear views of the hands, 
reduce bystander-privacy exposure, and integrate naturally into 
wearables [6, 56]. Egocentric reconstruction is typically grouped 
into single-view and multi-view approaches. Single-view methods 
operate on monocular RGB or RGB-D input. Common pipelines 
detect 2D keypoints with CNN-based estimators and lift them into 
3D space using kinematic priors or parametric hand models [6, 83]. 
Despite their hardware simplicity, monocular approaches are sus-
ceptible to depth/scale ambiguity and occlusions—issues that are 
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Table 1: Comparison of prior systems with our work. Our system foregrounds ASL learning and error-aware feedback, while 
many prior efforts focus mainly on recognition or binary correctness checks. Shao et al. [64] introduced a glove-based ASL 
learning system, but it supported only 12 signs, relied on a bulky device unsuitable for daily use, and did not present clear 
evidence of error-specific feedback. Similarly, Hallett [22] relies on high-burden VR hardware, while Knapp and Bohacek 
[34] and Paudyal et al. [54] rely on stationary setups and provide only unstructured visual comparisons to reference gestures 
rather than a pedagogically grounded taxonomy and offering largely qualitative rather than parameter-specific feedback (e.g., 
concrete handshape adjustments). 

Work Focus Modalities Feedback Support Evaluation Scope 

Shao et al. [64] Glove-based ASL 
learning 

Cumbersome wear-
able gloves 

Limited (basic correctness, 
no error-specific feedback) 

12 signs 

Knapp and Bohacek [34] Pose-aware ASL learn-
ing 

Front-facing webcam No error-specific feedback Small sign set, lab setting 

Paudyal et al. [54] Interactive tutor Depth / webcam Rule-based parameter feed-
back 

Stationary setup, limited vo-
cabulary 

Hallett [22] VR gamification VR headset Visual / immersive cues High hardware burden 
Li et al. [38], Lim et al. [41], 
Zhang et al. [84] 

ASL recognition via 
wearables 

IMU, acoustic sens-
ing 

Minimal (binary correct-
ness) 

Small-scale user studies 

Our Work ASL learning with 
error-aware feed-
back 

Egocentric stereo 
cameras + LLM 
prompting 

Body-anchored, 
proficiency-sensitive 
feedback 

13 learners (230 signs); 15 
instructors and 30 learn-
ers surveyed 

amplified by the fast, highly articulated signing motions in ASL. 
Multi-view approaches [7, 23, 71] leverage stereo disparity to re-
cover geometry more reliably via epipolar constraints or volumetric 
fusion. To maintain high accuracy under self-occlusion and rapid 
articulation, we employ a stereo camera configuration, leveraging 
disparity to reduce depth ambiguity. 

Recent wearable advancements have pushed the boundaries of 
tracking fidelity. For instance, SpellRing [41] utilizes smart rings 
for continuous 3D finger motion tracking. However, while these 
devices achieve impressive reconstruction, they—like most prior 
hardware—focus primarily on sensing fidelity rather than the down-
stream pedagogical application of that data for learner feedback. 

2.2 Learning Theory and Tools 
The design of learning systems is informed by Second Language Ac-
quisition (SLA) research. Foundational theories such as Krashen’s 
Monitor Model emphasize the role of comprehensible input, while 
Swain’s Output Hypothesis argues that language production helps 
learners notice gaps in their knowledge [35, 57]. These ideas under-
pin Communicative Language Teaching (CLT), which focuses on 
real-world communication to improve fluency. 

Building on these foundations, Computer-Assisted Language 
Learning (CALL) platforms like Duolingo and Babbel have pop-
ularized self-paced, game-like interactive instruction. Controlled 
studies show that such platforms yield meaningful proficiency gains 
through immediate error-correction loops [33, 44]. Our work aims 
to translate these proven mechanics from the text and audio domain 
into the embodied, visual–gestural domain of ASL. 

Beyond general SLA and CALL research, ASL education scholar-
ship provides discipline-specific guidance for system design. Cur-
riculum studies show that early ASL courses (ASL I–II) prioritize 
mastery of manual parameters—handshape, orientation, location, 

and movement—before introducing complex non-manual markers 
[60, 79]. 

ASL-Specific Learning Tools. Adapting these principles to ASL 
is challenging due to the lack of “text” equivalents. Early systems 
like SignGuru [54] used explainable AI to provide parameter-level 
feedback but relied on stationary cameras. Gamified approaches 
like ASL Sea Battle [8] and commercial products like SignAll [66] 
offer practice but are often limited to binary (pass or fail) checks 
rather than diagnostic guidance. Recently, immersive technologies 
(VR/AR) have expanded the landscape. ASL Champ [22] uses VR for 
immediate gestural cues, while AR-based gesture tutors use visual 
overlays to highlight errors in real time [19]. While promising, these 
tools often require specialized hardware (headsets and controllers) 
that limits scalable, daily practice compared to the lightweight 
wearables proposed in our work. 

2.3 Large Language Models for Embodied 
Instruction 

The emergence of Large Language Models (LLMs) offers a new 
mechanism for generating interpretable, context-aware feedback. 
LLM-driven instruction builds on two pillars: instruction tuning 
and preference alignment. Foundational work trains models to fol-
low natural language directives using supervised fine-tuning and 
reinforcement learning from human feedback (RLHF), including 
systems such as InstructGPT and FLAN [53, 77]. 

To scale supervision, methods for synthetic instruction gener-
ation bootstrap data from seed prompts (Self-Instruct) and distill 
stronger “teacher” models into smaller students (e.g., Alpaca, LIMA) 
[75, 86]. Beyond data scaling, alignment objectives such as Direct 
Preference Optimization (DPO) have streamlined training by re-
placing complex reward modeling with preference matching [55]. 
Complementary advances in reasoning and control—such as Chain-
of-Thought prompting and tool use—have significantly improved 



Toward Scalable ASL Education: Egocentric Stereo Sensing with LLM Feedback for Error-Aware Learning CHI ’26, April 13–17, 2026, Barcelona, Spain 

stepwise pedagogy and factuality [63, 78]. Furthermore, retrieval-
augmented generation (RAG) links instructions to vetted corpora, 
reducing hallucinations and enabling rubric-based feedback [37]. 

Recent multimodal models extend these capabilities to vision and 
audio, supporting demonstration-driven guidance (e.g., Flamingo, 
LLaVA) [4, 42]. In educational settings, these ingredients underpin 
conversational teachers that provide formative feedback, scaffolded 
explanations, and mastery-based sequencing, as seen in commercial 
tools like Duolingo Max [16]. 

However, applying these general-purpose models to embodied 
tasks requires bridging the gap between 3D geometric data and 
natural language. Recent work, such as ChatPose [18] has demon-
strated that LLMs can be token-aligned with 3D human skeletal 
data to reason about posture and motion quality. We build upon 
this foundation, adapting it for the specific constraints of ASL edu-
cation. While recent work has applied LLMs to ASL learning via 
standard webcams [34], these front-view systems impose two criti-
cal limitations. First, perspective mismatch: learners must perform 
“mental rotation” to map the mirrored instructor video onto their 
own body. Second, depth ambiguity: 2D cameras struggle to resolve 
depth-dependent parameters (e.g., hand distance from the chest). 
In contrast, our egocentric approach aligns with the learner’s cog-
nitive perspective—seeing what they see—and utilizes stereo depth 
to ground feedback in metric 3D space, ensuring corrections are 
both physically accurate and intuitively understood. 

3 User Study I: Formative Study: Needs 
Assessment and Design Goals 

To ensure our ASL learning system addresses the actual needs, we 
conducted a comprehensive formative investigation. This study 
was structured in two logical phases: Needs Assessment, where we 
surveyed learners and teachers to identify motivation gaps; and 
design goals, where we collaborated with ASL specialists to convert 
those needs into design goals. 

3.1 Needs Assessment: Formative Study 
Our first study examines how ASL learners and instructors currently 
practice, what kinds of feedback they lack, and how they would 
envision an AI-supported practice tool. To capture the full spectrum 
of ASL learning needs, we recruited a diverse sample including both 
Deaf native/early signers and hearing learners, as well as instruc-
tors who teach across these populations. This mixed-population 
approach in the formative phase ensures our design responds to uni-
versal challenges while remaining sensitive to population-specific 
needs. In the subsequent evaluation (User Study II), we focus pri-
marily on Deaf participants, the primary users and cultural owners 
of ASL, to validate that our system meets the standards of the 
community it aims to serve. 

3.1.1 Study Protocol. We conducted an online survey with ASL 
learners and instructors, approved by our institution’s Institutional 
Review Board (IRB). Adult participants (age 18+) were recruited via 
university mailing lists, announcements in Deaf-education courses, 
and community channels. Each invite email briefly described the 
purpose of the study and included a link to an informed-consent 
page and a link to a Google Form questionnaire. The survey typi-
cally took 10–15 minutes to complete. Participants could skip any 

question or withdraw at any time. We received 42 responses from 
ASL learners and 23 from ASL instructors; for analysis, we include 
only complete submissions, yielding 30 ASL learners (𝑁 =30; 10 
Deaf, 18 hearing, and 2 preferring not to say) and 15 ASL instruc-
tors (𝑁 =15). Participation was voluntary and uncompensated. 

3.1.2 Learner survey. The learner survey comprised 40 items orga-
nized into several logical sections. Sections A–E were administered 
to all 30 learners in this study and probed: (A) demographics and 
ASL background, (B) current practice patterns and device usage, 
(C) self-efficacy and motivation around ASL learning, and (D) atti-
tudes toward an AI-powered practice tool. Part A collected basic 
background information, including age, gender (optional), Deaf 
identity (optional), years since first ASL exposure, self-reported 
proficiency (5-point scale from novice to near-native), and current 
learning context. Part B focused on current practice habits: learn-
ers reported how often they use ASL in communication, typical 
practice contexts, and devices they currently use for practice (e.g., 
laptop camera, phone camera, smartglasses, wearables, or none). 
Part C measured motivation and self-efficacy using 5-point Lik-
ert items (1= strongly disagree, 5= strongly agree). Items included 
prompts such as “Improving my ASL matters a lot to me” and “I can 
detect and correct my own signing mistakes on my own,” which 
we later used to characterize the tension between motivation and 
confidence. Part D asked about system acceptance and feature pref-
erences (e.g., “This system would help me improve faster”), along 
with questions about whether learners would use such a system 
inside class, outside class, or both. 

3.1.3 Instructor survey. The instructor instrument contained 24 
items covering the teaching context, student difficulties, feedback 
capacity, potential system use cases, and implementation considera-
tions. Part A (Questions 1–5) screened for active teaching status and 
collected context such as primary setting (e.g., K–12, university) and 
years of ASL teaching experience. Part B (Questions 6–20) asked 
instructors to characterize common student difficulties and chal-
lenges in providing individualized feedback. They selected which 
aspects of ASL learners struggle with most (e.g., handshape, palm 
orientation, location, movement trajectory, non-manual markers), 
and answered open-ended questions such as “Describe a typical 
signing error you frequently correct.” Part C focused on feedback 
capacity, asking how often instructors can provide individualized 
feedback in class. Part D (Questions 21–24) probed preferences for 
an AI feedback tool. Likert items asked about perceived useful-
ness and acceptable error trade-offs. Multiple-choice items asked 
instructors to select the most valuable use cases (e.g., guided drills, 
sentence practice) and preferred deployment settings. 

3.1.4 Analysis. We used descriptive statistics (means, standard 
deviations, and frequency distributions) to summarize quantita-
tive items. For open-ended responses, two authors independently 
performed inductive thematic analysis [9] to identify recurring 
themes around motivation, independent practice challenges, and er-
ror types. Coding disagreements were resolved through discussion 
until full agreement was reached. The resulting themes underpin 
the three findings reported below and directly inform the design 
goals in Section 3.3. 
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3.2 Findings: Empirical Grounding for System 
Design 

Our analysis of the survey data contextualizes known second lan-
guage acquisition (SLA) challenges within the specific constraints 
of ASL learning, revealing three design imperatives. We do not 
present these findings as novel contributions to learning theory; 
rather, they empirically ground our design goals in the ASL context. 

3.2.1 Finding 1: The Confidence Gap Driven by Feedback Latency. 
Consistent with broader SLA literature on motivation, feedback, 
and self-efficacy [33, 44], our participants exhibited a marked dis-
crepancy between high motivation and lower self-efficacy. Learn-
ers strongly agreed that “Improving my ASL matters a lot to me” 
(𝑀=4.3, 𝑆𝐷=0.9), yet their confidence in self-correction was sig-
nificantly lower and more varied (e.g., “I can detect and correct 
my own signing mistakes on my own," 𝑀=2.9, 𝑆𝐷=1.0). Qualitative 
responses suggest this is not merely a lack of knowledge, but a struc-
tural issue in ASL practice: without a teacher’s immediate feedback, 
learners struggle to overcome the visual perspective mismatch (ego-
centric versus frontal views) and remain uncertain whether their 
productions are acceptable. Instructors confirmed this availability 
gap, citing “limited class time" and class sizes of “16–25” as barriers 
to providing the immediate, form-focused feedback required to 
bridge this gap. Therefore, the system need is not just for “more 
practice," but specifically for low-latency, error-aware feedback that 
approximates a teacher’s corrective gaze outside of class. 

3.2.2 Finding 2: Perceived Utility of Granular, Parameter-Level Feed-
back. Both groups converged on the need for specific feedback 
modalities. Instructors reported that students struggle most with 
non-manual features (11 teachers), followed by fluency and clarity 
(8), timing and holds (7), and handshape accuracy (4). Learners ex-
pressed a corresponding desire for features that combine granular, 
production-level feedback with practical usability (Figure 2). Learn-
ers’ high intent-to-use ratings (e.g., 𝑀=4.1 for “I would practice 
ASL more frequently with such a system") could be read as predic-
tions about future behavior. In light of prior work on the limits of 
such self-reports, we instead interpret these ratings as attitudinal 
measures of dissatisfaction with current tools and perceived utility of 
the proposed features, rather than as reliable predictors of future 
practice. Notably, regarding privacy, participants appeared to treat 
privacy as a baseline expectation rather than a value-add feature; 
this explains why privacy ranked lower in the multiple-choice fea-
ture list despite frequent privacy concerns in open-ended responses. 
This distinction motivates our decision to treat privacy as a first-
order design constraint by excluding face and body sensing, rather 
than an optional add-on. Teachers’ top-ranked use cases, such as 
“Sentence Practice" and “Time/Tempo Calibration" (Figure 4), fur-
ther suggest the system should act as a “teacher’s assistant" that 
offloads rote mechanical correction. This aligns with form-focused 
instruction theories [35], reinforcing that our system should prior-
itize manual-parameter feedback to free up instructors for more 
complex cultural, pragmatic, and non-manual teaching. 

3.2.3 Finding 3: The Dimensionality Mismatch. Our findings also 
highlight a fundamental disconnect in current practice tools. In-
structors report that the most significant learning hurdles are in-
herently spatial and dynamic, citing "spatial location," "non-manual 

0 5 10 15 20 25 
Number…of…Selections 

Privacy 

Gamification 

Progress…Dashboard 

Offline…Mode 

Classroom…Mode 

Adaptive…Curriculum 

Comfort 

Location…Guides 

Error…Log 

Palm…Orientation…Prompts 

Movement…Timing/Fluency…Meter 

Handshape…Correction 

Fe
at

ur
e 

Figure 2: Frequency of valued features for a wearable ASL 
learning system. Privacy ranks lower quantitatively, but qual-
itative data suggest it is viewed as a baseline requirement 
rather than a value-add feature. 

markers," and "coarticulation." However, our learner survey reveals 
that students are equipped with tools fundamentally misaligned 
with this goal: their practice is technologically limited to static, 
two-dimensional viewpoints using laptop cameras (13) and phone 
cameras (12). This dimensionality mismatch highlights a signifi-
cant opportunity for our proposed wearable, egocentric system 
to address this gap by capturing the signing process from a first-
person, three-dimensional perspective that better reflects how ASL 
is produced and perceived in situated interaction. 

3.3 Design Goals 
Based on the formative insights in Section 3.2, we identify three 
core design goals to guide the development of our system. Together, 
these goals aim to bridge the gap between learner needs and instruc-
tor constraints while addressing the limitations of current practice 
tools. 

3.3.1 DG1: Bridge the “Availability Gap” via Scalable, High-Frequency 
Feedback. Rationale (Finding 1). Finding 1 revealed a critical 
“feedback latency” problem: learners report low confidence when 
practicing alone, while instructors lack the bandwidth to provide 
individualized correction in large classes. Feedback is valued but 
chronically sparse. 

Design strategy. The system should function as an always-
available “teacher’s assistant” that provides immediate, automated 
corrective loops. Unlike traditional classroom settings where feed-
back is infrequent, our goal is to support high-frequency, self-paced 
practice sessions. By automating the detection of fundamental er-
rors, the system offloads repetitive “grading” work from instructors 
and helps learners build confidence through private, low-stakes 
iteration. 

3.3.2 DG2: Prioritize Manual Mechanics as a Pedagogical Scaffold. 
Rationale (Finding 2). Finding 2 highlighted a tension between 
instructor priorities and learner readiness: instructors emphasized 
non-manual markers (e.g., facial expressions, gaze) and fluency 
as crucial for advanced proficiency, whereas novice learners re-
ported feeling overwhelmed and explicitly asked for help with 
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Figure 3: ASL teachers’ ratings of the potential useful-
ness of an AI-powered ASL learning system. 
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Figure 4: ASL teachers’ most valued use cases for an AI-
powered system. 

basic manual parameters (e.g., handshape and movement timing) 
to stay motivated. 

Design strategy. As discussed in Section 1, grounded in SLA 
and cognitive scaffolding, we deliberately prioritize the detection 
and correction of manual parameters, handshape, movement, lo-
cation, and orientation, in our initial design. By isolating these 
articulatory skills, the system reduces cognitive load for novices 
and helps them stabilize the “motoric basics” of signing before inte-
grating more complex non-manual markers. This approach aligns 
with learners’ desire for granular, production-level feedback and 
lays the groundwork for the higher-order, holistic proficiency that 
instructors ultimately value. 

3.3.3 DG3: Resolve the “Dimensionality Mismatch” with Egocentric 
3D Sensing. Rationale (Finding 3). Finding 3 exposed a fundamen-
tal disconnect: ASL is inherently spatial and dynamic, yet learners 
primarily practice with static, 2D tools (e.g., laptop or phone web-
cams) that cannot reliably capture depth, hand–body relations, or 
complex trajectories such as coarticulation. 

Design strategy. To address this dimensionality mismatch, our 
system must move beyond 2D RGB inputs. We adopt egocentric 
stereo sensing to capture the signing space from the learner’s first-
person viewpoint. This design choice serves two purposes. Spatial 
fidelity: stereo depth provides the missing 𝑧-axis information that 
is critical for assessing spatial location and movement trajectories 
highlighted in Finding 2. Cognitive alignment: an egocentric view-
point reduces mental rotation and mirroring demands, allowing 
learners to map feedback directly onto their own body coordinates 
rather than interpreting a third-person, front-view image. 

4 System Design and Implementation 
In this section, we present our system design in two parts: (i) an 
expert-supervised ASL feedback library, and (ii) an end-to-end ASL 
learning pipeline that integrates egocentric sensing, multi-task 
error detection, and LLM-driven feedback generation. 

4.1 Expert-Supervised Error-Aware Feedback 
Library 

Informed by the "Confidence Gap" and the demand for actionable 
correction identified in User Study I, our first design goal was to 
translate raw error detections into actionable corrective feedback. 

To ensure pedagogical validity, we grounded our feedback taxon-
omy in the standard phonological model of ASL, which categorizes 
signs into five distinct parameters: handshape, movement, location, 
palm orientation, and non-manual markers [73]. These parameters 
form the structural basis of widely used ASL curricula, such as Sign-
ing Naturally, and serve as the standard framework for assessing 
L2 learner proficiency [51]. Prior research in Second Language Ac-
quisition (SLA) establishes that novice learners exhibit systematic 
production errors within these specific parameters [59]. Building 
on this foundation, we summarized these standard parameters into 
a set of 21 discrete, detectable error types (detailed in Appendix I, 
Table 5). 

Participants and Procedure. The design team comprised six 
members: one ASL instructor and five computer scientists specializ-
ing in HCI and sign language technologies. The ASL instructor had 
over 16 years of ASL teaching experience, and several of the com-
puter scientists had prior experience with ASL technologies. The 
expert-supervised design procedure followed an iterative workflow: 

• We first held an online Zoom meeting to discuss the error 
space, including how automatic error signals could be trans-
lated into learner-facing feedback. During this meeting, the 
ASL instructor raised concerns about semantic confusions 
between signs (e.g., a learner producing the sign for YOU 
instead of I ). Because such lexical substitutions are difficult 
to detect reliably with our current system, the team decided 
to scope the error library to form-level deviations (e.g., ori-
entation) rather than semantic substitutions. The group also 
discussed the technical feasibility of different error categories 
and the kinds of feedback that could realistically be triggered 
by the system. 

• After the Zoom meeting, a computer scientist with ASL-
technology experience drafted an initial version of the error 
taxonomy and feedback templates based on the discussion 
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and system constraints, and circulated the draft to the entire 
design team by email. 

• The team then iteratively refined the categories and wording 
through email discussions, focusing on two aspects: (1) ped-
agogical clarity and natural classroom phrasing, led by the 
ASL instructor, and (2) technical feasibility and alignment 
with the error signals that our system can detect, led by the 
computer scientists. 

• Finally, we held a follow-up Zoom meeting to review all 
items one by one and finalize the error tables. 

4.1.1 Quality Validation. To evaluate the quality of our feedback 
library, we recruited ASL learners to complete a voluntary, uncom-
pensated online survey administered via Google Forms. Participants 
reviewed individual feedback items and rated four learner-centered 
dimensions: Clarity, Actionability, Usefulness, and Satisfaction. We 
selected these metrics based on prior work in instructional feed-
back and technology-driven language learning, which emphasizes 
that effective formative feedback should be understandable, specify 
concrete next steps, and be perceived as helpful and motivating by 
learners [25, 26, 39, 65]. In our context, Clarity captures how easily 
learners can understand the guidance, Actionability reflects how 
readily they can translate the message into concrete corrections, 
and Usefulness and Satisfaction capture the perceived value and 
affective acceptance of the feedback. This study was approved by 
the university’s Institutional Review Board (IRB). 

We collected ratings from ASL learners (𝑁 =9) using a 5-point 
Likert scale (1 = very low, 5 = very high). We analyzed the data using 
descriptive statistics to obtain mean scores for each dimension. As 
shown in Table 2, learners rated all dimensions above 3.5. Notably, 
Satisfaction (4.3) and Usefulness (4.2) were the highest, supporting 
the motivational potential of the tool. The slightly lower rating for 
Actionability (3.7) highlights the challenge of translating feedback 
into physical correction without real-time, body-anchored visual 
guidance. 

Metric Average Score (1–5) 
Clarity 3.9 / 5 
Actionability 3.7 / 5 
Usefulness 4.2 / 5 
Satisfaction 4.3 / 5 

Table 2: ASL learner ratings of feedback quality (Likert 1–5). 

4.2 System Implementation 
Our system is an end-to-end ASL learning platform designed to 
detect and explain signing errors in a pedagogically grounded way. 
As illustrated in Fig. 5, the pipeline consists of three components: 
(I) reconstruct 3D hand poses and extract ASL-specific features 
based on egocentric sensing; (II) align sequences via cross-attention 
for multi-task error detection; and (III) utilize an LLM to generate 
actionable feedback for learners. 

4.2.1 Egocentric Sensing. 

Hardware Setup. To capture egocentric signing input, we use a 
ZED 2i stereo RGB camera [68] mounted on a lightweight, custom-
fitted headband worn by each participant. The stereo camera cap-
tures synchronized RGB video at 2K resolution with a wide field 
of view, enabling high-fidelity recording of both hands across an 
extended signing workspace. The head-mounted configuration en-
sures that hand movements are continuously visible while allowing 
participants to move freely without external constraints. This setup 
simulates the form factor of smart glasses, aligning with future de-
ployment scenarios for wearable ASL learning systems. The camera 
connects to a host laptop via USB 3.0 and streams stereo video at 
30 FPS. To support time-synchronized capture, we use on-device 
IMU signals to detect camera motion and trigger adaptive smooth-
ing during later processing stages. All recordings are timestamped 
and stored locally using a custom logging utility that preserves 
stereo frame alignment. The camera and headband assembly is 
calibrated offline using a checkerboard rig to correct lens distortion 
and ensure accurate depth triangulation. This hardware setup bal-
ances recording quality, user comfort, and reproducibility, serving 
as a reliable foundation for downstream gesture reconstruction and 
modeling. 

Preprocessing. As illustrated in Fig. 6, the preprocessing stage 
transforms raw dual-view egocentric video into structured sequences 
suitable for transformer-based modeling. We first synchronize the 
stereo RGB streams from the head-mounted ZED 2i and apply a 
MediaPipe-based tracker to detect 2D hand and finger landmarks 
in both views for each frame. Using the calibrated stereo geome-
try, we triangulate corresponding landmarks to recover 3D joint 
positions over time. To reduce depth noise and frame-to-frame 
jitter inherent in egocentric capture, we apply a Savitzky–Golay 
smoothing filter to each 3D trajectory. The smoothed skeletons are 
expressed in a head-centered egocentric coordinate frame derived 
from the camera pose, and bone lengths are normalized to account 
for inter-participant body-size variation. This pipeline yields metri-
cally consistent, anatomically plausible 3D hand trajectories that 
preserve the spatial layout of signing space while remaining com-
parable across sessions and learners. 

From these reconstructed trajectories, we derive compact geo-
metric and kinematic descriptors that align with ASL instructional 
dimensions. For each frame, we compute joint angles and inter-
joint distances to characterize handshape, palm normal vectors, and 
wrist–forearm orientation to capture orientation, and wrist posi-
tions relative to the head to encode signing location. We further es-
timate motion energy from frame-wise velocities and accelerations 
to describe movement and timing. All features are standardized and 
passed through a linear projection layer that maps each frame into 
a fixed-dimensional embedding, with sinusoidal positional encod-
ings to preserve temporal order and learned type embeddings to 
distinguish learner versus exemplar streams. After feature extrac-
tion, only these de-identified embeddings and associated timing 
metadata are retained. This design produces transformer-ready in-
put sequences that remain faithful to ASL phonological parameters 
while improving computational efficiency, preserving privacy, and 
decoupling downstream modeling from any particular camera or 
video format. 

4.2.2 Multi-Task Error Detection. 
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Figure 6: Preprocessing and feature embedding pipeline. Dual egocentric RGB inputs are processed by MediaPipe-based and 
IMU-assisted modules for calibration, localization, and alignment, yielding 3D skeletons and derived geometric features. These 
are embedded through parallel MLP branches (skeleton and geometry) and projected into token sequences for transformer-
based modeling. On the right, example reconstructed 3D hand trajectories illustrate the articulated outputs produced after 
preprocessing, which discard raw video while retaining motion and structural fidelity. 

Transformer encoder. We model the preprocessed token sequence 
with a transformer encoder that captures both temporal dependen-
cies and cross-stream relations between student and teacher sign-
ing. Unlike recurrent alternatives, transformers provide a global 
receptive field, allowing the model to align long-range gestures 
while still attending to fine-grained deviations. The encoder pro-
duces a global clip-level embedding summarizing overall signing 
quality and frame-wise embeddings that preserve local dynamics, 
supporting detection of both holistic misalignments (e.g., incorrect 
dominant hand) and brief deviations (e.g., transient orientation 
errors). 

Multi-task error heads. On top of the encoder, we attach four 
error heads that match key pedagogical parameters in ASL instruc-
tion: Handshape, Orientation, Location, and Movement. Each head 
consumes both the global clip embedding and frame-wise embed-
dings, and outputs a continuous error score along with a confidence 
estimate for its parameter. These scores quantify how far a learner’s 
production deviates from the teacher exemplar at the 3D motion 
level. 

Pedagogical alignment. The Handshape head captures dominant 
hand choice and handshape stability. The Orientation head esti-
mates palm direction relative to a canonical reference, a critical cue 
for lexical contrast in ASL. The Location head measures whether 

the sign is produced in the correct ASL region of signing space 
(e.g., mouth, chest, neutral space). The Movement head evaluates 
trajectory smoothness and temporal alignment, which instructors 
identify as key markers of signing fluency. Together, these four 
heads align the model’s internal representation with the manual 
parameters emphasized in early-stage ASL curricula. 

Video-level decisions. We determine whether a learner’s produc-
tion requires correction using the continuous error scores produced 
by each head. For parameters we compare the error score against 
a parameter-specific threshold calibrated on a held-out validation 
set. Scores below the threshold indicate acceptable performance 
and trigger encouragement; scores above indicate a meaningful 
deviation and proceed to semantic mapping. Parameters that fail 
the confidence gate are treated as uncertain and do not trigger feed-
back. A video is considered fully correct only if all four parameters 
fall below their respective thresholds. 

Mapping error scores to feedback semantics. The Error-Aware 
Feedback Library (Section 4.1) provides the pedagogical semantics 
for interpreting model outputs. We use the continuous error scores 
as a bridge from 3D motion to these human-defined categories. 
Orientation errors are converted by measuring the angular differ-
ence between predicted and exemplar palm normals, where both 
direction (e.g., outward vs. inward) and magnitude determine the 



CHI ’26, April 13–17, 2026, Barcelona, Spain Yongxiang Cai and Zhenghao Li et al. 

assigned library category and severity level. Location deviations 
are mapped by comparing the learner’s 3D wrist trajectory against 
canonical ASL regions defined during expert-supervised design, 
using displacement direction and distance thresholds refined with 
instructor input. Movement errors arise from temporal misalign-
ment; mismatched segments and boundary offsets are labeled as 
missing movement, overshoot, or mis-timing. Handshape predictions 
are matched to the library’s handshape groups; unstable or mis-
matched formations trigger categories such as incorrect shape or 
unstable formation. 

Structured output for the LLM. The resulting error categories, 
severities, and confidences are organized into a standardized JSON 
schema (e.g., {parameter, category, severity, confidence}). 
This structured representation keeps outputs interpretable and 
consistent across parameters, supports systematic evaluation, and 
serves as input to the large language model that generates student-
facing feedback, tightly aligning technical detection with expert-
supervised error categories in the feedback library. 

4.2.3 LLM-Driven Feedback Generation. While the multi-task de-
tection heads produce structured predictions of ASL errors, these 
outputs must be turned into pedagogically meaningful instructions 
for learners. We use a large language model (LLM), specifically 
GPT-4, as a feedback generator conditioned on the structured de-
tection results. The main design challenge is to connect low-level 
error slots with natural-language feedback in a consistent, accurate, 
and student-friendly way, which we tackle with a structure-aware 
prompting strategy. 

Structured input. We serialize the outputs of the four error-detection 
heads into JSON with labeled slots. Each slot corresponds to a core 
error type (handshape, orientation, location, movement) and 
stores parameter values, units, and confidence scores. For example: 
{ 
"sign_id": "GIVE", 
"orientation_error": 
{"value": 12.3, "unit": "deg", "conf": 0.91}, 
"location_error": 
{"value": 1.7, "unit": "cm", "conf": 0.87}, 
"movement_error": 
[{"type":"pause","start":23,"end":35,"conf":0.78}], 
"handshape_error": 
{"status":"misaligned","conf":0.65} 
} 

This representation keeps all LLM inputs grounded in machine-
verified measurements. 

Prompt skeleton. A structured prompt template defines the LLM’s 
role and expected output. The persona is an ASL instructor giving 
corrective feedback, and the reasoning is stepwise: (i) identify the 
primary error, (ii) explain it in plain language, (iii) suggest correc-
tions, and (iv) end with encouragement. The output is constrained 
to JSON with two fields: student_feedback, which gives short 
advice for learners, and teacher_notes, which summarizes the 
detected errors. 

Confidence gating. To ensure reliability, we implement a gating 
mechanism based on detection confidence. If one error type has 

confidence ≥ 0.6 and exceeds others by at least 0.15, the LLM is 
instructed to report only that error. If another error lies within 
0.15 of the top score, both are included as primary and secondary 
errors. If all confidence scores fall below 0.55, the model outputs 
only generic supportive feedback without attributing specific errors. 
This prevents over-diagnosis and aligns the LLM output with the 
statistical reliability of the detector. We empirically validated the 
gating thresholds by sweeping values in [0.1, 0.9] on a held-out 
validation set. As shown in Fig. 7, performance peaked at 0.6 for pri-
mary error selection, 0.55 for secondary-slot retention, and 0.15 for 
rejecting uncertain detections, balancing recall and hallucination 
risk. 

Few-shot in-context examples. To stabilize generation, the prompt 
includes 2-3 demonstration pairs illustrating the mapping from 
input JSON to output JSON. For instance, an orientation deviation 
of 22◦ with confidence 0.92 would yield: 
{ 
"student_feedback": "Your palm is rotated outward a little. 

Try turning it inward.", 
"teacher_notes": { 

"primary_error": "orientation", 
"confidence": 0.92, 
"details": "Deviation of 22° outward." 

} 
} 

These exemplars constrain the output format, reduce hallucination, 
and encourage pedagogically consistent phrasing. 

5 User Study II: Comprehensive System 
Evaluation on Real User Data 

To validate our end-to-end ASL learning system, we conduct User 
Study II for a comprehensive system evaluation. Using an egocen-
tric stereo dataset of 230 high-frequency ASL signs collected from 
13 learners, we evaluate the system at three complementary lev-
els: (i) scoring-level stability, where we examine whether 3D ASL 
sign error scores behave robustly on correct versus erroneous ASL 
signs; (ii) video-level agreement, where we quantify how closely 
the system’s acceptability decisions match ASL instructors; and (iii) 
pedagogical behavior, where we ask whether the resulting feed-
back pattern aligns with what learners and teachers expect from a 
helpful tool. 

5.1 Study Protocol 
5.1.1 Hardware and Environment. The egocentric input was recorded 
using a ZED 2i stereo RGB camera [68] mounted on a lightweight 
headband worn by each participant, simulating a smart-glasses 
configuration for everyday practice. The camera was positioned to 
capture a stable, unobstructed view of both hands across a wide sign-
ing workspace. All sessions took place in a quiet conference room 
with consistent lighting and minimal background clutter. A synchro-
nized front-view Intel RealSense D435i RGB-D camera [14] provided 
ground-truth 3D joint annotations and a familiar, instructor-like 
viewpoint for ASL expert assessment. 

5.1.2 Vocabulary Selection. To ensure pedagogical relevance, we 
curated a representative vocabulary of 230 high-frequency, widely 
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taught ASL words. Building on prior work such as SonicASL [31], 
WearSign [84], the How2Sign dataset [15], and the ASLLRP Sign 
Bank [13], we selected signs that appear frequently in beginner 
and intermediate curricula while keeping the scope manageable 
for controlled experimentation. Before learner data collection, an 
ASL expert recorded canonical exemplar videos for all signs, which 
serve as the reference trajectories for error detection and feedback. 

5.1.3 Participant and Procedure. We conducted an IRB-approved 
study with 13 Deaf participants (7 women, 6 men; age 20–50) who 
were currently enrolled in ASL courses, with proficiency ranging 
from novice to advanced ASL learners. Data collection for each 
participant lasted no more than two hours, and participants were 
informed that they could withdraw at any time without penalty. 
Participation in the study was voluntary, and participants were com-
pensated at $65 per hour. As shown in Fig. 8, participants wore the 
simulated smart-glasses prototype and followed two complemen-
tary protocols: (i) novice learners first imitated video demonstra-
tions of each sign and then produced an unguided rendition from 
memory, and (ii) advanced learners produced paired renditions, 
beginning with a canonical version followed by an intentionally 
erroneous version based on mistakes they recalled making. Each 
two-hour session included three breaks (each break for 10 minutes); 
at each break, the glasses were removed and re-mounted to ap-
proximate natural usage and stress-test robustness to small pose 
changes. The dataset was divided into training (9 users), validation 
(2 users), and test (2 users) splits. 

5.2 Evaluation Metrics 
As introduced in Section 4, our proposed end-to-end ASL learn-
ing system comprises three components: egocentric sensing for 
reconstructing the four ASL manual parameters, error detection, 
and feedback generation. In this section, we explicitly introduce 
three metrics: scoring-level stability, video-level agreement, and 
feedback-level coverage and hallucination to measure these previ-
ous three components, respectively. 

Scoring-level Stability. For orientation and location, we compute 
RMSE [27] and the proportion of frames whose error falls below 
fixed thresholds (20◦ and 10 cm). For movement and handshape, we 
treat ASL instructor-marked error intervals as segments and com-
pare them to model-predicted segments, deriving segment-level 
false positive rate (FPR), recall, boundary mean absolute error (B-
MAE) [58], and F1 under a 15-frame temporal tolerance. These 
choices mirror common practice in 2D/3D human pose evalua-
tion, which combines distance-based error with thresholded accu-
racy [81, 85], and in temporal action segmentation, which reports 
frame-wise accuracy together with segmental F1 at fixed overlap 
or temporal tolerances [17, 40]. These metrics capture how stable 
and interpretable the 3D error scores are before any thresholding 
or LLM feedback. 

Video-level Agreement. Finally, for each parameter, we compute 
video-level recall (coverage), video-level FPR (hallucinated error 
rate), and the overall V-SR, capturing end-to-end agreement be-
tween system decisions and instructor-labeled. Each level targets a 
different potential failure mode of the system. Scoring-level metrics 
isolate whether the 3D geometry and timing signals are numeri-
cally meaningful before any thresholds or language modeling are 
applied. Feedback-level coverage and hallucination directly quan-
tify whether the LLM output matches those signals for pedagogical 
trust. Video-level agreement (V-SR), captures the learner behaviour 
by asking whether the final accept/reject pattern for each practice 
attempt matches. This separation avoids conflating issues in sens-
ing, language generation, and decision logic into a single aggregate 
score. 

Feedback-level Coverage and Hallucination. For each video–parameter 
pair, we compare teacher labels with the feedback text. If teachers 
mark a parameter as Not Accept and the feedback explicitly men-
tions that error, we count a true positive; missing such an error 
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yields a false negative. Coverage is TP/(TP + FN), i.e., a recall-style 
measure over true errors. Conversely, if teachers label a parameter 
as Accept but the feedback text still implies an error, we count a 
hallucinated false positive; the hallucination rate is FP/(FP + TN). 
This TP/FN/FP/TN formulation matches recent work on LLM hal-
lucination and “knowing when you do not know,” which similarly 
reports recall-style coverage and hallucination/error rates over la-
beled facts [3, 70]. These metrics describe how often the feedback 
surfaces real problems versus inventing spurious ones. 

5.3 Evaluation Results 
5.3.1 Scoring-Level Stability Results. We analyze the scoring layer 
by examining reconstructed 3D hand trajectories and geometric 
/kinematic features. We define a set of interpretable metrics: ori-
entation angle error, location distance, a global alignment score, 
and boundary timing (quantified by Boundary Mean Absolute Er-
ror, or B-MAE, in seconds). Table 3 details the behavior of these 
continuous scores on curated “correct” versus “error” subsets. On 
instructor-accepted productions, 90.1% of frames exhibit orienta-
tion errors below 20◦ and 89.2% have location errors below 10 cm, 
indicating that the reconstructed trajectories are stable and metri-
cally consistent. Conversely, on videos containing injected learner 
mistakes, these same thresholds recover 64–65% of violations. For 
movement and handshape, segment-level false positive rates remain 
below 4%, with a B-MAE of approximately 0.5 s and recall/F1 scores 
around 0.56–0.59 (15-frame tolerance). Finally, the alignment score 
effectively discriminates between correct and erroneous sequences 
(0.62 vs. 0.44 on average), confirming that our scoring functions 
are low-noise on accepted samples yet sensitive to meaningful 
deviations. 

5.3.2 Video-Level Agreement Results. At the video level, our full 
model achieves a V-SR of 79.14%, meaning that for roughly four out 
of five practice attempts the pattern of Accept/Not Accept decisions 
across the four parameters exactly matches instructor-labeled. The 
overall video-level recall is 78.66%, and the video-level FPR is 5.93%. 
Per-parameter video-level recall remains high (81.68–84.69%), with 
correspondingly low FPRs (2.52–8.18%). Together, these results 
indicate that the system surfaces most problematic parameters that 
instructors would correct while rarely treating instructor-accepted 
productions as erroneous. 

5.3.3 Feedback-Level Coverage and Hallucination Results. At the 
feedback level, we directly apply the coverage and hallucination 
metrics. Aggregated across parameters, the feedback achieves 80.10% 
coverage, meaning that in about four out of five instructor-marked 
Not Accept cases, the generated text mentions the corresponding 
error. When instructors label a parameter as Accept, the feedback 
incorrectly signals an error only 5.63% of the time. In practice, this 
means the system surfaces most genuine problems while rarely 
adding spurious corrections, supporting the pedagogical reliability 
of the LLM-generated feedback. 

5.4 Ablation Results 
Table 4 summarizes video-level success rate (V-SR), video-level 
recall and false positive rate (FPR), and per-parameter recall/FPR 
across model variants. These comparisons highlight how sensing 

configuration, temporal alignment, detection architecture, and con-
fidence gating affect the reliability of error detection. 

The 2D mono-view baseline yields the lowest V-SR (53.97%) and 
a low video-level recall (46.44%, i.e., an implied FNR of 53.56%), with 
per-parameter recall hovering around 55–58% despite moderate 
FPRs. In this condition, we retain the egocentric viewpoint but col-
lapse our stereo input into a single monocular stream to isolate the 
contribution of stereo geometry. The large number of missed errors 
suggests that monocular egocentric trajectories are insufficient to 
robustly capture fine-grained ASL parameter deviations. 

The front-view baseline improves V-SR to 68.54% and achieves 
high per-parameter recall (71.88–87.71%) while keeping FPRs low 
(2.64–6.17%). Here, we discard egocentric sensing entirely and in-
stead use a front-facing RGB camera, providing a non-egocentric 
comparison that resembles conventional lab setups. The results 
indicate that richer front-view visual input strengthens error detec-
tion, but still underperforms our egocentric stereo configuration in 
both video-level success and error trade-offs. 

The rule-based baseline attains a moderate V-SR of 57.88% with a 
relatively high overall FPR of 33.98% and mid-range per-parameter 
recall (64.39–72.65%). In this setting, we reuse the same parameter-
specific error scores as our model but replace the LLM with hand-
crafted thresholds and heuristics to study the effect of removing 
learned language-based feedback. The tendency to over-flag poten-
tial issues suggests that deterministic rules make the system overly 
“sensitive,” increasing feedback noise for learners. 

The zero-shot GPT baseline further raises V-SR to 63.89% and 
yields relatively high per-parameter recall (73.95–77.99%), but it 
also produces the highest overall FPR (36.37%). For this condition, 
we directly prompt GPT-3.5 in a zero-shot manner, without our 
structured error-detection pipeline, to assess how far off-the-shelf 
LLM feedback can go on its own. The strong over-flagging pattern 
implies that, without grounded error scores, a generic LLM tends 
to identify too many “errors,” which limits the reliability of its 
feedback. 

The DTW alignment baseline achieves a V-SR of 56.23% with 
video-level recall of 63.09% but an overall FPR of 40.81%. Per-parameter 
FPRs are also high (35.05–42.69%). This pattern indicates that naive 
temporal alignment via DTW leads to many spurious mismatches 
between learner and exemplar trajectories, inflating false alarms 
even when recall is reasonable. 

The single-head baseline improves V-SR to 62.59% and attains 
video-level recall of 60.73%, but its overall FPR remains high at 
32.64%, with per-parameter FPRs around 30–35%. Collapsing all 
parameters into a single detection head, therefore, blurs distinctions 
between error types and makes it harder to suppress incorrect flags 
on specific parameters. 

The “no confidence gating” variant already performs strongly, 
with V-SR of 78.35%, video-level recall of 79.34%, and FPR of 12.85%. 
Per-parameter recall is high (82.61–85.53%), but FPRs remain in 
the 9–15% range. These results show that our egocentric stereo 
representation and multi-head error detectors are effective even 
without gating, but also that the system still raises a nontrivial 
number of false alarms. 
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Table 3: Algorithmic evaluation on curated correct vs. error sets. The second column reports accuracy and stability on instructor-
accepted videos, while the third column reports detection performance on videos with injected parameter errors. 

Task / Metric Accuracy on correct videos Detection on error videos Unit / Note 
Orientation RMSE = 10.1◦ , Acc≤20◦ = 90.1% TPR@20◦ = 64% RMSE (deg), accuracy / TPR (%) 
Location RMSE = 6.2 cm, Acc≤10 cm = 89.2% TPR@10 cm = 65% RMSE (cm), accuracy / TPR (%) 
Movement FPRseg = 3.5%, B-MAE = 0.53 s Recall@15f = 63.2%, F1@15f = 0.56 FPR/recall/F1 (%), boundary MAE (s) 
Handshape FPRseg = 3.8%, B-MAE = 0.56 s Recall@15f = 63.2%, F1@15f = 0.59 FPR/recall/F1 (%), boundary MAE (s) 
Alignment 𝑆 = 0.62 on correct videos 𝑆 = 0.44 on error videos Soft-DTW score 𝑆 ∈ [0, 1] 

Table 4: Ablation of the error detection pipeline: video-level success rate (V-SR), video-level recall and false positive rate (FPR), 
and per-parameter recall/FPR for location, orientation, handshape, and movement across baseline variants. 

Video level (%) Location (%) Orientation (%) Handshape (%) Movement (%) 
Model V-SR Recall FPR Recall FPR Recall FPR Recall FPR Recall FPR 

2D Mono-view baseline 53.97 46.44 19.51 57.86 10.26 55.67 8.59 54.41 7.94 56.43 11.87 
Front-view baseline 68.54 68.16 15.39 87.71 2.64 77.41 6.17 71.88 4.66 83.19 5.38 
Rule-based baseline 57.88 50.25 33.98 72.65 14.97 69.00 11.63 64.39 8.86 69.62 12.86 
Zero-shot GPT baseline 63.89 66.31 36.37 77.99 16.49 77.00 13.61 73.95 10.83 76.67 12.26 
DTW alignment baseline 56.23 63.09 40.81 66.80 38.04 70.66 36.53 66.26 35.05 64.84 42.69 
Single-head baseline 62.59 60.73 32.64 64.65 35.04 68.68 30.47 63.42 32.75 60.92 34.57 
No confidence gating 78.35 79.34 12.85 83.50 11.57 85.53 9.07 82.61 10.51 83.49 14.54 
Ours 79.14 78.66 5.93 84.60 5.19 84.69 2.52 81.68 3.65 83.15 8.18 

Our full model achieves the highest V-SR (79.14%) while reduc-
ing overall FPR to 5.93% and maintaining consistently high per-
parameter recall (81.68–84.69%). This configuration combines ego-
centric stereo input with temporal alignment, parameter-specific 
detectors, and confidence gating before passing structured signals 
to the LLM. Compared with the “no confidence gating” variant, gat-
ing trades a small reduction in recall (79.34% to 78.66%) for a large 
drop in FPR (12.85% to 5.93%), leading to cleaner feedback at the 
video level. The resulting balance indicates that our design surfaces 
genuine errors with high coverage while avoiding overwhelming 
learners with spurious alerts. 

5.5 Impact on Pedagogical Behavior 
At the pedagogical level, we do not claim long-term learning gains 
in this paper. Instead, we ask whether the system behaves like a 
useful source of corrective feedback for ASL learners. In our context, 
this means two things: most of the errors that instructors would 
correct should be surfaced, and spurious “hallucinated” errors on 
acceptable productions should be rare. The quantitative results 
suggest that the system largely meets these requirements. At the 
video level, a success rate of 79.14% means that in roughly four out 
of five practice attempts, the pattern of pass/fail decisions across 
the four parameters exactly matches instructor judgments. In other 
words, for most practice videos the learner would see a feedback 
pattern that is indistinguishable from what a teacher would say for 
the same attempt. In addition, around 79% of videos that instructors 
consider problematic are also flagged by the system, while only 
about 6% of instructor-accepted videos are incorrectly treated as 
problematic. This implies that a typical self-directed practice session 
at home or in class is unlikely to consist of long stretches with no 

feedback at all: most sessions will contain multiple, teacher-aligned 
corrections that learners can act on. 

At the parameter level, the system captures the majority of 
instructor-marked issues for each manual component while keeping 
false alarms low. For location, orientation, handshape, and move-
ment, roughly four out of five instructor-labeled problems are de-
tected, and only a small fraction of instructor-accepted productions 
are incorrectly flagged (about 5% for location, 3% for handshape, 
2–3% for orientation, and under 9% even for movement, which is 
the most dynamic and visually complex). From a learner’s perspec-
tive, this means that if their handshape, orientation, location, or 
movement is off, the system will usually point it out; if a production 
is already acceptable, it will usually stay quiet. This combination of 
high coverage and low hallucinated error rate makes the feedback 
stream trustworthy rather than noisy. Survey responses from our 
learner population highlight why this behavior matters. Partici-
pants report strong motivation to improve their ASL and frequent 
practice, but also emphasize that they have “no one to correct” them 
and feel “unsure if [they are] signing correctly when practicing 
on [their] own.” When asked what support they want from an AI 
tool, they overwhelmingly select real-time handshape correction, 
palm orientation prompts, location guides, and movement timing 
indicators, along with concrete error checks and logs rather than 
a single overall score. The error profile of our system aligns with 
these needs: it focuses on the same four manual dimensions that 
learners find challenging, surfaces most of the instructor-identified 
problems in those dimensions, and avoids overwhelming learners 
with invented issues. 

Taken together, these findings indicate that our model exhibits 
pedagogically meaningful system behavior. It does not yet demon-
strate that learners acquire or retain signs more effectively—that 
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will require longitudinal user studies, but it does show that the 
system can deliver dense, parameter-level feedback that is consis-
tent with instructor judgments and targets the specific components 
that learners care about. This positions the system as a plausible 
building block for future work on equitable, culturally grounded 
ASL instruction. 

As summarized in Fig. 9, these quantitative trends are reflected 
in the system’s feedback behavior. The left panel shows representa-
tive feedback snippets for a single handshape error. The rule-based 
baseline correctly names the target but hallucinates the learner’s 
actual handshape, while the zero-shot GPT baseline produces en-
couraging but vague comments that are not anchored in specific 
parameters. In contrast, our model identifies the correct handshape 
error and describes how to fix it in concrete, parameter-level terms. 
The right panel aggregates this behavior across the dataset: our 
method achieves high feedback coverage with a much lower halluci-
nation rate than either baseline, both at the video level and for each 
manual parameter. Taken together, the figure illustrates that our 
system behaves like a reliable pedagogical partner, surfacing the 
same kinds of issues that instructors would correct while avoiding 
spurious, misleading error messages. 

5.6 Robustness Results 
Error Severity Sensitivity. We further examined how detection 

performance varies with error magnitude across the four peda-
gogical dimensions. Here, “error severity“ refers to the size of the 
deviation from the reference sign(e.g., angle offsets, misorienta-
tions or wrong-hand use). For handshape, recall increased from 55% 
for mild finger-shape deviations to 68% for moderate mis-shapes 
and 80% for severe errors such as wrong-hand use. For orientation, 
recall rose from 32% at 5◦ deviation to 72% at 30◦ . For location, 
performance improved from 35% at 5 cm offsets to 70% at 20 cm. For 
movement, detection increased from 40% for small rhythm delays 
(< 0.3 s) to 67% for severe misalignments (> 1 s). Taken together, 
these trends indicate that the system is deliberately conservative 
toward minor deviations—avoiding over-diagnosis—while reliably 
detecting substantial errors. Figure 10 visualizes this monotonic 
increase across dimensions. 

Feedback Consistency Over Time. We assessed intra-learner re-
liability by asking participants to repeat the same sign five times 
and measuring how often the system assigned the same error type 
across repetitions. Our full model achieved 88% error-type consis-
tency. A rule-based baseline from Table 4 operating on the same 
scores reached 69% consistency, while the zero-shot GPT baseline 
achieved 74%. This pattern shows that both learned models are 
more stable over repeated trials than the simple rule-based heuris-
tic, and that our full pipeline provides the most reliable feedback 
over time, in addition to its single-trial accuracy gains. 

Exploratory Analyses by Gender. We also stratified performance 
by self-identified gender. For orientation, male participants achieved 
Acc≤ 20◦ = 84.7% with TPR = 58.6%, whereas female participants 
reached Acc≤ 20◦ = 91.2% with TPR = 66.8%. For location, males 
obtained Acc≤ 10 cm = 83.5% and TPR = 59.2%, while females 
achieved 90.6% and 67.4%, respectively. Temporal measures fol-
lowed the same pattern: movement errors yielded B-MAE = 0.61 s 

for males versus 0.52 s for females, and handshape errors produced 
B-MAE = 0.63 s versus 0.55 s. Alignment scores also showed a 
modest gap (𝑆 = 0.58 for males vs. 𝑆 = 0.64 for females). Overall, 
female participants exhibited slightly higher accuracy and lower 
boundary errors across all four dimensions, but the absolute differ-
ences remained within 5–7%. This suggests that while male learners 
showed somewhat less consistent signing, the system does not ex-
hibit strong systematic bias across gender groups. 

Effect of Data Augmentation. To obtain balanced supervision, 
we synthesize error samples by perturbing instructor-accepted 3D 
hand rajectories. We shift landmarks to create location errors, rotate 
the local palm frame to create orientation errors, modify trajectory 
speed or path to create movement errors, and adjust finger-joint 
angles to create handshape errors. Each sequence changes only 
one parameter and keeps the others fixed, yielding clean, isolated 
examples of the four error types. 

We then conducted an ablation to quantify the contribution of 
our augmentation strategy. As shown in Fig. 11, removing augmen-
tation leads to a clear performance drop across all four dimensions: 
Orientation and Location accuracy decrease by 4–5 percentage 
points, while Movement and Handshape F1 scores decline by nearly 
9 percentage points. These results indicate that augmentation plays 
a critical role in mitigating error imbalance and improving model 
robustness. 

6 Limitations and Future Work 
While our work demonstrates the feasibility of using egocentric 
stereo cameras and LLM-driven feedback to prioritize learning over 
traditional recognition, several limitations remain. Our study estab-
lishes a strong motivation for such systems, supported by positive 
feedback on clarity and usefulness from both instructors and learn-
ers, yet it is best understood as a proof-of-concept. This positions 
the system as a plausible building block for future work on scalable, 
culturally grounded ASL instruction that broadens access to high-
quality feedback. Below, we reflect on the technical constraints, 
evaluation scope, and deployment challenges that bound our claims 
and outline opportunities for future research. 

6.1 Comprehensive Sensing: Integrating 
Manual and Non-manual Markers 

A primary hardware limitation is the occlusion of facial expressions 
(non-manual markers) in standard egocentric views. As noted by 
our instructor participants, facial cues are critical for ASL gram-
mar and discourse functions; focusing only on manual articulators 
risks over-emphasizing “hand mechanics” at the expense of full lan-
guage use. Recent hardware innovations like SignGlass [10] have 
demonstrated that side-mounted sensors can effectively recover 
facial cues without obstructing the egocentric view. In future work, 
we plan to refactor our sensing layer by adopting such a multi-
view topology. Integrating facial tracking would allow our LLM 
agent to correlate manual errors (e.g., handshape, orientation) with 
non-manual inconsistencies (e.g., missing eyebrow raises), evolving 
the system from a “manual mechanics trainer” into a more holistic 
ASL coach. This will also require studying trade-offs in comfort, 
social acceptability, and cost of multi-camera eyewear to ensure 
that richer sensing does not undermine accessibility. 
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<Your dominant hand used a BENT-L handshape for HELP. It should be an OPEN-A 
handshape. Go back to a basic A handshape (relaxed fist with thumb along the 

side), then open your fingers into OPEN-A.= 

<Your sign for HELP shows that you understand the basic idea, which is great. There 
are just a few details you could polish to make it look more like a fluent signer. You 

can soften your handshape a bit so it looks less tight and more comfortable.= 

<Incorrect handshape for HELP. The detected is 5, BENT-L not OPEN-A.= 
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Figure 9: Pedagogical behavior of different feedback-generation methods. Left: example handshape feedback for a single 
learner production. The rule-based baseline hallucinates the wrong handshape, and the zero-shot GPT baseline provides generic 
coaching without parameter grounding, whereas our method gives a concrete, parameter-correct correction aligned with ASL 
teachers’ expectations. Right: feedback coverage and hallucination rates at the video level and for each manual parameter 
(location, orientation, handshape, movement), showing that our model surfaces most instructor-marked issues while rarely 
inventing errors on acceptable productions. 
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Figure 10: Error severity sensitivity across four ASL error di-
mensions. Recall rates increase monotonically from mild 
to severe errors, indicating that the system avoids over-
diagnosing small deviations while reliably flagging substan-
tial mistakes. 

Figure 11: Effect of data augmentation (aggressive estimate). 
Augmentation improves performance across all four peda-
gogical dimensions: Orientation accuracy (+4.6pp), Location 
accuracy (+4.4pp), Movement F1 (+0.09), and Handshape F1 
(+0.09). 

6.2 Limited Scale, Diversity, and Duration of 
Current Evaluation 

Our evaluation suggests promising potential but is limited in scale, 
diversity, and duration. The current user study (𝑁 =13, short-term 
practice) focuses on system feasibility and perceived helpfulness 
rather than long-term ASL skill acquisition. In addition, our samples 
of instructors and learners are modest and drawn from a limited 
set of learning contexts, which constrains the generalizability of 
our findings. 

Future work will require larger and more diverse cohorts of 
learners and instructors, as well as longitudinal deployments in 
authentic learning environments, to assess skill retention, transfer 

to spontaneous signing, and classroom integration. We specifically 
aim to investigate whether learners develop dependence on the 
feedback or whether they successfully internalize corrections over 
time, for example, through pre-/post measures, delayed retention 
tests, and comparison against baseline practice without automated 
feedback. 

Preliminary evidence for immediate performance gains. Be-
yond these limitations, a small-scale IRB-approved exploratory 
pre-post probe (𝑁 =3) provides initial evidence that our feedback 
can support immediate sign error correction. This probe serves 
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only as preliminary feasibility evidence and an early signal for fu-
ture longitudinal research, not as a controlled efficacy study with 
statistically robust learning gains. 

We recruited three additional ASL novices (not included in the 
training set) to practice 40 signs using a within-subjects design. For 
each sign, participants first attempted it after watching an online 
exemplar video (baseline), then received our system’s parameter-
specific corrective feedback, and finally attempted it again. To avoid 
circularity, we used manual expert annotations rather than the 
model’s own confidence scores to evaluate changes. Across the 
three novices, annotators identified 7, 3, and 3 erroneous signs at 
baseline (13 in total); our system detected 4, 3, and 2 of these, respec-
tively. After feedback, the number of erroneous signs decreased to 
3, 0, and 1. In other words, 9 of the 13 initially erroneous signs were 
fully corrected, and all nine were cases where the sign was both 
erroneous and detected by the system in the pre-condition. Aver-
aged per learner, this corresponds to roughly three newly corrected 
signs out of 40 practice items (about 7.5%). 

Although this probe involves a very small sample and lacks a 
no-feedback control condition, the pattern suggests that a model 
trained on one group of learners can still provide actionable feed-
back to new novices and may help them adjust their productions in 
the short term. This preliminary evidence motivates future longitu-
dinal and randomized controlled studies to confirm learning gains, 
assess retention, and disentangle the effect of explicit feedback from 
simple repetition or additional exposure. 

6.3 LLM Reliability and Real-world Deployment 
Although our structured prompting strategy achieved high slot 
consistency (94.7%), the inherent risk of LLM hallucinations, poten-
tially leading to misleading or culturally inappropriate corrections, 
remains a critical challenge for real-world deployment. This risk 
is particularly salient in ASL, where linguistic norms and cultural 
practices are shaped by Deaf communities rather than by written 
corpora. 

To mitigate these issues, future iterations will implement teacher-
in-the-loop validation, uncertainty-aware gating to filter low-confidence 
outputs, and more systematic involvement of ASL instructors and 
Deaf community members in reviewing and authoring feedback 
templates. Furthermore, while instructors expressed enthusiasm 
for the tool, successful integration will require aligning the system 
with standard ASL curricula and assessment practices. We plan to 
explore how this technology can fit into daily practice routines to 
augment, rather than replace, human instruction. 

We envision deployment scenarios in which instructors assign 
the system as optional homework or between-class drills to support 
individual practice with manual parameters. At the same time, 
classroom time and community spaces remain the primary sites for 
communicative use of ASL and for learning about Deaf culture. In 
this sense, the system is designed to augment, not replace, Deaf-led, 
culturally rich learning environments. 

6.4 The Privacy-Utility Trade-off 
Our survey data (Fig. 2) indicates that learners rated "Privacy" 
lower than pedagogical features like “Timing" or “Handshape." This 

seemingly contradicts our system’s technical emphasis on privacy-
preserving egocentric sensing. We interpret this through the lens 
of the "Privacy Calculus" [46]: learners currently experience such 
a profound lack of feedback (the "Confidence Gap") that they are 
willing to prioritize educational utility over privacy protections. 
However, this user indifference does not absolve designers of re-
sponsibility. We argue that privacy features function as "hygiene 
factors". It is essential for long-term trust and ethical deployment, 
even if not primarily valued by users during the initial adoption 
phase. 

6.5 Hardware Cost vs. Pedagogical Value 
We acknowledge that wearable stereo hardware currently presents 
a higher initial cost than ubiquitous webcams. However, we argue 
this investment is justified by two factors. First, the reduction in 
extraneous cognitive load: front-facing webcams impose a "mental 
rotation" tax, whereas egocentric views allow learners to focus 
entirely on motor execution. Second, the rapidly decreasing cost of 
hardware: the commercial proliferation of consumer smart glasses 
suggests a trajectory toward lower prices, making high-fidelity 
egocentric sensing increasingly accessible for scalable educational 
deployment in the near future. 

6.6 Limitations of the Single-ASL-Instructor 
Feedback Library 

Our error taxonomy was operationalized under the supervision of 
a single ASL instructor. This introduces an inherent limitation: one 
instructor’s perspective may not fully capture the diverse instruc-
tional styles, regional sign realizations, and classroom priorities 
found across the ASL community. Developing a more comprehen-
sive taxonomy and feedback library remains an important objective 
for future investigation. 

As an initial step toward gathering perspectives beyond a single 
instructor (without claiming formal validation), we sought informal 
consultation from five additional ASL educators (each with 5+ years 
of teaching experience). Through open-ended email feedback, these 
educators noted that a five-parameter foundation can serve as a 
reasonable starting scaffold for early-stage learners. However, they 
also pointed to three directions for further refinement: (i) two-hand 
coordination (e.g., symmetry, hand choice, and inter-hand contact), 
(ii) joint articulation (e.g., stiffness in the wrist, elbow, or shoulder), 
and (iii) non-manual specificity (e.g., distinguishing specific mouth 
morphemes from generic “missing facial expression” labels). 

Accordingly, we have scoped the current system to manual-
parameter feedback for novice learners. Incorporating more system-
atic input across a wider range of educators and dialects, alongside 
richer non-manual modeling and evaluations of real-world efficacy, 
remains an open direction for future work. 

7 Conclusion 
We introduce an egocentric ASL learning system that combines 
stereo head-mounted sensing, interpretable 3D error scoring, and 
LLM-driven feedback over four manual parameters (handshape, 
orientation, location, movement). A formative study with ASL in-
structors and learners motivated design goals around reliability, 
graduated parameter-specific feedback, and egocentric alignment 
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with everyday practice. In evaluation with 13 Deaf signers practic-
ing 230 high-frequency signs, our model achieves a 79.14% video 
success rate with a 5.93% false positive rate, substantially reduc-
ing hallucinated errors relative to 2D, front-view, rule-based, and 
zero-shot GPT baselines while surfacing most instructor-marked 
issues and rarely flagging acceptable productions. Although short-
term and limited to manual parameters and a small Deaf sample, 
these results suggest that structured, teacher-aligned error repre-
sentations coupled with LLMs provide a promising foundation for 
Deaf-led, culturally grounded ASL learning tools and offer gen-
eralizable design principles for AI-powered feedback on ASL and 
other embodied skills, to be tested in larger, longitudinal, and more 
diverse deployments, including non-manual markers. 
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A Appendix I: ASL Error Taxonomy and 
Feedback Library 

Table 5 summarizes the error categories, examples of typical mis-
takes, and suggested feedback strategies extracted from our dataset. 

B Appendix II: Implementation Details 
B.1 Hand Reconstruction into a Unified 3D 

Space 
To establish metrically consistent trajectories of both hands, we 
first reconstruct the 3D landmarks from synchronized stereo in-
puts. Given two egocentric camera streams, frames are aligned by 
timestamps and resampled to a common frame rate (e.g., 30 Hz), en-
suring a unified temporal axis for subsequent fusion. Each camera 
is calibrated using a checkerboard procedure to estimate intrin-
sics K = [ 𝑓𝑥 , 𝑓𝑦 , 𝑐𝑥 , 𝑐𝑦 ] and distortion coefficients d, as well as the 
extrinsics (R, t) relating the two views. Stereo rectification then 
provides projection matrices P1 = K[ I | 0 ] and P2 = K ′ [ R | t ], and 
the baseline ∥t∥ anchors the metric scale in centimeters. 

On each frame, MediaPipe Hands [82] detects 21 anatomical 
landmarks per hand (42 points in total) with pixel coordinates 
(𝑢, 𝑣 ), relative depth 𝑧, handedness, and per-joint confidence 𝑤𝑖 𝑗 . 
For joint 𝑗 at frame 𝑖 , we obtain matched correspondences (x𝑖 𝑗 , x′ 𝑖 𝑗 ) 
across views and normalize them by the respective intrinsics, 

x̃𝑖 𝑗 = K−1 ̂x𝑖 𝑗 , x̃ ′ 𝑖 𝑗 = K ′ −1 x̂ ′ 𝑖 𝑗 . 

Linear triangulation then estimates the 3D point X𝑖 𝑗 by minimiz-
ing the algebraic error subject to the epipolar constraint, while 
reprojection consistency enforces 

∥𝜋 (P1, X𝑖 𝑗 ) − x𝑖 𝑗 ∥ 2 
2 + ∥𝜋 (P2, X𝑖 𝑗 ) − x ′ 𝑖 𝑗 ∥ 

2 
2 < 𝜏, 

where 𝜋 (·) denotes perspective projection and 𝜏 is a pixel thresh-
old (e.g., 2 px). Points with negative depth or low confidence are 
suppressed. 

To further stabilize reconstruction, we interpolate short gaps 
(≤ 5 frames) with cubic splines in 3D and discard longer missing 
segments. Outliers with frame-to-frame jumps exceeding 10 cm 
are rejected. Temporally, trajectories are smoothed with either a 
Savitzky–Golay filter (window 9, polynomial order 2) or a constant-
velocity Kalman filter, with mirrored padding at boundaries to avoid 
artifacts. The result is a temporally coherent landmark sequence 
X(𝑡 ) ∈ R 42×3 over 𝑡 = 1 . . . 𝑇 . 

For normalization, each hand is re-centered at the palm center o 
to form relative coordinates, 

X ′ 𝑖 𝑗 = 
X𝑖 𝑗 − o𝑖 

𝑠 
, 

where the scale 𝑠 is defined as the median palm width over the 
sequence. World coordinates are preserved to retain absolute orien-
tation and location cues, while normalized coordinates emphasize 
articulation. Left/right identity is stabilized by combining detec-
tor handedness with temporal continuity: given hand centroids c𝑖 , 
Hungarian matching assigns consistent identities across frames, 
and if necessary, the 21-point blocks are swapped. 

The final output of this stage includes world-space trajectories 
X(𝑡 ) in centimeters, normalized relative coordinates X ′ (𝑡 ), per-joint 
masks 𝑀 (𝑡 ) ∈ {0, 1}42 , confidence scores 𝑤 (𝑡 ) ∈ R 42 , timestamps, 

https://doi.org/10.1109/IoTDI61053.2024.00022
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Table 5: ASL error taxonomy and feedback library used in our annotations. The table lists error categories across manual 
parameters (handshape, location, movement, consistency) and non-manual features, along with typical mistakes and suggested 
feedback strategies. 

Parameter Error Type Error Descriptions & Suggested Feedback 

HandShape Finger Extension Errors – Extended Fingers that should be fully extended are not straight or extended enough; 
suggest extending them completely. 

HandShape Finger Extension Errors – Bent Fingers that should be bent are not bent properly; suggest bending them 
more clearly. 

HandShape Thumb Position Errors The thumb is positioned incorrectly relative to the hand; adjust thumb 
placement to match the target sign. 

HandShape Finger Spread Errors Fingers are either too close together or too far apart; adjust finger spacing 
to match the correct form. 

HandShape Incorrect Curling of Fingers Fingers that should be curled are not bent sufficiently; suggest curling them 
inward. 

HandShape Handshape Similarity Confusion A handshape visually similar to the target was used; highlight distinguishing 
features such as the number of extended fingers. 

Location Hand Too High / Too Low Hand is placed above or below the correct signing location; adjust the vertical 
position. 

Location Hand Too Far / Too Close Hand is held too far from or too close to the body; reposition the hand at 
the proper distance. 

Location Hand Orientation Errors Palm orientation does not match the required direction (e.g., facing inward 
instead of outward); adjust orientation accordingly. 

Location Hand Misaligned Left / Right Hand is shifted sideways from the correct location; move horizontally to 
align. 

Movement Incorrect Direction Hand moves in the wrong direction; follow the motion path demonstrated 
by the avatar. 

Movement Incomplete Range The hand does not move far enough; extend the motion fully to match the 
target. 

Movement Movement Size Errors Motion is exaggerated or too limited; adjust amplitude to reflect the correct 
size. 

Movement Movement Path Deviations Hand does not follow the intended trajectory; trace the correct path as 
modeled. 

Movement Movement Speed Errors Movement is either too fast or too slow; synchronize with the demonstrated 
timing. 

Non-manual Features Missing Facial Expressions Essential facial expressions are absent; incorporate the required non-manual 
markers. 

Non-manual Features Incorrect Eyebrow Position Eyebrows do not match the target sign’s expression; adjust accordingly. 
Non-manual Features Head Movement Errors Head tilt or nodding direction differs from the intended sign; correct head 

movement. 
Non-manual Features Eye Gaze Errors Eye gaze direction is misaligned with the target; adjust gaze to match the 

sign. 
Consistency Inconsistent Handshape or Location Handshape or location changes unintentionally across repetitions; maintain 

stability across trials. 
Consistency Variation Across Repetitions The same sign is produced differently each time; strive for consistent form. 

and meta information (intrinsics, extrinsics, baseline, root defini-
tion, scale factor, and handedness consistency). This unified 3D 
representation serves as the foundation for extracting geometric 
and kinematic descriptors. 

B.2 Geometric and Kinematic Feature 
Extraction 

From the reconstructed 3D joint trajectories, we derive explicit 
geometric and kinematic descriptors that provide compact yet dis-
criminative cues for downstream error detection. Given hand land-
marks {p𝑘 (𝑡 ) }𝑁 

𝑘 =1 at time 𝑡 (𝑁 =42 for both hands), we compute the 
following feature families. 
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Temporal derivatives. To capture dynamic motion, we compute 
velocity and acceleration for each joint using central differences on 
the unified timeline, 

v𝑘 (𝑡 ) = 
p𝑘 (𝑡 + 1) − p𝑘 (𝑡 − 1) 

2Δ𝑡 

a𝑘 (𝑡 ) = 
p𝑘 (𝑡 + 1) − 2p𝑘 (𝑡 ) + p𝑘 (𝑡 − 1) 

Δ𝑡 2 

where Δ𝑡 is the frame interval; one-sided approximations are ap-
plied at sequence boundaries. Angular velocities are defined analo-
gously for joint-angle trajectories. 

Joint angles. For each anatomical triplet (p𝑎, p𝑏 , p𝑐 ), the included 
angle is 

𝜃 (𝑡 ) = arccos 

 
(p𝑎 − p𝑏 )⊤(p𝑐 − p𝑏 ) 
∥p𝑎 − p𝑏 ∥ ∥p𝑐 − p𝑏 ∥ 

 
, 

which we encode as (sin 𝜃, cos 𝜃 ) to avoid 2𝜋 discontinuities and 
maintain smooth gradients. Typical configurations include MCP–PIP–DIP 
chains or wrist–MCP–tip alignments. 

Pairwise distances. To describe relative hand shape, we measure 
Euclidean distances 

𝑑𝑖 𝑗 (𝑡 ) = ∥p𝑖 (𝑡 ) − p𝑗 (𝑡 )∥2 

between selected keypoints such as fingertip–palm, fingertip–fingertip, 
and bilateral correspondences. To reduce scale effects, distances are 
normalized by a proxy such as palm width, 

𝑑𝑖 𝑗 (𝑡 ) = 
𝑑𝑖 𝑗 (𝑡 ) 

∥𝑝index_base − 𝑝pinky_base∥ 
. 

Phase descriptors. Gesture progress is represented by normalized 
arc length 

𝜙prog (𝑡 ) = 

 𝑡 
𝜏 =1 ∥c(𝜏 ) − c(𝜏 − 1)∥  𝑇 
𝜏 =1 ∥c(𝜏 ) − c(𝜏 − 1)∥ 

∈ [0, 1], 

where c(𝑡 ) = 1 
𝑁


𝑘 p𝑘 (𝑡 ) is the hand centroid. In addition, a Hilbert-

phase 𝜙hilb (𝑡 ) can be computed from a smooth surrogate trajectory 
to provide robustness to variable signing speeds. 

Motion energy. Per-frame kinetic intensity is quantified as 

𝐸 (𝑡 ) = 
𝑁∑︁ 

𝑘=1 

∥v𝑘 (𝑡 )∥ 2 
2, 

optionally decomposed into frequency bands to separate coarse 
transport from fine articulation. 

Palm orientation and local frame. Defining v1 = 𝑝index_MCP − 
𝑝wrist and v2 = 𝑝pinky_MCP−𝑝wrist, the palm normal and orthogonal 
basis are 

n̂ = 
v1 × v2 

∥v1 × v2 ∥ 
, ê1 = 

v1 

∥v1 ∥ 
, ê2 = n̂ × ê1, 

yielding a right-handed frame {ê1, ê2, ˆ n}. Expressing landmarks in 
this local frame yields palm yaw, pitch, and roll, reducing depen-
dence on camera pose. 

Finger-spread angles. In the palm frame, unit rays f̂𝑘 from the 
wrist to each fingertip define ab/adduction between adjacent fin-
gers, 

𝜃 spread 
𝑘 (𝑡 ) = arccos 

 ̂
f⊤ 
𝑘 f̂𝑘 +1 

 
, 

again encoded as (sin 𝜃 spread 
𝑘 , cos 𝜃 spread 

𝑘 ). 

Centroid trajectory. The centroid c(𝑡 ) and its derivatives (c(𝑡 ), c(𝑡 )) 
describe global transport, while residuals r𝑘 (𝑡 ) = p𝑘 (𝑡 ) − c(𝑡 ) high-
light local articulation. Trajectory curvature and path length further 
characterize overshoot or instability. 

All scalar features are standardized by training-set statistics 
(z-score). Collectively, these descriptors form a temporal feature 
matrix G ∈ R𝑇 ×𝐹𝑔 , where 𝐹𝑔 denotes the dimensionality of the 
geometric/kinematic feature set, which complements the raw 3D 
joint coordinates in subsequent tokenization. 

B.3 Tokenization and Sequence Assembly 
To interface with the transformer backbone, we transform the re-
constructed joint coordinates and geometric descriptors into a uni-
fied token sequence. Let X ′ (𝑡 ) ∈ R 42×3 denote the relative 3D 
joint positions at frame 𝑡 (optionally augmented with velocity and 
acceleration channels), and g(𝑡 ) ∈ R 𝐹𝑔 the corresponding geomet-
ric/kinematic feature vector. 

Skeleton embedding. Each X ′ (𝑡 ) is flattened and projected into 
a 𝐷 -dimensional latent vector through a multilayer perceptron 
(MLP), 

s𝑡 = MLPskel 
 
vec(X ′ (𝑡 )) 

 
∈ R 𝐷 . 

Geometric embedding. Similarly, explicit features are embedded 
into the same latent space, 

g′ 𝑡 = MLPgeom (g(𝑡 )) ∈ R 𝐷 . 

Fusion. The two embeddings are fused either by summation or 
concatenation followed by a linear projection, then normalized 
with LayerNorm and optionally regularized with dropout, 

t𝑡 = LayerNorm 
 
s𝑡 ⊕ g′ 𝑡 

 
∈ R 𝐷 , 

yielding one token t𝑡 per frame. 

Positional encoding. To encode temporal order, sinusoidal or ro-
tary positional encodings p𝑡 are added, 

t̃𝑡 = t𝑡 + p𝑡 . 

Reference and sign tokens. The reference demonstration’s se-
quence is processed in the same way to obtain {r1, . . . , r𝑊𝑟 }, with 
an average-pooled summary token r̄. Otherwise, phonological la-
bels (handshape, orientation, location, movement) are embedded 
into a sign token zsign ∈ R𝐷 . 

Special symbols and type embeddings. We prepend a classification 
token zCLS, insert a separator token zSEP between student and ref-
erence streams, and apply type embeddings to distinguish student, 
reference, and sign tokens. 
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Sequence assembly. The final sequence is thus 

𝑋 = [ zCLS, ̃t1, . . . , ̃t𝑇 , zSEP, r1, . . . , r𝑊𝑟 , zsign, ̄r ], 

with dimensionality 𝑋 ∈ R𝐿×𝐷 , where 𝐿 is the total number of 
tokens. 

Masking and padding. Invalid frames or joints (as indicated by 
𝑀 (𝑡 ) from reconstruction) are masked to prevent attention from 
propagating corrupted information. For variable-length sequences, 
zero-padding with corresponding masks ensures batched training. 

Output. The result of this stage is a structured token sequence 
𝑋 , along with positional, type, and padding masks, which together 
constitute the standardized input to the transformer encoder. This 
representation tightly couples raw 3D coordinates and explicit geo-
metric cues, enabling unified temporal modeling of ASL gesture 
dynamics. In practice, we adopt additive fusion of skeleton and 
geometric embeddings as the default strategy for stability, while 
reference tokens—when available—provide an additional supervi-
sory signal for alignment, and sign tokens act as a lightweight 
substitute when no demonstration is present. 

B.4 Backbone Model Architecture 
The backbone network outputs continuous error scores for each 
parameter, such as an angular deviation for orientation, a spatial 
offset for location, and a temporal cost for movement. Because 
learners sign at different speeds, temporal alignment between the 
learner and the exemplar is critical. Our model learns this alignment 
via cross-attention and uses a differentiable Soft-DTW similarity 
measure as an additional check, yielding smooth, well-behaved 
scoring functions over time. 

B.5 Transformer Backbone Encoder 
Given the preprocessed token sequence 𝑋 ∈ R𝐿×𝐷 , consisting 
of student-frame tokens, optional teacher-reference tokens, and 
special symbols (zCLS, zSEP, ̄r), we employ a transformer encoder to 
model temporal dynamics and cross-stream interactions jointly. The 
encoder comprises 𝑁 stacked layers, each containing a multi-head 
self-attention (MHSA) module and a position-wise feed-forward 
network (FFN), connected via residual pathways and stabilized by 
LayerNorm. 

For each layer, tokens are projected into queries, keys, and values 
(𝑄, 𝐾 , 𝑉 ) and updated through multi-head attention, 

Attention(𝑄, 𝐾, 𝑉 ) = softmax 

 
𝑄𝐾 ⊤ √︁ 
𝑑𝑘 

 
𝑉 , 

where 𝑑𝑘 is the key dimension. This mechanism allows the model to 
attend across the entire temporal context as well as between student 
and teacher streams, thereby capturing systematic deviations. The 
clip-level summary token r̄ provides a global anchor, while direct 
interactions between student tokens t̃𝑡 and teacher tokens r𝑗 enable 
frame-level alignment. 

Following attention, each token is updated by a position-wise 
feed-forward network, 

FFN(𝑥 ) = max(0, 𝑥𝑊1 + 𝑏1)𝑊2 + 𝑏2, 

which enhances nonlinear representation power. Residual connec-
tions ensure gradient flow and stability, while dropout in both 
MHSA and FFN regularizes training. 

After 𝑁 layers of encoding, the special classification token evolves 
into a global representation hCLS summarizing clip-level signing, 
while student-frame tokens {h𝑡 }𝑇𝑡 =1 retain fine-grained temporal 
details. Together, these representations support downstream error 
detection by providing both holistic and localized contextual cues. 

B.6 Multi-task Error Detection Heads 
On top of the backbone encoder, we design four parallel detection 
heads, each targeting a core ASL parameter dimension: Handshape, 
Orientation, Location, and Movement. This multi-task design en-
ables the model to jointly capture complementary error types while 
sharing a unified temporal representation. 

Input representations. Each head receives both the global clip-
level embedding hCLS and the frame-wise embeddings {h𝑡 }𝑇𝑡 =1 from 
the transformer backbone. The global embedding provides a holistic 
context across the clip, while the frame embeddings preserve local 
temporal dynamics, ensuring that detection leverages both global 
alignment and fine-grained detail. 

Handshape head. This head predicts whether the dominant hand 
is correctly used and whether the produced handshape matches the 
reference. A lightweight MLP classifies each frame embedding h𝑡 
into {correct, error} without relying on a pre-defined knowledge 
base. 

Orientation head. Orientation errors are modeled by regressing 
the deviation of the palm normal relative to the teacher reference. 
Given the predicted difference Δ𝜃 , the head outputs (sin Δ𝜃 , cos Δ𝜃 ) 
to avoid angular discontinuities, along with a classification of 
whether the orientation is correct. 

Location head. Spatial errors are assessed by comparing student 
and teacher keypoint sets. The head regresses a displacement vector 
Δx between the two and classifies whether the predicted location 
exceeds a tolerance. IoU are employed to enforce spatial consistency. 

Movement head. Temporal alignment errors are detected by com-
paring student and teacher trajectories. The head predicts alignment 
quality based on velocity and phase descriptors, trained with dif-
ferentiable metrics such as Soft-DTW and boundary-aware loss to 
capture mismatched dynamics. 

Confidence and gating. Each head produces an error label 𝑦 ∈ 
{correct, error-type} and a confidence score 𝑝 ∈ [0, 1]. A gating 
mechanism suppresses low-confidence predictions to reduce noise 
in structured outputs. 

Multi-task training. The overall objective combines the four 
heads via a weighted multi-task loss, 

L = 𝜆1Ldom + 𝜆2Lori + 𝜆3Lloc + 𝜆4Lmov, 

where 𝜆𝑖 balance the contributions of each error type. 

Structured output. The final outputs are organized into a struc-
tured JSON format: 

{task: error-type, parameter: value, confidence: 𝑝 }, 



Toward Scalable ASL Education: Egocentric Stereo Sensing with LLM Feedback for Error-Aware Learning CHI ’26, April 13–17, 2026, Barcelona, Spain 

（a) ASL word – eat （b) ASL word – bike 

Err
or O

rien
tati

on 

（c) ASL word – all done 

Error handshape Error movement 

Figure 12: Example ASL signs and typical manual errors. (a) 
EAT [2], (b) BIKE [1], (c) ALL DONE [21]. Red arrows indicate 
common deviations in location or movement. 

Table 6: Rule set used to describe ASL productions and anno-
tate errors. 

Rule type Rule name Applies to Value 

Handshape 

flexion all fingers bent / not 
proximity four fingers together / apart 
touch thumb contact contact / none 
overlap hand overlap / none 

Location loc hand inward / outward 

Orientation palm hand inward / outward 

Movement hand hand 8 directions 
finger all fingers inward / outward 

NMMs 
head head N / S / T 
BP shoulder, torso shifts / not 
facial E / EB / M / CK / Ton yes / no 

Abbrev.: E = eye, EB = eyebrow, M = mouth, Ton = tongue, CK = cheek & nose, Tor = torso, 
BP = body posture, N/S/T = nod / shake / tilt. 

which standardizes predictions across tasks. This structured repre-
sentation serves as the input for subsequent prompt-based feedback 
generation using a large language model. 

C Appendix III: ASL Error Examples and Rule 
Set 

C.1 Example Signs and Typical Manual Errors 
Figure 12 illustrates typical manual errors for several ASL signs. 
For EAT, a common location error is moving the hand too far away 
from the mouth, as indicated by the red arrow. For BIKE, a common 
movement error is bringing the two hands too close together in-
stead of maintaining the intended distance. These examples ground 
our error taxonomy in concrete signs and highlight how small devi-
ations in location and movement can change the perceived quality 
of a production. 

C.2 Rule Set for ASL Description 
Table 6 summarizes the rule set we use to describe ASL productions 
and annotate errors. Manual parameters are divided into Hand-
shape, Location, Orientation, and Movement, along with non-manual 
markers (NMMs). Each rule specifies which articulator it applies to 
(e.g., all fingers, palm, head) and the discrete values that annotators 
may select (e.g., fingers together vs. apart, palm inward vs. out-
ward). These rules make instructor judgments explicit and provide 
the discrete labels that our error-detection heads aim to recover. In 
the main text, the four detection heads (Handshape, Orientation, 

Location, Movement) are defined to mirror this rule structure, en-
suring that model outputs can be interpreted directly in terms of 
familiar ASL teaching criteria. 

D Appendix IV: Ablation Details 
All ablations are implemented by swapping exactly one component 
of the error-detection pipeline while keeping the remaining stages 
fixed. Across variants, we use the same data split, preprocessing, 
feature definitions for the four ASL parameters (location, orienta-
tion, handshape, movement), and the same evaluator that produces 
per-parameter decisions and video-level metrics. Unless a variant 
explicitly removes the structured pipeline (Zero-shot GPT), the 
model outputs parameter-wise detection signals that are thresh-
olded to obtain per-parameter error flags; video-level recall/FPR are 
computed by aggregating these flags at the video level, and V-SR 
reflects whether the system makes the correct video-level decision 
under the same aggregation rule. 

2D Mono-view baseline. We keep the egocentric viewpoint but 
collapse stereo input into a single monocular stream. The down-
stream alignment, temporal encoder, detection heads, and decision 
logic are unchanged. This isolates the contribution of stereo geom-
etry. 

Front-view baseline. We replace egocentric sensing with a front-
facing RGB view while preserving the same downstream pipeline 
(alignment, encoder, heads, and decision logic). This isolates view-
point and sensing configuration. 

Rule-based baseline. We reuse the same parameter-wise detection 
signals produced by the pipeline but replace the feedback gener-
ation with deterministic rules. Concretely, parameter-wise error 
scores are mapped to pass/fail and feedback categories using fixed 
thresholds and heuristics, with no LLM involved. 

Zero-shot GPT baseline. We remove the structured error-detection 
pipeline and directly prompt GPT-3.5 to produce parameter-wise 
judgments from the raw comparison input. This variant does not 
use grounded parameter scores produced by our detector. 

DTW alignment baseline. We replace the temporal alignment 
module with DTW-based alignment computed on the same per-
frame representations. The rest of the pipeline (feature extraction, 
encoder, heads, thresholds, and aggregation) is unchanged. 

Single-head baseline. We collapse the four parameter-specific 
detection heads into a single shared head. The temporal encoder 
and alignment remain the same; only the parameter-disentangled 
heads are removed to test whether specialization is necessary. 

No confidence gating. We bypass confidence-based filtering be-
fore feedback generation. The same structured signals are produced, 
but all detected parameter slots are passed through without gating, 
isolating the effect of gating on suppressing uncertain detections. 

Full model (Ours). We use the complete pipeline: egocentric 
stereo sensing, temporal alignment, parameter-specific detection 
heads, confidence gating, and structured prompting for LLM feed-
back generation. 
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Feedback Generation Prompt. This prompt is used in the full 
EgoSSA+LLM feedback system to convert structured comparison 
signals into learner-facing feedback. The LLM is conditioned only 
on the structured JSON produced by our comparison module. 

System: 
You are an ASL instructor and evaluation assistant. 
Convert structured comparison signals into clear, 
constructive feedback. 
Output ONLY valid JSON. 
No prose, no markdown, no extra keys. 
Be concise. 
DO NOT MENTION: 
internal variables, thresholds, or raw scores. 
If everything is acceptable, 
give brief positive feedback plus 1–2 next-step tips. 

User: 
You will receive a structured JSON object that summarizes 
how a learner’s signing differs from an exemplar. 

The JSON provides, for each parameter 
{location, orientation, handshape, movement}: 
- a decision label indicating whether there is an error or not; 
- a compact summary describing 

(a) how large the deviation is, 
(b) whether it is consistent or occasional 
(c) when it happens in the sequence 

How to use the input: 
- Base your feedback ONLY on provided decisions and summaries. 
- Do not invent errors beyond the provided information. 
- When describing timing, use coarse phrases, never indices. 

Rules for generating feedback: 
1) Prioritize the most important 1–2 issues. 

If there are multiple issues, 
focus on the ones that are larger and more consistent. 

2) If an issue is only occasional, 
frame it as a consistency and smoothness tip, 
not a major error. 

3) If uncertainty is indicated, 
hedge (“might”, “check”) and 
suggest re-recording or slower practice. 

4) student_feedback must be learner-friendly 
and actionable. 

5) teacher_notes must be short, diagnostic, 
and grounded in the provided summaries. 

6) Never mention thresholds, internal variables, 
or raw numeric values. 

7) Output must match the schema exactly, 
with two string fields only. 

Input JSON: 
...<JSON>... 

Now output JSON in EXACTLY this schema: 

...<JSON>... 

LLM inference settings. We use deterministic decoding (temper-
ature=0, top_p=1) and enforce strict JSON output; invalid JSON 
generations are retried up to 2 times with the same prompt. 
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