Neighborhood Signatures for Searching P2P Networks

Mei Li

Wang-Chien Lee

Anand Sivasubramaniam

Department of Computer Science and Engineering
Pennsylvania State University
University Park, PA 16802
E-Mail: {meli, wlee, anand } @cse.psu.edu

Abstract

Overlay networks have received a lot of attention due to the
recent wide-spread use of peer-to-peer (P2P) applications
such as SETI, Napster, Gnutella, and Morpheus. Through
replications at numerous peers, digital content can be dis-
tributed or exchanged with high resilience and availabil-
ity. However, existing P2P applications incur excessive
overhead on network traffic. For example, Gnutella, which
broadcasts queries to search shared content, suffers from
an overwhelming volume of query and reply messages. In
this paper, we investigate the issues of trading-off storage
space at peers to reduce network overhead. We propose
to use signatures for directing searches along selected net-
work paths, and introduce three schemes, namely complete-
neighborhood signature (CN), partial-neighborhood super-
imposed signature (PN-S), and partial-neighborhood ap-
pended signature (PN-A), fo facilitate efficient searching of
shared content in P2P networks. Extensive simulations are
conducted to evaluate the performance of our proposal with
existing P2P content search methods, including Gnutella,
Random Walk, and Local Index. Results show that PN-A
gives much better performance at a small storage cost.

1 Introduction

The advent of facilities such as Napster [3] and Gnutella
[1] has made the Internet a popular medium for the
widespread exchange of resources and voluminous informa-
tion between thousands of users. In contrast to traditional
client-server computing models, these Peer-to-Peer (P2P)
systems can employ the host nodes to themselves acting as
servers for other nodes. Despite avoiding centralized server
bottlenecks and single points of failure, the P2P systems
present interesting challenges in locating data items among
these numerous host nodes. The centralized server in Nap-
ster [3], which maintains a global index for all data items
in the network, defeats the fundamental rationale of a P2P
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system.

One could control the placement of data among the
nodes and/or exploit the topology of the P2P overlay net-
work to perform certain kind of search ordering which can
help in getting to the requested data items. CAN [11],
Chord [13], Pastry [12], Tapestry [16] and P-Grid [4, 5]
are examples of systems using such a strategy to control
the number of hops that need to be traversed to get to the
requested data items without flooding the network. How-
ever, the completely decentralized nature of P2P systems,
which allow nodes and data items to come and go at will,
makes the above techniques less suitable for these unstruc-
tured and dynamic environments, and are consequently not
under consideration here.

There are two main strategies that have been pro-
posed/explored for searching in decentralized and dynamic
environments of P2P systems without relying on the net-
work topology and data placement:

e Strategy 1: This strategy lets messages poll nodes,
without having any idea of where the data may be held
by the destination nodes, till the required items are
found. Gnutella [1] and random walk [6, 10] use such a
strategy. The down side of this strategy is the possible
network overload due to a large number of generated
search messages (Gnutella) or a long latency to satisfy
a request (random walk).

e Strategy 2: This strategy maintains additional infor-
mation in the network nodes (which Strategy 1 does
not require) in order to reduce network traffic and/or
the number of hop visits. Consequently, messages
are directed specifically along paths that are expected
to be more productive. The additional information is
typically index over the data that are contained either
within hierarchical clusters [2] or by nearby neighbors
[7, 9, 14]. This indexing approach requires determin-
ing what attributes to index a priori and thus constrain-
ing the allowable search, in addition to the high space
cost that is incurred in storing the index itself.
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While Strategy 2 seems attractive in terms of message
traffic, the downside is that the additional storage required
can weigh on the actual implementation. In fact, one could
argue that with infinite storage capacity, it is possible to
replicate all availability information at every node, poten-
tially leading to very efficient searches. While this is one
extreme, at the other end are schemes in Strategy 1, which
do not require any storage but incur high network costs
for searches. Schemes which index neighborhood data in
Strategy 2 fall in-between, trading off the storage require-
ments for the network overheads. We believe that this trade-
off offers a rich space of mechanisms to explore, and we
present/demonstrate a novel approach that uses signature
files which can provide better message traffic behavior at a
lower storage cost than index-based mechanisms within this
space.

Signature methods have been used extensively for text
retrieval, image database, multimedia database, and other
conventional database systems. A signature is basically an
abstraction of the information stored in a record or a file.
By examining the signature only, we can estimate whether
the record contains the desired information. Naturally, the
signature technique is very suitable for filtering information
stored in nodes of P2P systems. This paper presents three
novel ways of using signatures, namely complete neighbor-
hood signature (CN), partial neighborhood superimposed
signature (PN-S) and partial neighborhood appended sig-
nature (PN-A), to represent neighborhood data at network
nodes for optimizing searches in P2P systems. Their mer-
its in reducing network traffic are extensively evaluated
for content search, node join, leave and update operations.
These schemes are compared with the current state-of-the-
art approaches, Gnutella [1] and Random Walk [6, 10] for
strategy 1, and Local Index [14] for strategy 2. Our sim-
ulations show that the signature approaches are much bet-
ter than these alternatives for most reasonable storage space
availability assumptions on host nodes.

The rest of the paper is organized as follows. Next sec-
tion presents the P2P system model and metrics. In Section
3, we presents details on our signature based search mech-
anisms. Section 4 gives the experimental setup for the eval-
uation and Section 5 details results from experiments under
two different search criteria. Finally, Section 6 summarizes
the contributions of this paper and outlines directions for
future work.

2 Peer-to-Peer System Framework

A Peer-to-Peer (P2P) network' consists of numerous
nodes (called peers) which connect to each other directly

I'We use the terms, P2P systems, P2P networks and P2P applications,
where appropriate. However, they are mostly interchangeable in the con-
text of this paper.
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or indirectly. The peers provide information resources to
be shared with other peers. The shared information could
be digital files such as music clips, images, pdf documents,
or other forms of digital content. The P2P network is es-
tablished by logical connections among the participating
peers. Since the whole network is built through connections
among the peers, its topology may change dynamically due
to constant joins and leaves of the peers, namely peer join
and peer leave, in the network. In addition, the shared in-
formation changes dynamically since the peers may update
the digital content they offer, namely peer update.

10

Figure 1. A partial snapshot of a P2P network.

Figure 1 shows a partial snapshot of a P2P network. In
this figure, we use a vertex to represent a node (i.e., a peer)
of the overlay P2P network and an edge to denote the con-
nection between two peers. When a peer, A, has a direct
connection with another peer, B, we call these two peers
neighbors. In the network, a peer may reach another peer
via one or a sequence of connections, called paths. The path
length can be obtained by counting hops of connections.
The distance between two peers is the minimal path length
between them. For example, as illustrated in Figure 1, there
are two paths of length 3 and 4, respectively, between node
1 and node 9. Thus, the distance between node 1 and node
9is 3.

Traditionally, a peer knows its neighbors through direct
connections. In this paper, we generalize the concept of
neighbors to neighborhood, which includes all the peers
reachable within a given distance. Following this definition,
the neighborhood radius refers to the distance from a peer
to the edge of its neighborhood. The shaded area shown in
Figure 1 illustrates a neighborhood of radius 2 (consists of
node 2, 3, 4, 8) for node 1.

2.1 Searches in P2P Networks

As mentioned above, P2P networks have been widely
used for digital content sharing among the participating
peers. Thus, efficient search of the shared content is one
of the primary functions of the P2P networks. A user may
initiate a search of digital content from any peer in the net-
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work. The search message is forwarded to all or a subset of
its neighbors to extend the search. In order to prevent indef-
inite search in the P2P network, a stop condition is usually
specified in the query. The following are two conditions that
are typically used to stop excessive spreading of a search:

¢ Maximum search depth: This stop condition is used
in Gnutella [1]. A preset time-to-live value (TTL) is
included in the search message to keep track of maxi-
mum remaining search depth. Each time a search mes-
sage is forwarded to a neighbor, its TTL is decreased
by 1. Once the TTL reaches 0, a search message is
dropped.

e Minimum number of results: This stop condition is
used in random walk [6, 10]. Different from the first
case, the total number of results (TNR) found so far
is included in the search message. Each time a re-
sult is found, the TNR is increased by 1. The search
is stopped when the total number of results reaches a
system defined value.

2.2 Metrics

Since the primary issue investigated in this paper is the
trading-off of storage space for reducing network traffic,
we use the following metric to evaluate various P2P search
techniques discussed in this paper:

o Total message volume: For signature schemes (as
well as index schemes), besides the traffic incurred
for search, additional traffic is incurred as con-
struction/maintenance cost of auxiliary information at
peers. In order to have fair comparison among dif-
ferent approaches, we use fotal message volume, the
product of total number of messages and the size
of different messages (including search messages and
messages incurred for signature maintenance during
peer join/leave/update), as the performance metric.

3. Neighborhood Signatures

In this section, we first provide some preliminary back-
ground on the signature method and then extend it for
search in P2P networks. We propose three neighborhood
signature schemes, CN, PN-S, and PN-A, to index the con-
tent offered within the neighborhood of a peer. This helps
direct the search to a subset of the nodes, which are prob-
abilistically more productive, while not requiring as much
storage as index approaches. We describe the formation of
the signatures for each scheme and then provide detailed
algorithms for search and signature maintenance under var-
ious scenarios (i.e., peer join, peer leave, and peer update).

3

3.1 Preliminaries

Signature techniques have been widely used in informa-
tion retrieval. A signature of a digital document, called data
signature, is basically a bit vector generated by first hash-
ing the attribute values and/or content of the document into
bit strings and then superimposing them together?. Figure 2
depicts the signature generation and comparison processes
of a digital file and some searches.

MP3 File: Title: Heartbreak Hotel, Artist: Elvis Presley

Heartbreak

Hotel

Elvis

Presley

Data Signature (V)

101110 111 111

Results

No Match
True Match
False Positive

Search Signatures
000 101 001 101
000 100 011 110
100 100 011 100

Search
Eagles
Elvis
Beatles

Figure 2. lllustration of Signature Generation
and Comparisons.

As illustrated in the figure, to facilitate search, a search
signature is generated in a similar way as a data signature
based on the search criteria (e.g., keywords) specified by a
user. This search signature is matched against data signa-
tures by performing a bitwise AND operation. When the
result is not a match (i.e., for some bit set in the search sig-
nature, the corresponding bit in the data signature is NOT
set), the corresponding document can be ignored. Other-
wise, there are two possible cases. First for every bit set in
the search signature, the corresponding bit in the data signa-
ture is also set, and the document is indeed what the search
is looking for. This case is called a true match. In the second
case, even though the bits may match, the document itself
does not match the search criteria. This case, which occurs
due to certain combinations of bit strings generated from
various attribute values, keywords, or document content, is
called false positive. The space devoted to the signature
can influence the probability of false positives. Obviously
the matched documents still need to be checked against the
search criteria to distinguish a true match from a false posi-
tive.

3.2. Proposed Signature Schemes for P2P System

Before proceeding to introduce the proposed signature
schemes, we first assume that a local signature is created at
each peer of a P2P network to index the local content avail-
able at the peer. By doing this, search over the local con-
tent of a peer is processed efficiently. Furthermore, A peer

2In this paper, we use the term, superimposing to denote a bitwise OR
of the bitstrings.
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may collect and maintain auxiliary information regarding
digital content available within a specific network distance
(i.e., its neighborhood). Therefore, a peer can filter unsat-
isfiable search requests before forwarding them to a neigh-
bor. Based on this idea, we propose three signature schemes
classified as follows:

e Complete Neighborhood (CN): One intuitive ap-
proach is to index all the content available within the
neighborhood of a peer. Thus, a complete neighbor-
hood (CN) signature is generated by superimposing all
the local signatures located within the neighborhood
of a peer. Figure 1 shows a partial snapshot of a P2P
network with the local signatures of peer 2, 3, 4, and
8 represented by rectangles with different filling pat-
terns. Figure 3(a) shows an example of a complete
neighborhood signature for peer 1, which indexes all
the content available at peers 2, 3, 4, and 8. By hold-
ing a complete neighborhood signature, a peer can de-
termine whether the search should be extended in its
neighborhood or simply forwarded to some peers out-
side of its neighborhood.

that peer 1 has 2 PN-S signatures, where PN-Sa,
the neighborhood signature for branch 2, indexes
all the contents available at peer 2 and 4 and PN-
S3, the neighborhood signature for branch 3, in-
dexes the contents available at peer 3 and 8.

— Append (PN-A): The superimposing technique
has been shown to be effective in compressing a
large amount of index information while support-
ing efficient information filtering function. How-
ever, this compression comes at the cost of losing
some information, i.e. when the PN-S signature
at anode matches, it does not give a clue of which
peers should be visited, resulting in searching all
of these peers. An alternative that we propose,
called PN-A Signature, is to append (concate-
nate) all of the local signatures within a branch
of the neighborhood into a partial neighborhood
signature’. When a search signature matches
with some sub-signatures within a PN-A signa-
ture, the search message will only be forwarded
to these peers associated with the matched sub-
signatures. Figure 3(c) shows that peer 1 has 2

2 A A PN-A signatures, where PN-A> indexes all the
v B2 Y I = I contents available at peer 2 and 4 and PN-A3 in-
— - — — — dexes the contents available at peer 3 and 8.
CN PN-S; PN-S3 PN-A, PN-A; .
V: Superimpose |- append 3.3. Search Algorithms
(a) CN (b) PN-S (c) PN-A

Figure 3. lllustration of neighborhood signa-
ture generation: (a) CN; (b) PN-S; (c) PN-A

e Partial Neighborhood (PN): While the CN scheme
has the advantage of jumping out of a neighborhood
when the search and neighborhood signatures do not
match, it has to forward the search to all of its neigh-
bors when there is a match between the neighborhood
signature and search signature. Thus, instead of in-
dexing the complete neighborhood, a signature can be
generated to index a partial neighborhood branching
from one of the neighbors directly connected to a peer.
A partial neighborhood signature is generated for each
of the neighbors. The search will only be extended
to the neighbors whose associated partial neighbor-
hood signatures have a match with the search signa-
ture. There are two alternatives for generating partial
neighborhood signatures:

— Superimpose (PN-S): In this approach, we use
the traditional superimposing technique. Thus,
all of the local signatures located within a neigh-
borhood branch are compressed into one signa-
ture, called PN-S signature. Figure 3(b) shows

4

The neighborhood signature schemes are generic mech-
anisms that can adapt to different search philosophies and
protocols. As explained in Section 2, the Gnutella flooding
approach uses the maximum search depth while the random
walk uses the minimum number of results as the criteria for
limiting message propagation. In order to compare the sig-
nature schemes with local index in Strategy 2, and Gnutella
(which uses flooding) as well as random walk (which vis-
its randomly chosen nodes one after another) in Strategy
1, we discuss the signature based search algorithms for the
following two philosophies: flooding/maximum-depth and
single-path/minimum-result. For clarity of our presentation,
we use z to denote the radius of a neighborhood.

3.3.1 Flooding Search

In this section, we describe how a peer utilizes neighbor-
hood signatures to perform searches based on maximum
search depth as the stop condition. Since the search algo-
rithms for the three proposed signature schemes are similar,
we use Algorithm 1 to detail the flooding search at a peer

3 An append-based CN signature can be generated by simply appending
all of the partial neighborhood signatures, and is thus not proposed as a
separate method.
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based on CN signatures and point out the differences for the
PN signatures afterwards.

Algorithm 1 Flooding search based on complete neighbor-
hood signatures.

Incoming Message: Search_-Msg(7TTL)

Local Variables: Local_Sig, Neighborhood_Sig, Search_Sig

System Parameters: z {the neighborhood radius}
Procedure:

1: compute Search_Sig based on Search_Msg.

2: {check local content}

3: if match(Search_Sig, Local_Sig) then

4:  examine local content to verify whether this is a true match or not.

5:  if true match then

6: return a pointer to the result back to the peer from which this node
got the search message.

7:  endif

8: end if

9: {check whether reach an edge of the search area}

10: if 7TL = 0 then

11:  stop

12: end if

13: {continue to search the neighborhood}

14: if match(Search_Sig, Neighborhood_Sig) then

15:  forward the message Search_-Msg(7TL —1) to all the neighbors.
16: else

17: i TTL > x then

18: forward the message Search_-Msg(TTL —z — 1) to all the neigh-
bors located x 4 1 hops away.

19:  endif

20: end if

This algorithm is invoked when a search message is ini-
tiated or received at a peer node of a P2P network. This
search message comes with a time-to-live (7TL) counter
which was preset to the maximum search depth that this
message may be forwarded. The peer first computes a
search signature to compare with the local signature. If
there is a match, the content at this peer node is examined to
determine whether this is a a true match or a false positive.
If this is a true match, a pointer to the result is returned back
to the peer from which this node got the request. Next, the
peer checks the TTL to see whether the edge of the search
neighborhood has been reached (i.e. TTL = 0), and if so, the
search message is dropped. Otherwise, the search signature
is compared with the neighborhood signature. If there is a
match, the search is extended to all of the neighbors by for-
warding the message with TTL decreased by 1. If the search
signature does not match with the neighborhood signature,
the peers located within x hops away (the neighborhood)
need not be checked. As a result, the search message is
dropped when TTL < z. In this case, the search should be
processed only at the peers  + 1 hops away. Here we as-
sume that a peer has the knowledge of its peers at z+ 1 hops
away so that it may forward the search messages directly.

The flooding search algorithms for the two partial neigh-
borhood (PN) signature schemes are only slightly differ-
ent from the one discussed above (refer to line 14-19).

5

When a search signature matches with a PN-S signature,
the search message is forwarded to the associated neighbor.
Otherwise, the message is forward to the peers z + 1 hops
away, located right outside of the partial neighborhood cor-
responding to the compared neighborhood signature.

The comparison of a search signature with a PN-A sig-
nature is performed by matching all of the included local
signatures. For every matched local signature, a search mes-
sage is directly forwarded to the corresponding peer node. If
the search signature does not match with a PN-A signature,
similar to PN-S, the search message is forward to the peers
z + 1 hops away, located right outside of the partial neigh-
borhood corresponding to this neighborhood signature.

3.3.2 Single-Path Search

In this section, we describe how a peer utilizes neighbor-
hood signatures to perform single-path search based on the
minimum number of results as the stop condition (for com-
parison with random walk). Due to space constraints, we
omit the detailed algorithm here. The main difference be-
tween single-path search and flooding search is that if all of
the neighborhood signatures do not match with the search
signature, a peer located « + 1 hops away is randomly se-
lected to extend the search. A system parameter 7NR indi-
cating total number of results found so far has the similar
role as TTL in flooding search.

For CN signature, if the neighborhood signature matches
with the search signature, all neighbors are possible can-
didates for true matches. In order to determine whether
the match is a true match or not and how many results are
there in the neighborhood, the search should be extended in
the neighborhood for checking (called neighborhood check-
ing). The difference among the single-path search algo-
rithms for CN, PN-S and PN-A is similar to what we ob-
served for flooding search. If there are signature matches,
the neighborhood checking messages are only forwarded to
the neighbors with matched neighborhood signatures in PN-
S, or directly to the peers with matched local signatures in
PN-A.

3.4 Signature Construction and Maintenance

After describing how the search is performed with neigh-
borhood signatures, we next move on to discuss the con-
struction and maintenance of these signatures. Basically,
neighborhood signature(s) are constructed at a peer node
when the peer newly joins a network. The neighborhood
signatures of a peer will need re-constructions or updates
when some peers join/leave its neighborhood or when some
peers in its neighborhood (including itself) update their con-
tent. Thus, we describe the actions to be taken at peer join,
peer leave, and peer update.
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e Peer join:

A new peer informs its arrival by sending a join mes-
sage including its local signature to the peers in the
neighborhood. When a node receives such a join mes-
sage, it first adds (either superimposes or appends) the
local signature in the join message to the correspond-
ing neighborhood signature, then sends back its own
local signature to the new peer so that the new peer can
construct its neighborhood signatures. Besides this,
some peers that were not in the neighborhood earlier,
may be brought into this neighborhood through the
connections of the newly joined node (when the new
node joins the network through multiple connections
and the neighborhood radius is greater than one). In
this case, these peers also need to exchange signatures
via the newly joined node to maintain the accuracy of
their neighborhood signatures.

e Peer leave: When a peer leaves the network, it informs
the neighbors by sending out a leave message. For PN-
A, the leave message contains the node identifier of the
leaving peer. The update on neighborhood signatures
for PN-A only requires removing the signature of the
leaving peer from the neighborhood signatures. For
CN or PN-S, this step is more complicated. Since there
is no simple way to remove the local signature of the
leaving peer from the CN and PN-S signatures which
are generated by superimposing, the affected peers in
the neighborhood have to re-construct their neighbor-
hood signatures from scratch. In order to construct a
new CN neighborhood signature, the affected peer asks
for individual signatures from the peers in the neigh-
borhood. Slightly different from CN, for PN-S, the
affected peers only need to ask for individual local sig-
natures from the peers on the affected branch.

e Peer update: When a peer updates its data content,
the local signature is updated accordingly. The proce-
dure for updating the neighborhood signatures for CN
and PN-S is the same as peer leave since new neigh-
borhood signatures need to be constructed. For PN-A,
the affected peers only need to update the relative sub-
signatures in their neighborhood signatures.

4. Simulation Parameters

Simulation based experiments have been conducted to
evaluate the performance of our proposed approaches with
existing P2P search techniques such as Gnutella, random
walk, and local index. We consider two different network
topologies, uniform and power-law, which have been stud-
ied in related work as well [10, 14]. Based on [8], we set the
power-law topology using an exponential efficiency of 1.4.
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For both network environments, we consider two different
data distribution patterns, uniform and nonuniform data dis-
tribution. Under uniform data distribution, each node holds
the same number of data items. Under nonuniform data dis-
tribution, 80% data items are distributed among 20% of the
nodes, called as popular peers, and the remaining 20% data
are distributed among the remaining 80% nodes, called as
unpopular peers. In addition, by assuming that there are
1000 peers pre-existing in a P2P network, the simulations
are initialized by generating signatures for these initial 1000
peers. Then, we inject a large number of operations - a ran-
domized mix of search, peer join, peer leave, and peer up-
date - into the P2P network in each experiment. The relative
proportion of these operations has also been considered.

We vary several system parameters, such as neighbor-
hood radius, storage size, key attribute size, number of data
items at a peer, relative proportion of different operations,
and the average number of replicas per data in the network.
In subsequent discussions, search/update ratio indicates the
proportion of search operations to the other operations that
require signature maintenance (i.e., peer join, peer leave and
peer update), and replication ratio is defined as the number
of replicas per data divided by the total number of peers in
the network.

Now we present the parameters and their values used in
the simulations with the justification for these choices.

e System parameter settings: The average number of
shared files per peer has been observed to be around
340 in [14], and so we set number of data items per
peer to 400. Key attributes, which contain the key
value(s) of data items in various forms, e.g., binary
music clip, keywords, integers, etc, are used for eval-
uation of search criteria. Since the size of data items
itself is not a significant factor in differentiating the
schemes under investigation, we use size of key at-
tribute as an important parameter to characterize data
items. In most of our experiments, we use 4 bytes as a
default for the size of key attribute (i.e., we assume a
single value attribute unless specified). We also ran ex-
periments by increasing the size of key attribute (i.e.,
to represent a multi-key composite attribute or a com-
plex attribute with binary data such as music clip) and
the number of data items per peer in order to observe
their impacts on different search approaches. To simu-
late a generic environment in P2P systems, we use syn-
thesized key attributes generated by a random number
generator in the simulation. The average number of
neighbors is set to 4, which is consistent with the aver-
age node degree in Gnutella [15]. In P2P network, if a
message traveling through an edge reaches a peer that
has seen the same message before, this edge closes a
cycle and we call this kind of edges redundancy edges.
On the average about 30% of the searches are dropped
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due to cycles in the network, so we set the ratio of re-
dundant edges to 30%.

e Stop condition settings: The maximum search depth
is set to 7 in Gnutella. However, some detailed studies
on Gnutella networks concluded that the network di-
ameter is about 4 [8]. So we set the maximum search
depth to 4 for power-law networks. We ran some pre-
liminary experiments and found out that in order to
achieve the same coverage for searching in both net-
work topologies, the maximum search depth should be
set to 5 in uniform network. While the replication ra-
tios are varied in the single-path search, we set the min-
imum number of results to 1 in these experiments.

5. Simulation Results

In this section, simulation results for flooding and single-
path search are presented. For each of these search method-
ologies, we present results with power-law network topol-
ogy under uniform data distribution as well as nonuniform
data distribution. We have also conducted simulation based
on uniform network topology. The general trend observed
from the results with uniform topology are similar to the
one with power-law topology, so we omit it due to space
constrains.

In the flooding experiments, we compare our signature
mechanisms with Gnutella and local index, while in the
single-path search we compare with random walk and local
index. Total message volume, as discussed in Section 2.2, is
used as the primary performance metric in our simulation.

5.1. Flooding

In the following experiments, we first vary the neighbor-
hood radius and storage size to compare the performance of
the proposed signature methods and to determine the best
settings of those two parameters for the signature schemes.
Then, we show the impacts of the other parameters as men-
tioned in Section 4 on performance of Gnutella, local index,
and our signature methods. In the experiments, unless ex-
plicitly specified, search/update ratio is set at 10. We first
present the results under uniform data distribution and then
compare with the results under nonuniform data distribu-
tion.

Optimal neighborhood radius: Table 1 shows the val-
ues of neighborhood radius that give the lowest message
volume for the given storage size (referred to as optimal ra-
dius). For CN and PN-S, the optimal radius is 1 for all con-
sidered sizes as shown in Table 1. The reason is that when
the signature size is small, join/leave/update cost is small
and query cost dominates the total message volume (figures
are omitted due to space constraints). A small neighbor-
hood radius forces less information superimposed together

7

and results in low false positive probability, thereby incur-
ring lower total message volume. When the storage size
increases, the cost of join/leave/update dominates the to-
tal cost and a smaller neighborhood radius results in lower
join/leave/update message volume, providing the best re-
sults again. The latter effect (overhead of join/leave/update)
is less significant for PN-A, making a larger neighborhood
radius more preferable in this scheme when storage size is
large, as shown in Table 1.

Table 1. Flooding: optimal neighborhood ra-
dius that generates the minimum total mes-
sage volume for different storage sizes.

Storage | 0.064 | 0.256 | 1 | 6.4 | 25.6 | 83.2 | 256
size

CN 1 1 1)1 1 1 1
PN-S 1 1 1)1 1 1 1
PN-A 1 1 1

Size of Key Attribute: Figure 4 shows the total mes-
sage volume with different sizes of key attribute. The y-
axis is on a logarithmic scale for readability. In this simu-
lation, we use increased attribute sizes to represent the situ-
ations where the (logical) key attribute consists of multiple
keys or contains binary data (e.g., music clip). The val-
ues shown here uses a given storage size (i.e., 6.4KB) and
a fixed number of data items per node (i.e., 400). Thus,
by increasing the size of key attribute at a data item from
4 bytes to 1.6KB, the storage/total-attribute-size ratios at a
peer for the chosen points in the figure are decreased from
400%, 100%, 50%, 10%, 5%, down to 1%*. It can be ob-
served from the figure that the signature approaches outper-
forms Gnutella and local index significantly as the attribute
size becomes large (i.e., the storage/total-attribute-size ra-
tio becomes small). For instance, when the attribute size
for each data item is 1.6KB (i.e., storage/total-attribute-size
ratio is 1%), the total message volume for PN-A is merely
14% compared to Gnutella and local index. The total mes-
sage volume for Gnutella increases as the size of key at-
tribute increases, because the search message contains the
attribute value(s). Local index performs well when the at-
tribute size is small. However, as the attribute size increases,
the given storage size is not sufficient to index all data
items’. Therefore, local index’s performance is the same
as Gnutella approach for larger attribute size.

Number of Data Items: Figure 5 shows the total
message volume as we allow the number of data items

4The storage/total-attribute-size ratio can be interpreted as the storage
overhead normalized according to the total size of the key attributes of data
items.

5The minimum storage overhead for local index is 6.4KB, 25.6KB,
51.2KB, 256KB, 512KB and 2560KB, respectively, for each of the points
in Figure 4.
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Figure 4. Flooding: effect of key attribute size
on signature approaches. The y-axis is on
logarithmic scale for readability.

per peer to increase from 100 to 160000. With a fixed
storage of 6.4KB at each peer, the storage/total-attribute-
size ratios for the chosen data points in Figure 5 are
1600%, 400%, 100%, 50%, 10%, 5%, 1%, respectively. As
shown in the figure, local index outperforms PN-A only
when each peer has merely 100 data items (i.e., the
storage/total-attribute-size ratio is 1600%). On the other
hand, the partial neighborhood signatures performs ex-
tremely well as the number of data items per peer increases
rapidly. However, when the number of data items is over-
whelmed, (e.g., > 16000), extra storage size should be allo-
cated for signatures to reduce their false positive probability
and the total message volume. Different from the previous
figure, the total message volume for Gnutella remains as a
constant since the attribute size for each data item is fixed.
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Figure 5. Flooding: effect of humber of data
items per peer on signature approaches. The
total message volume of Gnutella is shown
by the horizontal line.

Observed from the above two figures, it is obvious that
the partial neighborhood signatures are much more storage
efficient and flexible than local index. With very little stor-
age overhead, the partial neighborhood signatures can facil-
itate focused search effectively while local index has some
minimal storage requirement.

Search/Update Ratio: Figure 6 shows the optimal to-
tal message volume of PN-A (CN and PN-S exhibit similar
behavior) with different search/update ratios. We can see
that when the storage size is small, the differences are in-

8

significant. However, when the storage size becomes large,
the total message volume with lower search/update ratios is
significantly higher than that with high search/update ratios
due to the high cost of join/leave/update operations at these
sizes.

E
EE &

total message valume [KE)
[=1
=

20 4_m \
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0064 0256 1 G4 256 832 256

storage size [KE)

Figure 6. Flooding: effect of search/update ra-
tio on signature approaches. Total message
volume of Gnutella is shown by the horizontal
line.

Message Volume and Storage Tradeoff: Figure 7 com-
pares the performance of the three signature schemes with
the index based approach, along with the Gnutella shown
as a solid horizontal line, by increasing storage size. From
the figure, we can observe that with storage size as small
as 256 bytes, the signature schemes can reduce message
traffic by over 25% compared to the Gnutella flooding ap-
proach. With a higher storage capability, PN-S and PN-A
produce even further savings. On the other hand, the lo-
cal index approach starts outperforming Gnutella only be-
yond 1KB. At this point, while traffic incurred by index is
comparable to Gnutella, CN, PN-S and PN-A incur only
T7%, 45% and 42% of the Gnutella traffic. With a stor-
age size of 6.4KB, all three signature schemas provide fur-
ther savings, and so does the local index. However, the
message volume of PN-A is only 67% of local index’s
traffic at this point. As the storage space gets larger, in-
dex/signature construction and updates become more ex-
pensive (due to join/leave/update operations), causing their
message volume to increase again. Even when the storage
size keeps increasing, the performance of PN-A is similar to
local index. These results demonstrate that the signature ap-
proaches (particularly PN-A) can have better performance
than the local index with a much smaller storage space re-
quirement.

Data Distribution: Figure 8 compares the perfor-
mance of Gnutella flooding, local index and three signa-
ture schemas under uniform and nonuniform data distribu-
tions (as specified in Section 4). In this comparison, stor-
age size for index and signatures are set to be 6.4KB. For
both Gnutella flooding and index approach, there is no per-
formance difference under these two different data distribu-
tions. For the signature schemas, the total message volume
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Figure 7. Flooding: total message volume
comparison among local index, CN, PN-S and
PN-A. Total message volume of Gnutella is
shown by the horizontal line.

under nonuniform data distribution is increased a little bit.
This can be explained by the increased false positive proba-
bility of the neighborhood signatures which are contributed
by popular peers. One important observation from Figure 8
is that the performance of PN-A is better than local index
under both uniform and nonuniform data distributions.

muniform gnonuniform

Total message volurme [KE]
&

Grutella  index CH PH-5 PR A

Figure 8. Flooding: effect of data distribu-
tions on Gnutella flooding, index and signa-
ture approaches.

5.2. Single-Path

In addition to the five parameters (neighborhood radius,
storage size, key attribute size, number of data items, and
search/update ratio) investigated in flooding search, we in-
clude one more parameter - replication ratio - in single-path
search since the performance of search with minimum num-
ber of results as search stop condition can rely heavily on
the number of replicas in the system. Similar to flooding
where we compared the schemes with Gnutella and local
index, we compare the performance of the proposed signa-
ture approaches with random walk and local index. The re-
sults are similar to that observed for flooding. Due to space
constrains, we only present the comparison among random
walk, index and signature schemas when the storage size
and replication ratio increases, respectively.

Message Volume and Storage Tradeoff: Figure 9
shows the total message volume comparison between ran-
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dom walk, local index, CN, PN-S and PN-A. Once again,
we find the signature schemes (PN-A in particular) are able
to incur lower message traffic in retrieving the required
number of data items at a much lower storage cost than local
index.

P
(=1

400  Windex OCN EPN-S BEPN-A
80
60

Random Walk
40 1

/ 1
i A i ke o W]

0.084 0.256 g4 2586 83.2
storage size (KB)

total message volume (KB)

=1

Figure 9. Single-path: total message volume
comparison among local index, CN, PN-S and
PN-A. Total message volume of random walk
is shown by the horizontal line.

Replication Ratio: Figure 10 compares random walk,
local index and PN-A for different degrees of replication of
data items in the network. The y-axis is on a logarithmic
scale for readability. In these experiments, both local in-
dex and PN-A are run with a storage size of 6.4KB (local
index only starts to provide reasonable performance with
storage size 6.4KB). At high degrees of replication, as ex-
pected, random walk can perform rather well, since there is
a higher likelihood of finding the requested data items even
when randomly traversing the network (without incurring
any join/leave/update overheads). However, at lower de-
grees of replication it does much worse than the signature
or index approaches which can direct searches in a more
productive manner. Of these two approaches, we find that
PN-A is more effective at reducing traffic even at very small
degrees of replication. PN-A incurs an order of magnitude
lower message traffic with respect to random walk under
a replication ratio of 0.1% and only 17% of random walk
traffic under a replication ratio of 0.5%. Compared to local
index, PN-A incurs 29% of index traffic under a replication
ratio 0.1% and 43% of index traffic under a replication ratio
0.5%.

6. Concluding Remarks and Future Work

Peer-to-Peer (P2P) applications such as Napster and
Gnutella have made the Internet a popular medium for re-
source and information exchange between thousands of par-
ticipating users. A primary consideration in the design of
such applications is the high network traffic that they gen-
erate when searching for resources/information. We have
proposed three new mechanisms based on signature files to
facilitates search in p2p systems.
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Figure 10. Single-path: effect of replication
ratio on random walk, local index and signha-
ture approaches. The y-axis is on logarithmic
scale for readability.

The schemes have been extensively evaluated and we
uniformly find PN-A giving good savings in message vol-
ume over Gnutella, random walk and local index ap-
proaches at a small storage cost. In addition to the per-
formance and storage savings with signatures, there are
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observations lead us to believe that PN-A is an extremely
popular mechanism for implementing resource and infor-
mation lookup operations in P2P networks.

Our ongoing work is looking into reducing false posi-
tive effects in signatures by exploiting real data patterns.
We are also looking into improving peer join/leave/update
overheads, together with incorporating with other optimiza-
tions such as intermediate node caching and peer clustering.
Finally, we are investigating P2P applications overlayed on
wireless networks.
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