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Abstract

This paper presents an on-line feature selection mechafusevaluating multiple features while
tracking and adjusting the set of features used to improaeking performance. Our hypothesis
is that the features that best discriminate between objedtlaackground are also best for track-
ing the object. Given a set of seed features, we computekelghiood ratios of class conditional
sample densities from object and background to form a newfsandidate features tailored to
the local object/background discrimination task. The wl@ss variance ratio is used to rank these
new features according to how well they separate samplelalisions of object and background
pixels. This feature evaluation mechanism is embedded i@aarahift tracking system that adap-
tively selects the top-ranked discriminative featurestfacking. Examples are presented that
demonstrate how this method adapts to changing appearasfdesth tracked object and scene
background. We note susceptibility of the variance rataides selection method to distraction by
spatially correlated background clutter, and develop adiidnal approach that seeks to minimize

the likelihood of distraction.

Keywords: computer vision, tracking, time-varying imagery, featareation, feature evaluation

and selection.

This work is supported by DARPA/IAO HumanID contract NO08d@-1-0915, by DARPA/IPTO MARS2020
contract NBCHC020090 and by DARPA/IXO VIVID contract NBCB30013.



1. Introduction

Two decades of vision research have yielded an arsenal oénhaovalgorithms for object track-
ing. Multiple moving objects can be effectively tracked @al-time from stationary cameras us-
ing frame differencing or adaptive background subtractiombined with simple data association
techniques [1, 6, 26]. These detect-then-track approadrede generalized to situations where
apparent camera motion is easily stabilized, includinglyurotating and zooming cameras, and
aerial views where scene structure is approximately plpirgr Modern appearance-based meth-
ods use gradient descent to incrementally follow a refexaigect model through video without
prior knowledge of scene structure or camera motion. Thikides the use of exible template
models [8, 21], and kernel-based methods that track nad-oigjects using viewpoint-insensitive
histograms [7, 10]. Kalman lIter extensions achieve moreust tracking of maneuvering objects
by introducing statistical models of object and camera am}8, 16]. Tracking through occlusion
and clutter is achieved by reasoning over a state-space ltipfaunypotheses [15, 23, 24].

Our experience with a variety of tracking methods can be sanaad simply: tracking
success or failure depends primarily on how distinguishahbl object is from its surroundings. If
the object is very distinctive, we can use a simple trackésltow it. If the object has low-contrast
or is camou aged, we will obtain robust tracking only by ingdog prior knowledge about scene
structure or expected motion, thus buying tracking sucatti®e price of reduced generality.

The degree to which a tracker can discriminate object ankigsaand is directly related to
the image features used. Surprisingly, most tracking egfiins are conducted using a xed set
of features, determined apriori. Sometimes, preliminayeeiments are run to determine which
xed features to use — a good example is work on head tracksigguskin color, where many
papers evaluate different color spaces to nd one in whicklpralues for skin cluster most tightly,

e.g. [30]. However, these approaches ignore the fact thsaittlite ability to distinguish between
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object and background that is most important, and the bacikgl can not always be speci ed

in advance. Furthermore, both foreground and backgroupdapnce will change as the target
object moves from place to place, so tracking features aed o adapt. Figure 1 illustrates this
observation with low contrast imagery of a car travelingtigh patches of sunlight and shadow.

The best feature for tracking the car through sunlight perfopoorly in shadow, and vice versa.

Feature R - G

Figure 1: Features used for tracking an object must be adlagtéhe appearance of the object and
background changes. The source imagery (left column) isclontrast aerial video of a car on a
road. The car travels between sunny patches (top row) amtbgh@ottom row). The best feature
for tracking the car in sunlight (R-G) performs poorly in doa. Similarly, the best feature for
tracking through shadow (2G-B) does not perform as well imlight.

A key issue addressed in this work is on-line, adaptive seleof appropriate features for
tracking. Target tracking is cast as a local discriminagiozblem with two classes: foreground and
background. Our insight is that the features that bestrdjatsh between object and background
are the best features for tracking. This point of view opgna wide range of pattern recognition
feature selection techniques that can be adapted for usackinig. An interesting characteristic
of target tracking is that foreground and background a@ess are constantly changing, albeit

gradually. Naturally, when class appearance varies, th& nfiecriminating set of features also



varies [19]. The issue of on-line feature selection haslydreen addressed in the literature,
especially under the hard constraint of speed requiredafiget tracking. The nearest relevant
work is [27], which dynamically switches between ve preelhined color spaces to improve
face tracking performance.

Section 2 presents a brief look at off-line discriminatieature selection in the eld of pat-
tern classi cation. Section 3 adapts these ideas to thedhtkrget tracking. Since the goal is to
perform on-line feature selection while tracking, ef cenmust be favored over optimality. We
develop an on-line feature selection mechanism using tbectass variance ratio to nd features
whose distributions best discriminate between the trackgelct and the surrounding scene back-
ground. Examples are presented in Section 4 to illustrate ¢dambining this feature selection
mechanism with tracking facilitates adaptation to chaggibject and background appearance. In
Section 5, we note that feature selection via the variantie naay perform poorly in the pres-
ence of spatially-correlated background clutter, and weeldg an alternate feature evaluation
method that makes better use of spatial information to mmerdistraction due to clutter. The new
evaluation function favors features that minimize the ience of the maximum distractor, thus
maximizing the likelihood of tracking the correct objectthre next frame. Section 6 concludes

with a discussion of issues raised by the approach presanteid paper.

2. Feature Selection

Feature selection is a technique for dimensionality radoavhereby a set of m features is chosen
from a pool of n candidates, where usuattx< n [2]. This technique can improve classi cation
performance by discarding irrelevant or redundant feature

The two main components in feature selection are the setectiterion function, which is

a quantitative measure used to compare one feature sulasestgnother, and the search strategy,



which is a systematic procedure to enumerate candidatgréesiibsets and to decide when to stop.
Criterion functions can be categorized by whether the etadn process is data intrinsic ( Iters) or
classi er-dependent (wrappers) [2]. For discriminationipems, the criterion involves evaluation
of the discriminating power of the selected feature sub$bere are many ways to evaluate the
discriminative power of a feature. For example, augmentgdrce ratio (AVR) has been used
for feature ranking as a preprocessing step for featureesdedection [18, 19, 20]. AVR is the
ratio of the between-class variance of the feature to thieimvitlass variance of the feature. Other
measures of discriminative power include information gaid mutual information.

The goal in feature subset selection is to nd m featureslieat complement each other for
the classi cation task at hand. Since we usually do not kndwatthe best subset size m should be,
the search space for feature subset$ jsvheren is the total number of features. Existing heuristic
search methods for feature selection provide a set of campes between speed and optimality.
For example, Sequential Forward Selection [2] has linearpdational complexity in n, but itis a
greedy strategy that can result in suboptimal feature Betsomedical imaging, a combination of
feature ranking and feature subset selection has been sbhdyereffective for off-line selection of
discriminative subsets from thousands of feature canelsd@0, 31]. However, to achieve on-line
selection, we are forced to consider simpli ed selectiatecia, non-exhaustive search spaces and
heuristic search strategies. In this work we nd the best atifees individually, fully realizing that

the best m individual features may not form the best featubset of size m [28].

3. Feature Selection for Tracking

Our goal in this section is to develop an ef cient method tt@ttinually evaluates and updates the
set of features used for tracking. It is important to note thatures used for tracking need only

belocally discriminative, in that the object only needs to be cleaglyagable from its immediate



surroundings. This is a much less restrictive assumptian th necessary for a tracker that uses
a xed set of features, since that set must by necessity b@idimative across a wide-range of
imaging conditions. A tracker that swaps features in andoouthe y can instead use features
that are nely tuned to provide good foreground/backgrodistrimination, even if they are only
locally, and temporarily, valid.

The following steps are taken in our approach. First, a seantlidate “seed” features are
de ned, and the distributions of feature values for objentl dackground classes are computed
using samples taken from the most recently tracked frameorfsk the class conditional distribu-
tions for each feature are combined using a log likelihodit t® produce a function that maps
feature values associated with the object to positive &laed feature values associated with the
background to negative values. This important step canteepreted as a nonlinear transforma-
tion of each seed feature into a new “tuned” feature thatiisred to the task of discriminating
object from background in the current frame. Third, theseetlicandidate features are evaluated
using the two-class variance ratio to measure separabflitye distributions they induce on object
and background classes. Fourth, the most discriminatateifes are used to assign weight values
to pixels in a new video frame, producing a weight image wiadject pixels have high values
and background pixels have low values. Finally, the meait-algorithm is applied to this weight
image surface to estimate the 2D location of the object ircthieent frame. Each of these steps is

described in more detail in the sections below.

3.1 Seed Features

In principle, a wide range of features could be used for iragkincluding color, texture, shape
and motion. Each potential feature set typically has donéisnable parameters, and therefore

the full number of potential features that could be usedrxking is enormous. In this work, we



represent target appearance using histograms of colemb#ak responses applied to R, G, B pixel
values within local image windows. This representatiorhigsen since it is relatively insensitive
to variations in target appearance due to viewpoint, oamiuand non-rigidity. Although only
color features are considered in this paper, the propogaagh can be extended easily to other
cues represented as histograms of feature values.

The set of seed candidate features is composed of linearinatiuns of camera R,G,B pixel

values. Speci cally, for our experiments, we have chosenftiiowing set of feature candidates
Fi f wiR+w,G+w3Bjw 2[ 2, 1;0;1;2]g Q)

that is, linear combinations composed of integer coef tselpetween -2 and 2. The total num-
ber of such candidates would b&, But by pruning redundant coef cients whege?; wd; wd) =
k(w1;wo;w3), and by disallowingws; wo; wg) = ( 0;0;0), we are left with a pool of 49 features.
This set of seed features is chosen because: 1) the feateref@ent to compute (only integer
arithmetic is involved); 2) the features approximatelyfammly sample the set of 1D subspaces
of 3D RGB space; and 3) many common features from the litezatte included in the candidate
space, such as raw R, G and B values, intensity R+G+B, appat&ichrominance features such
as R-B, and so-calleeixcessolor features such as 2G-R-B.

All features are normalized into the range 0 to 255, and &irtliscretized into histograms of
length 2, whereb is the number of bits of resolution. We typically discretiaé or 6 bits, yielding
feature histograms with 32 or 64 buckets. This discretizais performed for ef ciency, and for
defeating the “curse of dimensionality” that occurs whesiny to estimate feature distributions

from small numbers of samples [2].



3.2 Creating Tuned Features

If both object and background were uni-colored, then a pideisrgument could be made that
variation in apparent color of pixels would lead to Gaussletributions in color space. In this
case, Linear Discriminant Analysys (LDA) could be used td thhe subspace projection yielding
the least overlap (i.e. maximum separability) betweenailtgad background. However, we must
be able to handle targets and backgrounds that have muttahdistributions of colors. These
violate LDA's Gaussian assumption, and thus invalidatartslytic solution.

Our approach, illustrated in Figure 2, transforms each deatlire based on the class-
conditional distributions of its values. The transforroatis computed as a log likelihood ratio
of the feature value distributions for object versus backgd. This nonlinear transformation
achieves two important goals. First, it creates a new feahat is “tuned” to discriminate between
object and background pixels. Thresholding the value af fibature at zero is equivalent to using
a maximum likelihood rule to classify object pixels from kgmound. Second, for features with
good discriminative power, this method collapses potéptraultimodal object and background
distributions into unimodal distributions. Simple metkddr measuring separability of two Gaus-
sian distributions are then applicable, including theasaeke ratio.

We use a “center-surround” approach to sampling pixels folject and background. A
rectangular set of pixels covering the object is chosenpresent the object pixels, while a larger
surrounding ring of pixels is chosen to represent the bakgt. For an inner rectangle of dimen-
sionsh w pixels, an outer margin of widtfry5 maxh; w) pixels forms the background sample.
This is a conservative strategy that leads to discrimiedBatures that separate object from back-
ground regardless of which direction the object maneuvetBa image. Background appearance
also could be sampled by biasing selection of pixels towtirelarea of the image where the object

is predicted to be in the future, given its recent trajectory
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Figure 2: Empirical tuning and evaluation of a candidatel$eature, demonstrated on an IR image
of a truck. Sample histograms of (possibly multimodal) deatvalues for object and background
are used to compute a log likelihood ratio function that magect pixels to (unimodally) positive
values and background pixels to negative values. When bagqgbed into image space, these
function values form a 2D weight image that can be used td tifae object. The variance ratio
is used to evaluate how well the tuned feature induces seifigrdetween the two classes, since
separability correlates well with suitability of the wetghmage for tracking.

Given a featuref, let Hopj(i) be a histogram of feature values for pixels on the objaat]
Hpg(i) be a histogram for pixels in the background sample, whemages from 1 to2 the number
of histogram buckets. We form an empirical discrete prdiighdistribution p(i) for the object,
andq(i) for the background, by normalizing each histogram by thelemof elements in it.

For each seed feature, we create a new “tuned” featureadilar better discriminate be-
tween object and background. This tuned feature is formedeatog likelihood ratio of the class
conditional seed feature distributions. The log likelidoatio of a feature valueis given by

maxf p(i); dg

maxt o(i); dg @

L(i) = log

whered is a small value (we set it to 0.001) that prevents dividingéso or taking the log of zero.



The nonlinear log likelihood ratio maps object/backgroulitributions into positive values for
colors distinctive to the object, and negative for colosoagated with the background. Colors that
are shared by both object and background tend towards zekkpBojecting these log likelihood

ratio values into the image produces a weight image, saitltracking ( Figure 2).

3.3 Evaluating Feature Discriminability

To summarize the development so far, for each seed featuestiveate the distributiong(i) and
g(i) of object and background pixels, respectively, and theatera tuned featuri(i) as the log
likelihood ratio of these two distributions. Now, we wantrteasure the separability that tuned
featureL(i) induces between object and background classes using thelasgvariance ratio
We could proceed by reaccumulating new class conditiorsatidutions for the tuned feature, as
shown in Figure 2, but for ef ciency we can reuse the disttidos p(i) andq(i) already computed
for the seed feature. Using the equality(®@r= Ex?* (Ex)2, we compute the variance &fi)

with respect to object class distributigi) as

E[L*()]  (EIL()D? 3)

var(L; p)

a p(L2()  [a p()L()? (4)

and similarly for background class distributig(i). The variance ratio of the log likelihood func-

tion can now be de ned as

var(L; (p+ q)=2)
[var(L; p) + var(L; q)]

VR(L; p;q) %)

which is the total variance df over both object and background class distributions, didy

the sum of the within class variances loffor object and background treated separately. As in
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equation 2, the implementation of this equation avoidssttivi by zero by taking the maximum of
the denominator and a small epsilon value.

The intuition behind the variance ratio is that we would li&g likelihood values of pixels
on both the object and background to be tightly clusterea @ithin class variance), while the two
clusters should ideally be spread apart as much as possigtetptal variance). The denominator
enforces that the within class variances should be smaldtn object and background classes,
while the numerator rewards cases where values associdtedhject and background are widely
separated. Note the similarity to the Fisher discriminagtcdlin the computation of LDA, where
the squared difference between the mean values of the te®edas used as an alternative measure
of total variance. To re-emphasize an earlier point, whid&L(and thus the variance ratio) are not
appropriate for measuring separability of the multimodass distributions induced by seed fea-
tures, after mapping through the log likelihood ratio togaroe tuned features, class distributions
should be more unimodal, and thus use of variance ratio fasoming discriminative power of

tuned features is appropriate.

3.4 Ranked Weight Images

If a feature's two-class log likelihood function from theepious step is used to label pixels in a
new video frame, the result is a weight image where, ideablject pixels contain positive values
and background pixels contain negative values. For a pedfecriminating feature, this weight
image would be an indicator function, with value 1 at pixedsresponding to the object, and -1
everywhere else. In this ideal case, tracking could be gsetisimply by thresholding at zero
and computing the object center and rough shape using theochef moments (see also [4]).
In practice, object and background color distributiond wierlap, and perfect separation is not

achievable. Instead, we settle for ranking the featuregpgmbility, and choosing the top N.
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Figure 3 shows a sample object, and the set of weight imagekiped by all 49 candidate
features, after rank-ordering the features based on thel®gs variance ratio measure. The weight
image for the most discriminative feature is at the uppéy efd the image for least discriminative
feature is at the lower right. We observe a very high con@tabetween variance-ratio ranking

and suitability of the weight image for localizing the oldjecthe next frame.

(B)

Figure 3: (A) A sample image with concentric boxes delingabbject and background samples.
(B) Weight images produced by all 49 tuned candidate featuank-ordered by the two-class
variance ratio measure. The weight image for the most diseative feature (hypothesized as best
for tracking) is at the upper left. The image for least disgnative feature (worst for tracking) is
at the lower right.

Figure 4 shows other sample images with labeled object ackbbaund pixels, along with
the weight images associated with the tuned features hdugtgest, median, and lowest vari-
ance ratio values, corresponding to the best, median anst features, respectively, in terms of

object/background separability. Again, we see good ageeemetween these rankings and our

intuitive preference regarding which weight images to usdrbcking.
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Figure 4: Sample video frames with ranked weight images ¢@timn: frame with labeled object
(green box) and background pixels (red box) pixels. Sedondh columns: weight images corre-
sponding to the tuned features with highest, median anddbvaiance ratio scores, respectively.
We see that rank ordering features by the two-class varieato® correlates well with intuition
regarding which features would be best to use for trackiegthject.

3.5 Tracking

The above feature ranking mechanism is embedded in a tgaskistem as shown in Figure 5.
Object and background pixels are sampled from the previaumsd, given the previous location of
the tracked object. Potential tracking features are rankety the variance ratio to determine how
well each feature distinguishes object from backgrouna: BIpN most discriminative individual

features are used to compute weight images for the curramefr Due to the continuous nature
of video, the distribution of object and background feasurethe current frame should remain

similar to the previous frame, and thus the most discrinedeatures should still be valid.
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A local mean-shift process is initialized in each of theew weightimages. These processes
perform gradient ascent to nd the nearest local mode inrtrespective weight images. These
mean-shift processes convergd\lestimates of the 2D location of the object in the current #gam

which are combined to yield a nal estimate of object locatidn our implementation, we use a

chosen rather than the mean in an attempt to add robustrassegny single mean-shift process

yielding a bad estimate of object location that corruptsbeled estimate.

Weight Images

Samples from
Previous Frame \
1 2 N
BG

e e e R N | ESS e e
'y Y

MeanShift | |MeanShift | = = = |MeanShift

New Location

Combine |g |
Location Estimates

Figure 5: Overview of tracking system with on-line, adaptigature selection. Samples of object
and background pixels in the previous frame guide evaloaifacandidate features, leading to a
rank ordering of features based on discriminative abilitye topN best features are applied to the
current frame to computd weight images. A mean-shift process is applied to each wéiggge

to compute a 2D location estimate. Thésestimates are combined to determine the best location

of the object in the current frame, and the procedure iterate

The algorithm iterates through each subsequent frame ofitle®, extracting new samples
of object and background pixels, and choosing new sets ofidigative features. In this way, both
the features used for tracking and the appearance modelgenft@nd background classes evolve
together over time. Adaptively updating appearance madelsis manner raises the specter of

model drift a classic problem in adaptive tracking. Model drift builgs gradually over time as
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misclassi ed background pixels start to “pollute” the fgreund model, leading to further misclas-
si cation and eventual tracking failure. To avoid this pleim, we compute the empirical object
feature distribution at each frame by pooling pixel samfies the previously tracked image to-
gether with the labeled object pixels from the originalimag sample in the rst frame, which is
assumed to be uncontaminated. The estimated featurebdisin is therefore a straightforward
average of the initial and current feature distributionsniing a pooled estimate allows the object
appearance model to adapt to current conditions while kgapie overall distribution anchored to
the original training appearance of the object. This hégrégpproach assumes that the initial color

histogram remains representative of object appearancaghout the entire tracking sequence.

4. Experiments

This section presents three challenging tracking exanp#sllustrate the bene ts of combining
on-line feature selection with object tracking. Specilgathese bene ts are: enhanced ability to
track low contrast objects; ability to adapt to changingkggound and illumination conditions;
and ability to avoid distraction by automatically emphasizappearance characteristics that are
distinctive to the object.

The rst tracking example uses low-contrast aerial footafe car driving through patches
of sunlight and shadow (Figure 6). Watching the video frdmdrame, it is challenging even
for a human observer to delineate the position of the car vithesisses through shadow regions.
Despite the dif culties, the tracker presented here smigattacks the car through the changing
illumination conditions, and through partial occlusiorusad by trees lining the road. Figure 6
presents a trace showing which 5 features out of 49 were olessenost discriminative for each
frame of the tracked sequence. We see that many of the sameefeare selected through most

of the video (horizontal bars in the picture represent thmeséeatures being chosen again and
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again), and many features were never selected (empty réws)coarse level of description, the
feature history can be broken into ve blocks of frames, véehesughly the same set of features
were chosen consistently within each block, and the discomy between blocks is marked by
a switch to a different set of features. Figure 6 also showsesentative frames from within

each of these ve coarsely segmented time blocks. For the msddle and last block, the car

is predominantly driving through sunny road or dappled Ipascof shadow. The second block
delineates a subsequence where the car plunges into anf aespo extended shadow. The fourth
block denotes a subsequence where the car travels over htsidge that has color properties

similar to the car.

Figure 6: Trace of features selected to track a car througlzyaderial sequence. The car is tracked
successfully through shadows and partial occlusion b tiaang the road. See text for details.

Further analysis shows that the ve features chosen moshafthen the car is in sunlight
are R-G, 2G-R, 2G-B-R, 2G+B-2R, and 2R-G-B. The ve featuthesen most often in shadow
are 2G-B, 2G-R, G, 2G+B-R, and 2G+B. The most chosen featurésr each condition, R-G in
sunlight and 2G-B in shadow, were compared in Figure 1 on sasynlight and shadow images. It
is not easy to intuitively explain why these particular teas were chosen most often. In fact, that
is the point of this paper: features should be chosen based objective function that measures

their discriminability, rather than on subjective humatuition.
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(B)

Figure 7: (A) The traditional mean-shift tracker is attextto background pixels that have the
same color as part of the tracked car, leading to trackidgr&i (B) By modeling both object
AND background color distributions, our tracking approactiomatically down-weights shared
colors, thus avoiding temptation.

Figure 7A illustrates failure of a standard mean-shiftkead7] on one section of the video.
When the car passes over a small bridge, the color of the ttpedfridge rail is nearly identical
to the color of the specular highlight on top of the car. Themshift tracker gets sidetracked by
this similar color, leading to tracking failure. Figure 7Basvs results from our adaptive tracker.
Since the tracker maintains a model of both object AND bamlgd color distributions, it detects
that a color in the background is similar to a color in the mpded automatically down-weights
those pixels. The tracker is therefore not attracted to tlgb railing, and tracking proceeds.

This ability to adaptively emphasize different object @weristics to avoid distraction is
illustrated more clearly by a video tracking example showirigure 8. Here, a red car with a
white roof is tracked on a busy highway. Figure 8 shows theggasentative frames from the
sequence, along with the weight image produced by the tokeda(thus most discriminative) fea-

ture. Against the dark tarmac, the white roof of the vehiglevgles an excellent, high contrast
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Figure 8: Example of feature adaptation to avoid distractbeft column: video frame with ob-
ject/background windows overlaid. Right column: weighae from top-ranked tracking feature.
(A) A red and white car is being tracked. (B) When the car passkarge white truck, the top-
ranked tracking feature adapts to emphasize the red calosjrrg the white truck to “disappear”
(compare weight image (B) with the other two weight imagég). When the car is alone against
the dark road, the top-ranked tracking feature empasizeigfn-contrast white roof.

target for tracking. However, when the car passes near @thite vehicles, there is danger of
distraction. In this case, the feature selection processaatically shifts to a feature that empha-
sizes the red color, thus causing the distracting whiteclesito disappear from the weight image
(Figure 8B). After the distractors have been passed, tharkeaelection process again shifts back
to emphasize the high contrast white roof. We stress thafaohiunate shifting of color emphasis
to avoid distraction happens automatically, as a byprooiustlecting features that maximize sep-
arability between object and background. This exampleiliisirates the importance of sampling
object pixels from both the previous frame AND the originel ef labeled pixels (both red and

white) in the rst frame. If only pixels from the previous tked location were sampled to deter-
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mine object appearance in this example, the method woulckd@ model containing either only
red or only white pixels, losing the ability to adapt to fududistractors.

A third video example is depicted in Figure 9. The object bgeiracked is a ag, blowing
non-rigidly in the wind. The camera viewpoint continuallyanges, causing the scene background
to vary. The ag is sometimes seen as a bright object agaisdt tlees, and sometimes seen as
a darker object backlit by the bright sky. Nonetheless, theker successfully follows the ag
through the entire minute-long sequence. Figure 9 presetngee showing which 5 features out
of 49 were chosen as most discriminative for each frame ofrtieked sequence. Again we see
that many of the same features are selected through moseofideo. However, we also note
that these are different features than the ones chosen igattier car tracking example. There
is a lot of variation in background clutter and illuminatioanditions throughout this sequence,
and coarsely segmenting the feature selection trace im® kilocks, as was done in the earlier
example, is dif cult. Instead, we show a few sample framesfrthe tracked sequence, with an

indication of where they occur.

Figure 9: Trace of selected features over a one-minute laeging sequence. The object tracked
is a ag waving non-rigidly in the breeze. The camera motieads to a wide range of changing
background and illumination conditions, all of which arentiled successfully by the tracker.
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5. Distractor-Resistant Feature Selection
5.1 Drawback of the Variance Ratio

The intuition behind using the variance ratio as a featukecen method is that we would like
feature values of pixels on both the object and backgroume tightly clustered (low within class
variance), while the two clusters should ideally be sprgaartaas much as possible (high total
variance). Variance ratio is computationally ef cient,dadoes a good job at selecting features
that maximize the overall contrast between the foregroumelod and the surrounding background.
However, it is best suited to backgrounds that are relatiiemogeneous, and is not necessarily
the best method to use when there are nearby distractors metghborhood of the tracked object.
This is so because it maximizes the average contrast bettheelog likelihood of foreground
pixels and the entire set of background pixels, withoutrigkinto account spatial clustering of

high likelihood values in the background associated witlteiptial distractor.

Figure 10: Left: car passing another car of a similar colorddie: weight image chosen by the
variance ratio. Right: weight image chosen by the methoeéld@ed in this section. The variance
ratio favors features that produce weight images where bfcbhas high contrast with respect
to the average background, even though there may be aneighl contrast distractor nearby
(middle image). We prefer the weight image at the far rightfacking — despite the poor contrast
between object and background, there are no nearby dmtsaottempt the tracker.

This problem is illustrated in Figure 10. The feature chadsgithe variance ratio (middle)

yields a weight image with high contrast between object aeddverage” background. However,
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there is also an equally likely (high contrast) distracteary that could easily attract the mean-
shift window and cause tracking failure. In this case, thé&giveimage on the right hand side is
a better image to use for tracking — even though the objecldweer contrast with respect to the
background using this feature, there are no nearby distattat could tempt the tracker to fail.
Unfortunately, the average contrast between foregrouddbackground is less in this image, and
it receives a lower variance ratio ranking than the weigtagmin the middle.

Although an example in the last section showed the algorghaotessfully downweighting
potential distractors, that example worked due to the talormature of the object being tracked,
allowing the algorithm to discretely switch from one colorthe other. This section considers a

more general solution to the problem of avoiding spatiatigrelated background distractions.

5.2 Quantifying Distraction

The key to distractor-resistant feature selection is apegasoning about peaks in the weight im-
age. To form an accurate picture of distractors in the neigiind of a tracked object, we examine
nearby image regions of similar size to the object. Each segion is a potential distractor, with
strength characterized by the sum of weights within its ienagea. To minimize the likelihood
of distraction, we seek features that minimize the maximum sf weights within any potential
distractor region. This strategy is related to the concéptaximizing the “margin” in pattern clas-
si cation — in our case we are trying to maximize tracking &egs by minimizing the probability
of misclassifying the distractor as the object. A more fdrpracedure description follows.

Recall that given a candidate featurewith values ranging from 0 to 2, we use samples of
pixels from the object and background classes to form englidiscrete probability distribution
Hobj(i)=nopj for object, andHyg(i)=npg for background, witng,j and nyg being the number of

object and background sample pixels, respectively. Tditfaks reasoning about the spatial layout
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of feature values, we de ne two likelihood images indexedbiel locationx

P(xjobj)

P(X) = Hobj(f(X)) =Nop; (6)

P(xjbg) q(x) = Hog(f(X)) =Npg (7)

where f(x) denotes the value of featufeat pixelx. The weight imagé.(x) is then formed from
the log likelihood ratio values as

L(X) = IogM (8)

a(¥)

where for simplicity we have left out the modi cations in eajion 2 that prevent dividing by zero
or taking the log of zero.

Consider a target of known size, whose appearance modelsseast highly for two regions
(sets) of pixelsXg andX; in the current frame. Lety be the class label of the pixels Ky, and
c1 be the class label of the pixels Xy. Since the target is at only one of the two locations,
we consider two event&8 f cg= obj;c; = bgg andB f cp= bg,c; = objg. Because we have
previously tracked the object into the current frame, wevkittwat regionXy actually contains the
object, and that regioK; is therefore a distractor. We now want to nd a feature thakimazes
the probability that we will deduce the correct state of ieffaA, rather than the alternative,
given the observed regioi¥g andX;. Assuming independence of the observed regions given their

class labels, we thus want to nd a feature that maximizes

P(AjXo; X1) _  P(co= obj;cy = bgiXo; X1)

—— = - 9
P(BjXo; X1) P(Co = bg;c1 = 0objjXo; X1) ®)
# apply Bayes rule, with priors denoted py (20)

_ P(Xo; Xsjco = obj;cy = bg) p(co = obj;c; = bg) (11)

P(Xo; X1jCo = bg; c1 = obj) p(co = bg;c1 = obj)
# class conditional independence; replace constant pri@ by (12)
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P(Xojco = 0bj)P(Xijcy = bg)

. . . 13
P(Xojco = bg)P(X4jc1 = obj) (13)
#independence over pixels in region (14)
~ P(xjobj) ~ P(xjbg)
= C . —= 15
O Bixba Q Pxiob) (1s)
# substitute empirical distributions from Equation 7 (16)
=cO p—)é q(— (17)
X X x,
Dropping the constant prior ter@ we maximize the log of Equation 17.
! !
p(x) ~ a(x) p(x) _ & P(X)
lo = Jlo — = _— 18
9 0490 p00 = 9 OO g (18)
p(x) g, P(X
= lo log—— 19
alog cy alogycy (19)
= aL® aLm (20)
Xo X1

To summarize, given a speci ¢ object regidpand potential distractor regiot discovered
in the previous frame, we can minimize the likelihood of nassifying distractoiX; as object
by choosing the feature that minimizes the difference bebtwhe sum of weight image pixels
over regionsXg and X;. Features that minimize this difference should also be deatuires for

minimizing that distraction in the weight image computedtfee current frame.

5.3 Minimizing the Maximum Distraction

The derived formula for measuring the feature-speci c sityef a distractor relies on knowing the

regionX; that contains the distractor. Although in theory we want tnimize over all distractions,
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in practice we minimize with respect to just the single, wadlistractor. This still requires a search
for the maximal distractor regioxy, over all potential distractor regios. Finding the maximum
distractor region is performed ef ciently as follows (seigiie 11):

Step 1) Smooth the candidate feature weight image with amojgic, separable Gaussian
kernel related to the current size of the object regign The value at each pixel in the convolved
image is a weighted sum of pixels in a circular region surdhog it, normalized by the total
weight pixels in that region. Convolution with a Gaussiathigs a fast, approximate method for
computing the region sum of Equation 20 over circular regioentered at every pixel. Note also
the theoretical connection between convolution with a Gamsand using the mean-shift algorithm
with a Gaussian kernel [5]. As a result, the smoothed weiglaigie represents the actual surface
that the mean-shift algorithm performs hill-climbing omdathus spatial reasoning about peaks in
this image is relevant to determining whether mean-shifta@nverge to the correct mode.

Step 2) Extract the central object peak from the smoothedém#/e want to maximize the
difference between the height of this peak and the largstiadior.

Step 3) Find the next highest peak after removing the ceabjact peak. This peak repre-
sents the most likely distractor object. The mean-shittkea *may* be attracted to this incorrect
position. Whether it *will* be attracted to this positiomdétherefore potentially lose the tracked
object, depends on where in the weight image the mean-sdifér is initialized, and whether the
gradient at that position points towards the true (cenp@gk, or this incorrect distractor peak. To
nd the second highest peak, we mask out the object pixellencurrent weight image, using a
coarse estimate of object shape. The current shape estaratee as simple as the rectanglular
region used to sample object pixels. More sophisticat@gotieihl shape estimates can be computed
via the EM algorithm from the previous weight image (see §59).

Step 4) Evaluate feature quality as the difference betwaesettwo peak heights. By choos-
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Weight Image Primary Peak Object and Maximum

(log likelihood) Identified Distractor Identified
Peak Diff
Score
Prior Shape
Estimate Weight Image Secondary Peak
Identified

Figure 11: Deriving the peak-difference score for a givengieimage. Top row: the weight
image is smoothed, and the primary peak location and validergi ed. Bottom row : a prior
shape estimated is used to mask out the object pixels in tightvenage. This masked weight
image is then smoothed, and the secondary peak locationadne i¢ identi ed. This secondary
peak represents the estimated maximum (worst) distrattoe. difference between primary and
secondary peak values yields the peak difference score.

ing the feature that makes the true object peak most promiasncompared against the most
likely distractor, we seek to minimize the maximum distoaicand thus minimize the possibility

of distraction in the next frame.

5.4 Example

The example illustrated in Figure 12 demonstrates thatrtevg approach to distractor-resistent
feature selection can outperform the original method basedariance ratio when distractors are
present. To make it easier to nd cases of distractors, wguse3 bits of resolution in all color

histograms (eight buckets), greatly reducing the abilityne color features to separate object from

background. The example shows a tracked car passing amdierilar color. Before the passing

25



begins (frame A), both the variance ratio and the peak diffee method select similar features.
However, while the tracked car is close to the other vehfcdar{es B through E), the weightimages
selected by the variance ratio are poor candidates to useaftking, since the passed car remains
as a highly-visible distractor, and there is danger thattkan-shift tracker may incorrectly jump
to follow it instead. In contrast, the top-ranked featuresdpiced by the peak difference method
produce weight images where the target car can be safekettasince the other vehicle presents

only a minimal distraction in these images.

6. Discussion
6.1 Summary

Although object tracking based on color histogram appearamodels can achieve ef cient track-
ing through partial occlusion and pose variation, trackdngcess or failure depends primarily on
how distinguishable the object is from its surroundingstp8singly, most tracking applications
use a xed set of features, determined apriori (a notableeption is [27]). These approaches
ignore the fact that it is the ability to distinguish betwesject and background that is most im-
portant, and that appearance of both object and backgroilinthange as the target object moves.
This paper presents an effective method for continuousijueting multiple features while
tracking, and for selecting a set of features that improaeking performance. We develop an
on-line feature ranking mechanism based on applying thectags variance ratio to log likelihood
distributions computed for a given feature from sampleskgéct and background pixels. This
feature ranking mechanism is embedded in a tracking sydtatratiaptively selects top-ranked
features for tracking. The result is a system in which théuies used for tracking and the appear-
ance models of object and background co-evolve over time.ekberimental results demonstrate

successful tracking performance even on challenging vsggoiences.
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(A) (B) (C)

Distractor Example:
Passing a Similar Car

(D) (E)

Top 3 Features, Variance Ratio Top 3 Features, Peak Difference

(A)

(B)

(C)

(D)

(E)

Figure 12: Comparison of variance ratio and peak differdieegure selection for an example
sequence where a tracked car passes another with a simiidar cmp: ve frames from the
sequence, with object/background windows overlaid. BottGop three features chosen within
the region of interest, using variance ratio score (left) aeak difference score (right). Peak
difference chooses features that minimize the distradijgab.
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Although the variance ratio is a computationally ef cieneamanism for selecting tracking
features, it does not take into account the spatial digidhuwf background values in the weight
image, and thus does not appropriately penalize featusgptioduce spatially-correlated back-
ground clutter or strong distractors. We have presentediditianal feature selection method that
performs spatial reasoning over potential distractoramegli seeking features that maximize the
difference between the sum of weights within the objectwethe maximum sum of weights over
any similar-sized distractor region. This method choosesuires that minimize the potential for

distraction in the next frame.

6.2 Issues and Future Work

How many features to select:This paper presents methods for ranking and selectinfthest
features for tracking an object. However, we have left opgm to choose the valul, i.e. how
many features to use in the tracking system described ind®e8t5. In our experiments, we
typically chooseN to be either 1, 3 or 5. There is little difference in trackimgults when using
either 3 or 5 features. There is a cost to choosing a higheberumf features because more
computation time must be spent during trackimg rins of mean-shift must be performed per
frame). When using the variance ratio for selection, chagsinly a single feature is dangerous
because, as we have discussed, the variance ratio somgiiras$igh rank to a feature that does
not discriminate well between the object and backgrountteslu However, the peak difference
selection method is powerful enough that the single bestifedound by that algorithm is often
suf cient for successful tracking.

More principled methods for choosing the number of trackeajuresN could be devised by
referring back to our original insight that selecting featifor tracking is related to the problem of

selecting discriminative features for classifying foirmgnd from background pixels. The pattern
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recognition literature describes both exhaustive andisigtimethods for searching over both size
and composition of the best subset of features [2]. Seagdhi@ space of feature subsets is far
too expensive to run during online tracking. However, giagnaining set containing samples of
the types of objects one wants to track and the types of emviemt one will be tracking them
through, we can imagine an off-line process for determiiog many features should be used
on average to maintain a speci ed level of performance, areth@ coarse prior ranking of which
features might be best for which object in which environment

A more principled method for choosing sets of features waidd take into account the de-
gree of independence between features. Weight imagesqaddiy two high-ranking features are
often highly correlated, and therefore not much new infdromais introduced by adding the sec-
ond feature. Discovering such correlations between featigrnot addressed in our current work.
Finally, one could explore more sophisticated ways to comkhe information from multiple fea-
tures [20]. Here we have treated each feature as an indepeind@mation source, used to run
an entire mean-shift process, with pooling of informati@ppening at the end by combining the
end-result location estimates. One can imagine combimeagriformation from multiple features
at the weight-image level to produce a single, more re nedgheimage where the foreground
object is more clearly distinguished from the backgrourahtin any individual feature weight
image. See [12] for an exploration of this approach.

What type of features to use:This paper uses 49 linear combinations of RGB color space
as a simple yet concrete example of a set of candidate setenldeaFeatures derived from other
color spaces such as HSV or YUV could be used instead of orditiad to this set of features.
For example, the work of Stern adaptively selects betweeanculor spaces RG, rg, HS, YQ,
and CbCr for face tracking [27]. The approach presented temnebe easily extended to include

histograms formed from other types of features. These decluexture features computed by,
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e.g. Gabor lters [17]; edge orientation histograms [11]ption features computed via optical
ow or background subtraction [9]; and joint spatial-feeumodels such as color correlograms
[13]. Each of these spaces has tunable parameters suchlas@tantation, or discretization
resolution of the histogram. Therefore, the space of pitietitures that can be used is enormous
if one considers also selecting among differently pararnesteé and quantized versions of the same
base features. Of course adding more features means thpttation time for feature selection
also rises, particularly if all features are evaluated daule a selection is made. This may be
prohibitively expensive for real-time tracking. As dissad above, one possible remedy is to use
training data of expected object and background appeasanea off-line search for a smaller set
of on-line candidate features that typically do well in ta@®nditions. On-line feature selection
during tracking then needs to consider only the smaller siature candidates that have shown
prior promise of utility.

Combining feature selection mechanisms:Since we have described two feature selec-
tion evaluation functions in this paper, variance ratio pedk difference, it is natural to consider
whether and how they could be combined. For example, penvepuld use the variance ratio
until a distractor is noticed, and then switch to using pd#ierence until the distractor has safely
disappeared. There would be some bene t to doing this fromnapritational standpoint (variance
ratio is less expensive to compute than peak difference)weder, in our experience, the peak
difference method works well when variance ratio does, aidit@nally works better in clutter
situations, so from a tracking performance standpoint ooeldvdo well to just use peak differ-
ence, and dispense with the variance ratio method altoge#tker than try to combine them. It
is our opinion that effort is better spent creating improfeature selection evaluation functions,
and better features to apply them to, rather than designethads to combine multiple feature

selection techniques.
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Feature selection as neededin this paper, it has been assumed that all features are eval-
uated and the be#l selected at every frame. This ideally provides maximal sasweness to
rapidly changing background and illumination conditiofere is a heavy computational cost
to considering all features at every frame, as well as thentia cost of inconsistent localiza-
tion caused by switching between features that emphadieeatit portions of the tracked object.
However, the best features to use are a function of both bhpgaearance and background appear-
ance, and if both these appearances are slowly varying bieefeatures used for tracking do not
need to be updated frequently.

One strategy is to invoke feature selection only periotijadiliring tracking. For example,
we have implemented C versions of the variance ratio and giéfakence algorithms in this paper
that select from the 49 candidate seed features only at @a¢nframe. Running time is 17 frames
per second for the variance ratio method, and 15 frames penddor peak difference. These run
times were measured on an Intel Pentium4, 2.5 GHz machirte MGB RAM. The run times
include image le reading as well as graphical display of #2®x480 color images overlaid with
the current object bounding box. In future work we will exanethods that ef ciently monitor
tracking quality using the current set of features, andkeuvie full feature selection process only
when that quality degrades too far. For example, the stheoigthe maximum distractor using a
current set of features could be monitored to determinehenetis time to initiate the full feature
selection computation.

Tracking initialization: Although tracking initialization is beyond the scope ofstipiaper,
it is essential to address it in a real system. The expersriarihis paper were initialized by hand
by drawing a bounding box around the object to track. In atpralcsystem, object tracking could
be initialized by automatically detecting moving objectsor a stationary camera this is easily

achieved via background subtraction [6]. When the cameransotion, moving objects can still
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be detected based on motion stabilization and frame diftang [32] or motion segmentation [25].
A more subtle issue is how to ensure that the initial colotriistion selected in the rst

frame is representative of the appearance of the objectisesjuent frames. Recall that to avoid
model drift we “anchor” the current color distribution byglimg it with a reference distribution
from the rst frame. Anchoring to a reference frame is alsedisn [22] to avoid drift when
updating intensity templates. However, if the rst frameravdo contain an unusual specular
re ection, for example, it would corrupt all subsequenttdisutions. When we outline objects
by hand this can largely be avoided, however a system thataiically initializes bounding
boxes for tracking might not be so fortunate. For prototgpmbjects like heads, color models
have been bootstrapped using prior knowledge of objectesaad movement [29]. In our case,
we could track an object initially using motion detectionthwals while accumulating an initial
histogram appearance model over several frames (see &po [Ihis would avoid forming a
corrupt reference color distribution from a singularly paatial frame. Ultimately, the approach
of maintaining a reference distribution needs to be dis@dyrds it limits the amount of variation
that can be tolerated as the object appearance evolves. Wiokeis needed to solve the twin

problems of robust model initialization and drift-free nebdpdate.
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