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| ntroduction

The solution of sparse linear systems is a major
computational step in many scientific and engineering
applications.

There are two broad classes of methods: direct and iterative.

Direct methods (Cholesky factorization)

- Robust; always have a solution.
- Expensivel

Memory and computational costs grow nonlinearly with the dimension
of the matrix.

Iterative methods (Conjugate Gradients)
~ No extramemory beyond the coefficient matrix
- They may fail to converge.

Iterative methods are typically implemented with
preconditioning to accelerate convergence.



Preconditioning

Preconditioning can improve the convergence
behaviour of the CG method.

It transforms the original system Ax=b to
MAX=MDb
M Is apreconditioner.
MA iswell-conditioned.
. Precondtioners can be
- Stationary method for iterative solution
SSOR and Jacobi preconditioning

- Multigrid/Multilevel (either geometric or
algebraic)



Preconditioning (continued)

|ncompl ete Cholesky

Approximation of Cholesky factor.
Drop some/al fill-in during factorization.

Efficient preconditioner application is difficult for parallel
multiprocessor implementation

But, more robust especially when arange of fill can be specified by user
parameters

- Sparse Approximate Inverse

Emerged as an alternative of |C for multiprocessors
Frobenius norm minimization

— Efficient

— Not asrobust as IC for large matrices: typically more iterations required.
Bi-Conjugation

— Preconditioner construction is hard to parall€elize.



Scalable Direct-lterative Hybrid Linear Solver

Goal: Develop arobust scalable parallél
direct-iterative hybrid linear solver.

- Direct Solver: Parallel Drop-threshold IC (ICT)
preconditioner
Techniques derived from direct solvers.
Some/all fill-ins are dropped during factorization.

|CT can accommodate a wide range of fill to meet wide
range of application needs.

~ Iterative Solver: Parallel CG isused in conjunction with
the paralel ICT



Sparse Direct Methods

. Sparse Cholesky 1s split into 4 steps.
1.Ordering.

. Find Pwhere PAPT=LLT has a small number of nonzero
entries (incurs lessfill-in).

2.Symbolic factorization.

. Set up the data structure for efficient numeric factorization
and triangular solution.

3.Numeric factorization
. Compute the Cholesky factor, L.
4. Triangular solution

. Solve Ly=b and L "x=y using substitution.



Issues in Parallelizing ICT(tol)

. Preconditioner Construction

- Management of fill is OfT7] Solved
. . 1
dl ffl CUI t 2 Updated
. The nonzero structure of the ] -
Incompl ete factor cannot be
predetermined.

— Data structure is complicated.
. Triangular solution

— Parallel triangular solutionis
Inefficient.

. Substitution suffers from high
communication latencies.




Parallel ICT Factorization

. Supernodal elimination tree

— Datadistribution and coarse grained parallelism.
. Left-Looking approach

— For saving memory.
. Using asynchronous communication

— Pardllel factorization at a distributed supernode.



Tree-Based Pardlldl ICT Factorization
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Left-Looking ICT

Prepare a dense buffer for the current supernodal
matrix.

A ccess previous columns associated with the tree in
lower levels.
- Theresult of the update is accumulated in the buffer.

~ Since those columns are no longer dense due to dropping, the
update process exploits the dense matrix only with the buffer.

The supernodal matrix is computed after the left-looking
update.

- The matrix is sparsified trough drop tolerance.
- Thefinal supernoda matrix isno longer dense.



| . Contribute 1o the parent node
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|CT at aDistributed Supernode

. The supernodal matrix is distributed to
multiple processors.

- Column block cyclic distribution

. Thefactorization is processed by column
block using asynchronous communication.

~ Processors send the contents of the buffer using
asynchronous communication.

They can immediately work for on next column block.



Triangular Solution Using a
Supernodal Tree

. Performed using

Procs 0,1 2.3
pre/post-order _ »
In incomplete factorization, these
mattices will not be dense due to
traversal of the hh
Procs 2, 3

supernordal tree.

. Triangular 7
solutionis 1 '

performed at each I A . I
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Triangular Solution Using a
Supernodal Tree

In each supernode, the following linear system is solved:

FRISaRE

« Two main operations are performed with respect to the
system.

-

Solve z1: Liiz1 = by

P

Update bs: bs = by — Lo 2



Parallel ICT with Selective Inversion
(ICT-SI)

. Selective Inversion (SI) enables a scalable parallel
triangular solution.

— Traditional scheme relies on parallel substitution.
. High latencies of interprocessor communication

— The method selectively applies explicit matrix
Inversion for some diagonal submatrices on distributed
supernodes.

. Matrix-vector multiplication for preconditioner application
. Latency tolerant



Selective Inversion at a Distributed Supernode

Parallel matrix-vector multiplication isfar
more efficient than parallel substitution.

For ICT-SI, the elements are dropped after
L, Isinverted.

i = Invert
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Parallel ICT with Selective Sparse
Approximate Inversion (ICT-SSAI)

. For large matrices, ICT-SI can be inefficient due
to explicit matrix inversion.

— Resulting inverse is dense even though the matrix is
Sparse.

. Dense matrix agorithm for both factorization and
Inversion.

. Hard to take advantage of asynchronous communication.

. Use gparse approximate inversion to compute
Incompl ete factor directly from sparse
submatrices.



Parallel ICT with Selective Sparse
Approximate Inversion (ICT-SSAI)

A, Issparse.
- We use Frobenius norm minimization
min|| GL - | ||
— Equivalent to solving multiple least squres problems.
min|Lg-e ||
- For ICT-SSAl, G, isdirectly computed from A, .
- Gy, Isdirectly applied to compute L ,,
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Difference between ICT-Sl and ICT-SSA|
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New Data Mapping for ICT-SI (ICT-SSAI)

A new 2-way data mapping scheme with Sl
further reduces the communication cost.

- Row data mapping for the triangular part.

- Column data mapping for the rectangular part.

- New mapping avoids communication for
prepare right-nhand sides for computing a
rectangular submatrix.



Algorithm: Selective Inversion
with 2-way Data Mapping

. The new algorithm requires only asingle
collective communication call in each distributed
supernode.

Algorithm 2 (SI-2)

for each distributed supernode i (traversed in post-order)
Let node i involve p; processors and let b = (by,bs)?
A1l Reduce_Sum(b,p;);
T, = Parallel_Triangular_MatVec(IA/l_ll,bl Di);
bo = by -Parallel MatVec( £21,$1, Di);

end for
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Cost Analysisof ICT for Model Grids

. Communication cost per message of m words::

tFmt, .

Recurrence associated with separators.
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Costs of Our ICT Schemesfor Modd Grid

Problems
K x K Grids on P processors
Computation Latency |[Volume of Communication
IcT (71K?/(6P) 3Kt (49K?/6)t,,
ICT-S| (38K3/(3P) 6Kt 9K4t,,
IcT-ssAl | (71K3)/(P°)+(K%log,K)/P | 16Pt, | ((9K?)/(2P)log,P)t,,

K x K x K Grids on P processors

. Volume of
Computation Latency Communication
ICT (145K °/(14P) 7TK?/3t, (317K 4/30)t,,
ICT-SI (76K°/(7P) 7TK?t (53K“/5)t,,
ICT-SSA (145K°)/(P?) 16Pt (25K“/P)t,,




Communication Cost of Applying ICT

K x K Grids on P processors

Latency Volume of Communication
ICT (K/P%3)tq > (6Klog,P)t,
ICT-SI1 (log,P)*ts (6Klog,P)t,
ICT-SI2 (log,P)?%/2t, (3Klog,P)t,
K x K x K Grids on P processors
Latency Volume of Communication
ICT (K2/P°eNt > (14/3)(K?log,P)t,,
ICT-SI1 (log,P)*ts (14/3)(K?log,P)t,,
ICT-SI2 (log,P)?/2t, (7/3)(K?log,P)t,




Empirical Results

Measure the performance of our preliminary parallel ICT
preconditioner.

Several parallel preconditioning schemes are used for
comparative studies.

Problems used:

- 2 and 3-dimensional model grids.

- Sparse matrices from real applications.

. Avallable at Matrix Market and University Florida Sparse
Matrix Collection.



Distributed Memory Multiprocessors.

ThelBM SP at NERSC
— 16 375 Mhz Power3 processors in each node (380 nodes in total)

— Each processor runs an individual program
— 14" in the top 500 supercomputer list
— Latency: 20 microseconds

— Time per aword transfer: 12 nanoseconds/word

The Jazz Linux cluster at Argonne National Laboratory
— 350 2.4 Ghz Intel Xeon processors

—  Myrinet-2000 interconnection
— 235" in the top 500 supercomputer list
— Latency: 10 microseconds

— Time per aword transfer: 16 nanoseconds/word



Software Environment

. Program

- WritteninC

- CG implementation from the PET Sc package
— Optimized MPI for message passing

— Intel Linux Compilers

— Optimized compiler option recommended by the
PET Sc package

— Parallel nested-dissection ordering is used for
computing an incomplete factor



Parallel Preconditioners

. Block SSOR from PETSc
. Block Jacobi from PETSc
. 1C(0) from BlockSolved5
. Parasalls (sparse approximate inverse) from hypre

. Algebraic MultiGrid (AMG) from BoomerAMG
In hypre

. Parallel Sparse Cholesky from DSCPACK




Experiments for Solving
Model Grid Problems



Scalability Study: Model Grid Problems

The matrix problem arises from discretized partial differential equation
of 2 and 3-dimensional grids.

We increase the problem size with the number of processors so that the
computational workload per processor is kept the same.

For testing preconditioner construction, the problem sizes range from

200 x 200 (N=40,000, 0.2 million nonzeroes) to 780 x 780 (N=624,100, 3.6
million nonzeroes) for 2D problems

30 x 30 x 30 (N=27,000 0.2 million nonzeroes) to 60 x 60 x 60 (N=216,000
1.5 million nonzeroes) for 3D problems

For testing preconditioner application, the problem sizes range from

100 x 100 (N=10,000, 0.06 million nonzeroes) to 612 x 612 (N=374544 2.2
million nonzeroes) for 2D problems

30 x 30 x 30 (N=27,000, 0.2 million nonzeroes) to 81 x 81 x 81 (N=531441,
4.2 million nonzeroes) for 3D problems



Time for Preconditioner Construction for Model Grids

Time for constructing preconditaner for the model 2d grids

14 Time for constructing preconditaner for the madel 3d grids
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Seconds

Time for Applying Preconditioner (2-D Problems)
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Saconds

Time for Applying Preconditioner (3-D Problems)

Pracanditianing tima par faration (3-dimansianal gnds, 200 fill)
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Total Solution Time for Model Grids

Total execution time for the model 2d grids Tatalexecution time tor the modal 3d grids
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Iteratiars

Number of Iterations for Mode Grids

MWumber of feratians to comearge for the modal 2d grids
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Experiments for Solving
Sparse Matrices from
Applications



Reliability of Preconditioners

22 matrices are solved.
The size of matrix ranges from 3948 to 1060864.
Measure the performance of 10 and a single right-hand solutions

Use 1-16 processors

The number of instances where the The number of instances where the
method converges within 600 method converges within 2,000
iterations iterations



Average Memory Cost Relativeto |A|



Number of lterations.

10 out of 22 problems 13 out of 22 problems



Time for Single Right-Hand Side Solution
for 10 out of 21 Matrices

1 processor
P 16 processors



Timefor 10 Right-Hand Side Solutions
for 10 out of 22 Matrices

1 processor
16 processors



Experiments for Solving
augustus/



Number of |terations for augustus/



Time for Preconditioner Construction for augustus/



Total Solution Time for augustus/



Summary of Empirical Results

. Our ICT ismore robust than Parasails, AMG, SSOR, etc.

— ICT-SI reguires the smallest number of iterations.

— ICT-SSAI requires slightly more iterations than | CT-
Sl.

. Preconditioner construction is still expensive for large
number of processors on relatively smaller matrices.

. Our ICT appears particularly suitable for solving multiple
right-hand sides.

. |CT-SSAI performsvery well on large matrices.
— Good parallel speedups
— Small number of iterations



Summary

Our hybrid sparse linear solver using parallel ICT-CG
IS aviable approach for a challenging sparse matrix

problems.
- Robust preconditioning with ICT.

_ ICT-SI and ICT-SSAI techniques for scalable
preconditioner application.

_ ICT-SSAI for scalable preconditioner construction.

. For large problems, ICT-SSAI outperforms ICT-SI despite
dightliy higher number of iterations.

. TheICT-SI/SSAI code will be released in the public
domain.



