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Abstract. First Come First Served (FCFS) is a policy that is accepted
for implementing fairness in a number of application domains such as
scheduling in Operating Systems, scheduling web requests, and so on.
We also have orthogonal applications of FCFS policies in proving correct-
ness of search algorithms such as Breadth-First Search, the Bellman-Ford
FIFO implementation for finding single-source shortest paths, program
verification and static analysis. The data structure used to implement-
ing FCFS policies, the queue, suffers from two principal drawbacks, viz.,
non-trivial verifiability and lack of scalability. In case of large distributed
networks, maintaining an explicit queue to enforce FCFS is prohibitively
expensive. The question of interest then, is whether queues are required
to implement FCFS policies; this paper provides empirical evidence an-
swering this question in the negative. The principal contribution of this
paper is the design and analysis of a randomized protocol to implement
approximate FCFS policies without queues. From the Software Engineer-
ing perspective, the techniques that are developed find direct applications
in program verification, model checking, in the implementation of dis-
tributed queues and in the design of incremental algorithms for Shortest
path problems.

1 Introduction

FCFS is a policy used to ensure fairness in a number of application domains
such as scheduling [1] and Operating Systems [2]. The motivating factor under-
lying this form of fairness, especially in the servicing of requests, is to preserve
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order, i.e., if request A has a smaller time-stamp than request B, then request A
should be serviced before request B. The only known method of implementing
this policy is through the use of a “queue” data structure, in which elements
are inserted at the rear and removed from the front. In practice, queues are
realized through circular arrays or linked lists; the code for maintaining queues,
while conceptually simple, mandates the checking of a number of conditions and
is therefore non-trivial [3]. Additionally, queues do not scale well; in distributed
applications, maintaining a FCFS queue is prohibitively expensive. The question
of interest then, is whether FCFS fairness (or at least an approximation of FCFS)
can be implemented without queues; this paper is devoted towards answering
this question. We provide empirical evidence that conclusively demonstrates that
queue structures are not necessary to achieve FCFS fairness; indeed, even im-
plicit queues (See Section 2) need not be used. All that is needed is a source for
random bits; our algorithm exploits the existence of such a source to effectively
simulate a standard queue. Our work establishes that randomization can serve
as an effective substitute to order, insofar as establishing FCFS fairness is con-
cerned. We also point out that our algorithm is the first of its kind to explicitly
introduce randomization in reachability problems.

The main advantage of our approach is simplicity; as per the literature, main-
taining queues, especially in distributed applications is a non-trivial task. Ac-
cordingly, if it is possible to achieve the FCFS effect without queues then that
possibility must be explored.

2 Statement of Problem

The problem that we are interested in is as follows: P1 : Given a sequence of
requests, S = 〈s1, s2, . . . , sn〉, which are totally ordered by time, can we service
the requests in approximately the same order as their arrival, without using a
queue to store the requests?

Observe that if we are told that the requests must be served in exactly the
same order as their arrival, then a queue is necessary. It is the relaxation of this
requirement to “approximately, in the order of arrival” that permits us to use
randomization and eliminate queues.

2.1 Breadth-First Search

We now argue that the FCFS problem is simulated by performing the Breadth-
First Search on an arbitrary graph; note that we use the algorithm described in
[4].

Consider an arbitrary level-based labeling of the vertices in G; with vertices in
level i getting a lower label than the vertices in level (i+1). Vertices in the same
level are numbered arbitrarily. We can think of the queue Q as being populated
by requests, with the vertices representing the requests; we say that request vi

precedes request vj , if vi enters Q before vj . When a vertex is deleted from Q,
it is said to be serviced. Observe that Q implements FCFS fairness in that all
requests at a particular level are serviced before requests at higher levels.
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Function Trad-BFS(G =< V, E >, s)
1: {The output of the Algorithm is the Set of all vertices v ∈ V reachable from s, and

d[v], the shortest path from s to v, given all edges to be unit weight}
2: Construct an empty queue Q and initialize it to s.
3: d[s] = 0
4: color[s] = black
5: for ( v ∈ V , v �= s) do
6: d[v] = ∞
7: color[v] = white
8: end for
9: while |Q| �= ∅ do

10: Let v = head(Q)
11: Delete head(Q)
12: for (each vertex u adjacent to v) do
13: if (color[u] = white) then
14: Add vertex u to Q
15: color[u] = black
16: d[u] = d[v] + 1
17: end if
18: end for
19: end while

Algorithm 2.1. Traditional Breadth-First Search

As discussed above, there are other methods through which FCFS fairness
can be implemented. For an arbitrary protocol A, using storage structure R,
we define the wait time of a vertex as the number of times it is inserted in R.
Likewise, we define the wait time of the protocol as the maximum wait time of
any vertex.

In the traditional BFS protocol, R is a queue and each vertex is inserted
precisely once in R. Accordingly, the wait time of every vertex is 1 and the wait
time of traditional BFS is also 1. The wait time of an arbitrary protocol is a
measure of how accurately it implements FCFS, in that larger the wait time,
the more it deviates away from FCFS.

For a randomized protocol, the metrics of interested are the expected wait time
of a vertex and the expected wait time of the protocol respectively.

3 Motivation and Related Work

The motivation for our work arises from the following design domains, viz.,

(a) Program Testing - The implementation of a queue mandates the testing of
buffer overflow at each insertion and buffer underflow at each deletion, re-
gardless of how the queue is implemented. It has been frequently observed
that these bound checks are either ignored or incorrectly implemented (from
a logical perspective) leading to program crashes. Our protocol on the other
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hand, uses a simple “set” data structure with only membership queries per-
mitted. This structure can be implemented by using a counter and is hence
trivial to test. It is well-known that reasoning about heap-allocated struc-
tures is challenging; although tools exist for detecting errors in software [5],
they are known to be imprecise when dealing with heap-allocated structures.
It is to be noted that set semantics can be implemented statically, without
utilizing the memory heap at run-time.

(b) Program Verification - A typical program is represented as Control-Flow
graph (CFG); typical questions involving the reachability of unsafe states,
non-termination of loops and so on can be answered through BFS [6]. Reach-
ability analysis is also used in model-checking LTL formulae [7], understand-
ing secure information flow, and timed automata [8]. Likewise, reachability
analysis is used to test properties of Timed Automata [9]. Consequently, the
technique that we have proposed will find immediate applications in these
domains. We would like to point out that our algorithmic paradigm is not
part of the existing literature, to the best of our knowledge.

(c) Distributed Queues - Consider a web-server A, which is connected to a num-
ber of satellite servers A1, A2, . . . , An. Requests from the external world to
A are routed through the satellite servers. Each request comes with a time-
stamp and is stored locally at the satellite server. If we were required to serve
requests in strict order of time-stamps, we would have to poll all the servers
to determine the request with the smallest time-stamp. Our strategy here
demonstrates that it is sufficient to choose a satellite server at random and
a request at random from the requests in that server. Indeed, one of the fun-
damental strengths of our technique, is that it can be applied to distributed
computing applications.

(d) Incrementality - Incremental algorithms are concerned with maintaining
reachability information under edge insertions and deletions. Incremental
algorithms for BFS have been studied from both the theoretical [10] and the
practical perspectives. The exact complexity of this problem is unknown,
although there have been attempts to categorize it [11]. In program analy-
sis and verification, incremental algorithms for reachability analysis are of
paramount importance [12]. The Randomized BFS algorithm is incremental
in nature and exploits the fact that the BFS tree is itself constituted of BFS
subtrees.

(e) Constraint Solving - Constraint solving is an integral component of Program
Verification [13]. The approach described in this paper can be integrated into
program verification tools such as the ones described in [14]. It is to be noted
that our approach is easily and very efficiently parallelizable, which is the
necessary in modern day constraint solvers.

4 The Randomized Breadth-First Search Algorithm

Algorithm 4.1 describes the workings of the Randomized Breadth-First Search
algorithm.
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Function Random-BFS(G =< V, E >, s, d, Q)
1: {The output of the Algorithm is the Set of all vertices v ∈ V reachable from s, and

d[v], the shortest path from s to v, given all edges to be unit weight}
2: if |Q| = ∅ then
3: return
4: else
5: Pick a vertex v uniformly and at random from Q
6: for (each vertex u adjacent to v) do
7: if (d[u] > d[v] + 1) then
8: d[u] = d[v] + 1
9: if (u �∈ Q) then

10: Add vertex u to Q
11: end if
12: end if
13: end for
14: end if
15: Random-BFS(G =< V, E >, s, d, Q)

Algorithm 4.1. Randomized Breadth-First Search

The algorithm is initialized as d[s] = 0 and d[v] = ∞, ∀v �= s. Further,
Q = {s}.

We reiterate that the above algorithm is the first of its kind to explicitly in-
troduce randomization in the vertex selection process and therefore represents
a fundamentally distinct design paradigm (cf. the Shortest path algorithms dis-
cussed in [15].)

4.1 Worst-Case Analysis

Let the graph have m edges and n vertices. Let t(vi) denote the time spent
on processing vertex vi. We know that 1 ≤ d[vi] ≤ (n − 1) for all vi ∈ V and
hence vi can be inserted in Q at most n times. Each time vi is deleted from
Q, we spend degree(vi) time in processing its neighbors. Accordingly, t(vi) ≤
n · degree(vi) and hence the total time spent in processing all the vertices is
T (n) =

∑n
i=1 t(i) =

∑n
i=1 n · degree(i) = O(m · n). It must be noted that the

above analysis is extremely pessimistic and that our experiments show that T (n)
is a linear function of n.

We conjecture that E[T (n)] ≤ c1 ·(n+m), for some fixed constant c1; however,
a formal proof will require the development of new theoretical techniques.

Let δ(v) denote the true shortest path distance of vertex v from the source
s. As discussed above, Algorithm 4.1 terminates, since each vertex enters Q at
most n times.

The correctness of Algorithm (4.1) follows from the following lemma.

Lemma 1. If d[vi] > δ(vi), and vi �∈ Q, then vi will be inserted into Q.
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Proof. We use induction on the true distance δ(vi). If δ(vi) = 1, the lemma is
clearly true, since at the first call, the source s is extracted and all its neighbors
are inserted into Q. Assume that the lemma is true, whenever δ(vi) ≤ k, k > 1.
Now observe the sequence of events when δ(vi) = k+1. By the inductive hypoth-
esis, all vertices vj , such that δ(vj) ≤ k, will be inserted into Q, till d[vj ] = δ(vj).
One of these vertices is vr, the predecessor of vi in the BFS tree; observe that
δ(vr) = k. If it is the case that d[vi] �= δ(vi), then d[vi] > (k + 1) and hence
d[vi] > d[vr]+1. When vr is extracted from Q for the final time, Lines 7 through
12 of Algorithm 4.1, ensure that vi is inserted into Q, if it does not already be-
long there. �

Thus, as long as d[v] > δ(v) for some vertex v, Algorithm 4.1 will continue to
recurse; since no vertex can be inserted into Q, more than n times, it follows
that when |Q| = ∅, d[vi] = δ(vi), ∀i = 1, 2, . . . , n.

It is important to note that Algorithm 4.1 is a complete procedure in that it
can be used to detect the Single Source Shortest Paths in an arbitrarily weighted
graph (both positive and negative weights on the arcs). The only modification
is to lines 9 and 10, which should be replaced by: if (d[u] > d[v] + c(v, u)), then
d[u] = d[v] + c(v, u). The proof of this fact is similar to the above proof and will
be presented in an extended version of this paper [16].

Theorem 1. Algorithm 4.1 can be modified to solve the Single Source Shortest
Paths problem.

5 Experimental Study: Sequential Performance

This section presents the performance results of the sequential Random-BFS
algorithm.

Our reference platform for evaluating sequential performance is a 3.2 GHz
64-bit Intel Xeon machine with 6GB memory and 1MB L2 cache. For implemen-
tation details, please refer to the extended version of this paper [16].

We test our Random-BFS implementation on a variety of synthetic graph
families. These generators and graph instances are part of the DIMACS Shortest
Path Implementation Challenge network collection [17]:

– random graphs : Random graphs are generated by first constructing a Hamil-
tonian cycle, and then adding m − n edges to the graph at random. The
generator may produce parallel edges as well as self-loops. By varying the
parameters m and n, we can generate both sparse as well as dense random
graphs.

– mesh networks : This synthetic generator produces regular two-dimensional
square meshes, where m = 4n.

– scale-free graphs: we use the R-MAT graph model [18] to generate graphs
with power-law degree distributions and small-world characteristics.

The above graph families are frequently used for the experimental evaluation
of graph algorithms [19,20]. Random graphs have a Poisson degree distribution,
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low diameter, and low clustering co-efficients. BFS on sparse random graphs has
poor cache locality, and so this is a hard test instance for performance comparison
on cache-based architectures. Scale-free networks are sparse graphs characterized
by low average distance, high local density, and heavy-tailed power law degree
distributions. In contrast, the two-dimensional mesh network is a regular graph
with a high diameter. These three families differ in the number of BFS phases,
as well as the average number of vertices in each phase.

We report results averaged over ten runs, excluding the best and worst val-
ues and any outliers. Our first set of experiments estimate the randomization
overhead in Alg. 2.1. We do this by calculating the following metrics defined in
Sec. 2.1:

– Expected wait time of a vertex (EWT): the average number of times a vertex
in the graph is inserted into the queue.

– Expected wait time of protocol (WTP): the maximum number of times any
vertex in the graph is added to the queue.

Figure 1 plots EWT and WTP for various sparse and dense graph instances.

(a) Sparse random graphs (b) Dense random graphs

(c) Scale-free graphs (d) Regular mesh networks

Fig. 1. Random-BFS performance counts for various graph instances
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For performance comparison, we also implemented the traditional queue-based
BFS (Alg. 4.1). Figure 2 plots the execution time of Trad-BFS and Random-BFS
for synthetic graphs of different problem sizes.

5.1 Observations

FCFS policy metrics. For random graph instances in Figure 1, the expected
wait time value (EWT) varies from 1.13 to 1.56. Also note that EWT appears to
be independent of the problem size for the graphs we considered. The expected
wait time for the protocol (WTP) value varies from 3 to 6, with a slight increase
for large instances. We observe a similar behavior in case of the mesh and scale-
free networks (Figures 1(d) and 1(c) respectively) also. The EWT value for sparse
instances (about 1.35 on an average) is higher than the value for dense graphs
(averaging 1.15).

Execution Times. Figure 2 gives the running times of Trad-BFS and Random-
BFS on the reference sequential platform. While Trad-BFS is faster than

(a) Sparse random graphs (b) Dense random graphs

(c) Scale-free graphs (d) Regular mesh networks

Fig. 2. Trad-BFS and Random-BFS execution time comparison for various graph
instances
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Random-BFS in all cases, the running times only differ by a constant factor.
We observe that Trad-BFS is on an average six times faster than Random-BFS
for sparse graphs, and thrice as fast for dense graphs. The running times are also
directly correlated to the EWT and WTP values, which are both greater than
1. The execution time trends are similar for all three graph families.

6 Experimental Study: Parallel Performance

We also implement parallel shared-memory versions of Trad-BFS and Random-
BFS. In case of Trad-BFS, we employ a level-synchronized approach to paral-
lelization that exploits concurrency at two key steps:

1. All vertices at a given level (distance from source vertex) in the graph can
be processed simultaneously, instead of just picking the vertex at the head
of the queue.

2. Adjacencies of each vertex can be inspected in parallel.

In case of Random-BFS, we further assume that any vertex in the visited set
can be picked.

(a) Random graphs (b) Scale-free graphs

Fig. 3. Parallel Expected Waiting Time (EWT) performance counts for various sparse
and dense graph instances

We report performance results on the Sun Fire T2000 multi-core server, with
the Sun UltraSPARC T1 (Niagara) processor. This system has eight cores run-
ning at 1.0 GHz, each of which is four-way multithreaded. The cores share a 3
MB L2 cache, and the system has a main memory of 16 GB. We use the same
set of graph families discussed in the previous section.

As in the previous case, we first calculate EWT and WTP for different graph
instances. Fig. 3(a) depicts the value of EWT for parallel Random-BFS, as the
number of processors is varied from 1 to 8. Figure 4 compares execution times
of Trad-BFS and Random-BFS for various problem sizes, as the number of pro-
cessors is varied from 1 to 8.
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(a) Sparse Scale-free graph (1M vertices,
12M edges)

(b) Dense random graph (100K vertices,
10M edges

Fig. 4. Parallel Execution time and Speedup comparison

6.1 Observations

FCFS policy metrics. Figure 3 gives EWT for graph instances of different
sizes from the random and scale-free families. We again note that EWT is higher
for sparse graphs. But the key observation here is that there is no performance
drop for parallel Random-BFS. There is very little variation in the EWT value
across parallel runs.

Running Time. Figure 4 gives the execution time and speedup acheived for
multiprocessor runs. We observe that Trad-BFS is faster than Random-BFS up
to 8 threads. The speedup on random graphs is lower than that on dense graphs,
in case of both BFS and Random-BFS. The parallel performance on sparse ran-
dom graphs is similar to the scale-free graph performance reported here. An
important observation is that the relative speedup of Random-BFS is greater
than Trad-BFS in both the cases. This is expected, as there is more concurrency
in parallel Random-BFS than in parallel Trad-BFS. On larger multiprocessor
systems, we expect the performance of Random-BFS to match Trad-BFS perfor-
mance. From these results, we can also expect that Random-BFS would perform
favorably on distributed memory systems, as there is no overhead of maintaining
the FCFS queue.

7 Conclusion

The primary objective of this paper was to investigate whether FCFS fairness
can be accomplished without queues, for the reasons described in previous sec-
tions. This is a fundamental problem in Program Verification, inasmuch as veri-
fying the correctness of programs using queue structures is non-trivial. We have
succeeded in showing (empirically) that randomization does indeed achieve the
“queue” effect in that service requests are met on an almost First Come First
Served basis. Our Randomized BFS algorithm is the first of its kind, in that it ex-
plicitly introduces randomization in the selection of requests to be serviced. This
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approach finds direct application in the implementation of distributed queues,
as discussed in Section 3. It is important to reiterate that the goal of this study
is not to compare running times of different BFS algorithms, but to determine
whether membership queries can simulate order queries. Our implementation
results indicate that such is indeed the case, with a bearable loss in efficiency.
However, in distributed applications, order queries will be significantly more
expensive and therefore, our technique will have an immediate impact in that
domain. Even on the sequential front, it is important to note that sets and mem-
bership queries are easier to implement and test when contrasted with queues
and their associated operations.

A number of interesting research problems have arisen out of this work:

(a) As argued in Section 4, the RBFS algorithm is a complete procedure for
finding Single Source shortest paths on arbitrarily weighted graphs. It would
be instructive to study the performance profile of this algorithm for instances
of the Single Source Shortest path problem.

(b) We would like to implement this technique in actual program verification
tools, such as the ones discussed in [21].

(c) We are currently engaged in developing an expected case analysis of the
RBFS algorithm. Our goal is to analytically establish that the expected
number of times that an arbitrarily chosen vertex is inserted into the set S
is constant.

(d) We are also studying the performance of our algorithm in distributed ap-
plications, wherein the simplicity of our approach will lead to performance
gains over the more traditional algorithms for implementing FCFS fairness.
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