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Abstract

Real-world networks exhibit significant community struc-

ture. Communities are sometimes explicitly known or de-

fined (e.g., virtual groups that one joins in an online social

network, departments in an organization), but are often de-

termined using a community detection or a clustering algo-

rithm. Given a weighted network, with edge weights denot-

ing interaction strengths between vertices, and a mapping

of vertices to overlapping or non-overlapping communities,

we present a new unsupervised method for ranking com-

munities, such that the computed nonnegative community

weights seek to explain the edge weights. Our method is

based on a new factorization of the weighted adjacency ma-

trix. Unlike Nonnegative Matrix Factorization, our decom-

position has a simple combinatorial interpretation. We show

that the proposed ranking problem reduces to a Nonnega-

tive Least Squares problem, and design a fast algorithm for

computing the ranking. We assess this ranking problem for-

mulation on a variety of synthetic and real-world networks,

in order to gain insight into its advantages and limitations.

1 Introduction

The problem of ranking vertices in large-scale networks
is a well-studied, inter-disciplinary topic. There are
several domain-specific characterizations of vertex and
edge centrality, and these can be used to assess the
global importance of individual entities in a network.
PageRank [5, 15], for instance, is a popular centrality
measure that was initially motivated by web search.
Another popular computation in network science is
automated community identification [3]. However, there
is not much work on ranking or centrality analysis of
communities in a network [2]. Since communities are
now a common way of characterizing networks, tools
that learn or rank the importance of communities aid
in the component-level centrality analysis of a network.

In this work, we present a novel unsupervised
method to assess the community structure in a weighted
network. Assume that edge weights denote the strength
of interactions between vertices. Our method gener-
ates a weight (and thus a ranking) for each community.
The goal is not to recommend specific communities for
users to join, but rather to understand how well the

currently-available community information explains the
edge weights. For example, in an online social network
data with friendship links, weights of links, and user-
group information, this method can be used to identify
the most active groups, or the global contribution of
the groups in explaining the friendship links. Given
author-paper and author-author networks, we can iden-
tify groups of papers that may be responsible for the
observed strong author-author links.

Our method is based on a factorization, in an ap-
proximate sense, of the adjacency matrix corresponding
to the weighted network. An advantage of this factor-
ization is that it has a clear combinatorial interpreta-
tion. We assume that most of the graph weights can
be explained by the community structure, specifically
through the centrality scores assigned to communities.
If this assumption does not hold, then the results ob-
tained using our method can be used to determine the
deviation from the assumption.

2 Mathematical Formulation

Consider an undirected, weighted network G with n ver-
tices (or nodes), m edges, p communities, and positive
real-valued edge weights. Assume that the community
membership information is encoded in a binary associ-
ation matrix A ∈ Rn×p:

Aik =

{
1 if vertex i belongs to community k

0 otherwise

Let W denote the adjacency matrix of the weighted
network. Observe that the n×n matrix C = AAT gives
valuable structural information about the network G:
specifically, Cij gives the number of communities com-
mon to both i and j. Therefore, the network corre-
sponding to matrix C could be thought of as a weighted
graph where the edge weights denote the number of
common communities that two vertices belong to (in-
cluding self loops giving the number of communities that
a vertex belongs to). We will call the weighted network
represented by C the community structure network.

Let ak denote the kth column of A. C = AAT =∑p
k=1 aka

T
k . Each of these rank-one matrices aka

T
k also

have a useful combinatorial interpretation:



(aka
T
k )ij =


1 if both node i and node j

belong to community k

0 otherwise

Therefore, the rank-one matrix aka
T
k provides in-

formation on the community structure for the kth com-
munity. This is illustrated via the following example on
a graph with four vertices and three communities:

Example.

C = AAT =

3∑
k=1

aka
T
k

=

(
1
0
1
0

)(
1 0 1 0

)
︸ ︷︷ ︸

community 1

+

(
0
1
1
0

)(
0 1 1 0

)
︸ ︷︷ ︸

community 2

+

(
1
0
0
1

)(
1 0 0 1

)
.︸ ︷︷ ︸

community 3

Now suppose each community has an associated
nonnegative weight dkk, such that more active commu-
nities receive higher weights.

∑p
k=1 dkkaka

T
k generates

a reweighted community structure matrix, in which the
ijth entry takes into account both the number of com-
mon communities connecting vertices i and j, and the
importance of these communities in the global sense.
Since the common notion of a cluster/community is
that there are more intra-cluster edges than inter-cluster
edges, the global structure and connectivity of the net-
work G(V,E,W ) could be largely explained by the com-
munity structure. In addition, assume that edge weights
Wij in the network reflect both the number of common
community labels between i and j, and the weights of
those communities. We could decompose the weighted
adjacency matrix W as

(2.1) W = ADAT +R =

p∑
k=1

dkkaka
T
k +R,

where D is a diagonal matrix with nonnegative diagonal
elements dkk. ADAT explains the portion of edge
weights due to community structure (with the ideal
community being a clique) and the weights, and R is
the residual portion. The weights in D of communities
are computed by approximating the weighted adjacency
matrix W by a reweighted community structure matrix,
via the following optimization problem:

min
D∈Rp×p

‖W −ADAT ‖2F ,

subject to D being a nonnegative diagonal matrix.

(P1)

We comment on the combinatorial interpretation
of the values in the optimal solution matrix D∗ in Sec-

tion 4.2. In particular, for the case when A encodes non-
overlapping communities, the solution to the optimiza-
tion problem (P1) corresponds to the average internal
interaction strength between nodes in each community.

3 Connections to Prior Work

The optimization problem we propose is related to bi-
nary biclustering methods and nonnegative matrix fac-
torizations. Li [12] proposes a method for biclustering
binary matrices. Given a binary entity-feature associa-
tion matrix S ∈ Rm×f , whose rows correspond to enti-
ties, columns correspond to features, the binary biclus-
tering problem aims to simultaneously group entitites
into K clusters, and features into L clusters by factor-
izing S as S = PXQT +R.

Here, P , Q, X are unknown matrices to be solved
and R is the reconstruction residual. Matrix P ∈ Rm×K

is a binary matrix, which designates cluster member-
ships for the data. Rows of P record data entries and
columns represent cluster labels, and so P itself is also
an association matrix between data and data clusters.
Similarly, Q ∈ Rf×L is a binary association matrix des-
ignating feature cluster memberships for each feature.
X ∈ RK×L is a matrix mapping both the cluster mem-
berships of entities and cluster memberships of features
to approximate S. It is not necessary in this formula-
tion that S is a nonnegative diagonal matrix, even if
K = L. Also, each entity and feature belongs to only
one cluster, and hence the clusters are non-overlapping.

Although both this method and our approach fac-
torize a matrix into a binary association matrix, the
formulation in the biclustering problem is created for
purpose of clustering, and the matrix X does not yield
any combinatorial information.

Nonnegative Matrix Factorization (NMF) [10, 11]
is a well-known method for principal component anal-
ysis, with restrictions that both the data factor and
the component factor have to be nonnegative. NMF
is widely used in image analysis and computer vision.
However, directly applying NMF on adjacency matri-
ces corresponding to networks does not convey much
insight, since we lose information about combinatorial
properties of the adjacency matrix. Unlike NMF, our
factorization in problem P1 preserves a combinatorial
insight (section 4.2).

The Bounded Nonnegative Matrix Tri-
Factorization [19] is a method proposed for overlapping
community detection. Mathematically, it factorizes
the weighted adjacency matrix W into UBUT , where
Uij represents the probability that node i belongs to
community j. The matrix B here is not restricted to
be a diagonal matrix, and it models the interaction
between communities.



In the next section, we will show that our optimiza-
tion problem P1 could be transformed into a nonnega-
tive least squares (NNLS) problem. NNLS is often used
as a subroutine in solving matrix approximation prob-
lems involving nonnegative constraints [14,18].

4 Solution to the Matrix Factorization
Problem

4.1 Connection to Nonnegative Least Squares
We now come up with a solution strategy to the op-
timization problem (P1) by reducing it to a Nonneg-
ative Least Squares (NNLS) problem. The key idea
is to decouple ADAT into matrix-vector products and
transform W into a vector accordingly. Minimizing
‖W − ADAT ‖2F is the same as minimizing the squared
l2-norm of the differences over each column.

Since ADAT =
∑p
k=1 dkkaka

T
k , the ith column of

ADAT is equal to the linear combination of the ith

columns of the rank-one matrices aka
T
k . Collect the ith

columns of each rank-one matrix aka
T
k into a matrix,

and define the following matrixize operator:
(4.2)

Mati(A) =
[
(a1a

T
1 )i, (a2a

T
2 )i, (a3a

T
3 )i, · · · , (apaTp )i

]
.

Note that the dimensions of Mati(A) are n× p.
Since D ∈ Rp×p is a diagonal matrix, we could also

store the p diagonal elements as a column vector. Define
the vectorization operator over the diagonal matrix to
be

(4.3) x
def
= vec-diag(D) =

[
d11, d22, · · · , dpp

]T
Then, we have

(4.4) Mati(A)x =

n∑
k=1

dkk
(
aka

T
k

)
i

=
(
ADAT

)
i
.

Hence, ‖wi −Mati(A)x‖22 gives the l2-norm difference
in the ith column. Using the column-wise vectorization

operator, we could write vec(W ) =
[
w1;w2; · · · ;wm

] def
=

v, and

(4.5) M =
[
vec
(
a1a

T
1

)
, vec

(
a2a

T
2

)
, · · · , vec

(
apa

T
p

)]
.

We obtain

(4.6) ‖W −ADAT ‖2F = ‖v −Mx‖22.

Therefore, we have transformed problem P1 to an
equivalent Nonnegative Least Squares (NNLS) problem:

(P1-NNLS) min ||v −Mx||22, subject to x ≥ 0.

NNLS is a well-studied optimization problem. Algo-
rithms for solving NNLS include the Active-Set method

by Lawson and Hanson [9]. Luo et al. recently improved
the Active-Set method with QR update/downdates [13].
Another popular method for solving large-scale sparse
NNLS problems is the Coordinate Descent method [1,
4, 6]. We describe how coordinate descent can be ap-
plied to this problem in the next section. Since A is a
sparse binary matrix, the transformed matrix M is also
sparse and binary. This fact allows us to optimize the
coordinate descent method (Section 4.4) and provide an
upper bound on the solution (Section 4.2).

We outline the overall ranking scheme in Algo-
rithm 1.

Algorithm 1 ADAT ranking.

Input: weighted adjacency matrix W , binary associa-
tion matrix A with community information.
Output: community weights/ranks given by Drec.

1: v← vec-diag(W ) . vectorized W column by column.
2: for k = 1 : p do
3: compute vec

(
aka

T
k

)
4: M ←

[
vec
(
a1a

T
1

)
, vec

(
a2a

T
2

)
, · · · , vec

(
apa

T
p

)]
5: x← NNLS-Coordinate-Descent(M , v, threshold)
6: Sort x to produce a ranking.
7: Drec ← diag(x), Wrec = ADrecA

T

4.2 Solution Upper Bound and Interpretation
After transforming problem (P1) to a NNLS problem,
we now apply a component-wise upper bound of the
NNLS solution to understand what interpretations are
derived from D.

Theorem 4.1. Let D∗ be the optimal solution to prob-
lem (P1). Denote nk the number of members in com-
munity Ck, let

δkij =

{
1 if i ∈ Ck and j ∈ Ck
0 otherwise.

We have the following upper bound on each coordi-
nate of D∗:

d∗kk ≤
∑n
j=1

∑n
i=1 δ

k
ijwij

n2k
(4.7)

=

∑
i∈Ck

∑
j∈Ck

wij

n2k
(4.8)

Proof. Let x∗ denote the optimal solution to (P1-
NNLS), i.e., d∗kk = x∗k. The coordinate-wise up-
per bound to the solution of NNLS problem x∗ =
arg minx≥0 ||v −Mx||22 (Theorem 7 in [7]) is

x∗k ≤ max

(
0,

mT
k v

mT
kmk

)
.



Recall v = vec(W ), and

M =
[
vec
(
a1a

T
1

)
, vec

(
a2a

T
2

)
, · · · , vec

(
apa

T
p

)]
,

the kth column of M is the vectorization
of aka

T
k column-by-column. Hence, mk =[(

aka
T
k

)
1

;
(
aka

T
k

)
2

; · · · ;
(
aka

T
k

)
n

]
, and we have

mT
k v =

n∑
j=1

(
aka

T
k

)T
j
wj

=

n∑
j=1

n∑
i=1

(
aka

T
k

)
ij
wij =

n∑
i=1

n∑
j=1

δkijwij .

Also, using the fact that aka
T
k is a binary matrix,

mT
kmk = nnz(mk)

=

n∑
j=1

nnz
((

aka
T
k

)
j

)
=

n∑
j=1

n∑
i=1

(
aka

T
k

)
ij

= n2k

Notice that
mT

k v

mT
k
mk

is nonnegative, and so the result

follows.

The Theorem says that the weight for community
k is upper-bounded by the sums of weight of all links
〈i, j〉 that belong to community k, divided by the to-
tal number of possible links (include self-links 〈i, i〉). In
addition, the upper bound is tight when A encodes non-
overlapping communities. For non-overlapping commu-
nities, we may rearrange the nodes so that in the ad-
jacency matrix W , nodes of the same community are
indexed sequentially. We also rearrange the rows of A
accordingly. After row rearrangements,

ADAT =


d111n1 ··· ··· 0

0 d221n2 ··· 0

... ···
. . . 0

0 ··· ··· dpp1np

 ,

where 1nk
is a block matrix of ones of size nk × nk

(recall nk is the number of nodes belongs to Ck), and
ADAT is a block diagonal matrix. Therefore, for non-
overlapping communities, the minimization problem P1
is decompose into minimization over each block,

arg min ||W−ADAT || = arg min

p∑
k=1

∑
i∈Ck

∑
j∈Ck

(wij−dkk)2.

The analytical solution in each component dkk is pre-
cisely the upper bound (4.8). Hence the values in the
optimal solution D∗ yields the average internal inter-
action strengths for each non-overlapping community,
but distribute the interaction strengths on overlapping
communities.

4.3 Coordinate Descent solution strategy
NNLS is a quadratic optimization problem and could
be reformulated as
(4.9)

arg min
x≥0
||v −Mx||22 = arg min

x≥0

1

2
xTMTMx− xTMTv.

When fixing all coordinates of x but one, the objective
function is univariate quadratic, and therefore has an
analytical solution [4],
(4.10)

arg min
xk≥0

||v−Mx||22 = max

(
0, xk −

(
MTMx−MTv

)
k

(MTM)kk

)
The coordinate descent method iteratively updates

one variable at a time until convergence. The univariate
quadratic problem has a unique minimum with analyti-
cal form in Equation 4.10, and therefore the coordinate
descent iteration is guaranteed to converge to a station-
ary point. In our case, P1-NNLS is a convex problem,
and hence the stationary point is also a global mini-
mum. During the (t + 1)th iteration, the update on

x
(t+1)
k+1 depends on the quantity u

def
= MTMx − MTv.

After optimizing xk in the (t + 1)th iteration, the only
update on u comes from change in the kth column of
MTMx. Therefore, as in [4], we could initialize u to
−MTv, and keep track of this quantity by computing

(4.11) unew ← uold + (x
(t+1)
k − x(t)k )MTmk,

after optimizing the kth coordinate during the (t +
1)th iteration. The pseudocode for NNLS-Coordinate-
Descent method is provided in Algorithm 2.

Algorithm 2 NNLS-Coordinate-Descent

Input: M ,v, ε(threshold).
Output: x = arg minx≥0 ||v −Mx||22.

1: x← 0, µ← −MTv
2: MaxChange← set to a value greater than ε
3: while MaxChange > ε do
4: MaxChange← 0
5: for k = 1 : p do

6: xnewk ← max

(
0, xk − µk

(MTM)
kk

)
7: u← u + (xnewk − xk)MTmk

8: if |xnewk − xk| > MaxChange then
9: MaxChange← |xnewk − xk|

10: xk ← xnewk

NNLS-Coordinate-Descent takes an extra input
ε(threshold) for determining the termination criterion.
The algorithm consists of an outer while loop until
termination, and an inner iteration over each coordi-
nate. The maximum change over all coordinates is



recorded (lines 8-10) in each inner loop iteration. Once
MaxChange is smaller than ε, the algorithm termi-
nates. Note that the dimensions of M are n2 × p, and
so this method requires O(n2p) memory even when A is
sparse. The arithmetic cost of the inner loop is O(n2p2),
due to the p matrix-vector products MTmk. If this
problem fits in memory, we could precompute and store
MTM instead of doing the matrix-vector products. We
refer to this as the vanilla coordinate descent method.

4.4 Optimized Method, Scalability Analysis
We now describe a memory-efficient method based on
coordinate descent to speed up the solution to our op-
timization problem. Our method utilizes the special
matrix structure of M to speed up the matrix-vector
products.

The inputs for the original matrix approximation
problem (P1) are the graph adjacency matrix W ∈
Rn×n and the community association matrixA ∈ Rn×p.
We created a larger matrix M ∈ Rn2×p after the
transformation to a NNLS problem. However, we now
show that we could avoid explicitly computing M .
The matrix-vector multiplication MTmk in line 7 of
Algorithm 2 could instead be done with A. Observe
that we need the values mT

j mk for all columns (1 ≤
j ≤ p). From the results in Section 4.1, we have
mk = vec(aka

T
k ). Hence

(4.12)

mT
j mk =

∑
r,c

(
aja

T
j

)
rc

(
aka

T
k

)
rc

def
=
(
aja

T
j

)
·
(
aka

T
k

)
,

where the operation denoted with · is sometimes called
the Frobenius product of two matrices.

Again, recall
(
aja

T
j

)
rc

= 1 iff both r and c are

members of community j. Hence,
(
aja

T
j

)
c

is a non-
zero column iff c is a member of community j, and we
have nnz(aj) (note that nnz(L) indicates the number of
non-zeros in L) duplicate non-zero columns. Moreover,
if column c is a non-zero column of the rank-one matrix
aja

T
j , then

(
aja

T
j

)
c

is aj . Therefore,

(4.13)
∑
r,c

(
aja

T
j

)
rc

(
aka

T
k

)
rc

=
(
aTj ak

)2
.

We give a small example to illustrate equation
(4.13):

Let aj =
[
1 0 1 0 0 1

]
, ak =

[
1 0 1 1 0 1

]
.

(
aja

T
j

)
·
(
aka

T
k

)
=

 1 0 1 0 0 1
0 0 0 0 0 0
1 0 1 0 0 1
0 0 0 0 0 0
0 0 0 0 0 0
1 0 1 0 0 1

 ·
 1 0 1 1 0 1

0 0 0 0 0 0
1 0 1 1 0 1
1 0 1 1 0 1
0 0 0 0 0 0
1 0 1 1 0 1

 = 9.

In this example, only columns 1, 3 and 6 of the
two matrices are common non-zero columns and add
positive values to their Frobenius product. For each one
of these three columns, the common non-zero rows are
rows 1, 3, and 6.

Hence we have

(4.14) mT
j mk =

(
aTj ak

)2
.

Therefore, we do not have to store or compute M ∈
Rn2×p. Both the memory and computational complex-
ity depend only on A ∈ Rn×p and W ∈ Rn×n.

Moreover, to store a sparse binary vector, one only
needs to record the non-zero indices of the vector in
sorted order. Suppose x,y ∈ Rm are two sparse binary
vectors, then computing xTy is equivalent to finding the
number of common elements in the non-zero lists for x
and y. Denote nnz(x), nnz(y) to be the number of non-
zeros in x, y. A simple implementation of the array
intersection operation for computing xTy takes only
O (min{nnz(x), nnz(y)}), which is much faster than
O(m) if either x or y contain only a few non-zero entries.
We call this special vector multiplication operation as
Intersect-Multiply.

Algorithm 3 Intersect-Multiply

Input: Arrays of non-zero indices for binary vector x ,
y in sorted order (denoted as nzl-x and nzl-y).
Output: xTy

1: p← 1, q ← 1 . initialize iterators
2: product ← 0
3: while p ≤ nnz(x) and q ≤ nnz(y) do
4: if nzl-x[p] == nzl-y[q] then
5: Increment product
6: Increment p and q
7: else if nzl-x[p] < nzl-y[q] then
8: Increment p
9: else

10: Increment q

11: xTy← product

Using Intersect-Multiply(aj ,ak), computing equa-
tion (4.14) takes O (min{nnz(aj), nnz(ak)}), mak-
ing the inner iteration update for NNLS-Coordinate-
Descent feasible even for large problems where we can-
not precompute MTM .

5 Empirical Evaluation

5.1 Experimental Setup Communities in real-
world networks deviate significantly from the ideal
clique notion of a community that we assume in our
problem formulation. We show in Section 2 that the
product AAT gives a matrix whose ijth entry is equal to
the number of common communities i and j belong to.



However, the fact that i and j belong to the same com-
munity need not guarantee the existence of edge 〈i, j〉 in
W . We term the locations of W where we would expect
edges due to community structure, but there are actu-
ally no edges in the real data, as missing edges. The
missing edge count is thus a measure of intra-cluster
edge density. Also, vertices i and j may be linked in
W even if they do not share any communities in com-
mon. We consider these edges as the second kind of
noise and refer to them as mixing edges. The cumu-
lative mixing edge count for a community corresponds
to the number of inter-cluster edges. Due to these two
possibilities, for real data, the sparsity pattern in W
will not match the pattern in ADAT exactly. We will
evaluate the proposed method by varying the percent-
age of missing edges and mixing edges. We would like
to empirically identify proportions of missing and mix-
ing edges that are significant enough to alter the global
network structure and obtained rankings.

To evaluate the proposed method, we conduct four
sets of experiments. The first set of experiments are
on small synthetic networks where we generate both W
and A, and these serve as sanity and correctness checks.
We obtain insight into the impact of noisy edges on the
overall result quality from these experiments. The next
set of experiments is on the graphs generated using the
LFR community detection benchmark [8]. LFR bench-
mark graphs are random graphs with ground-truth com-
munity structure. There are several configurable pa-
rameters to generate the graphs, such as the number
of nodes with multiple community labels, and the com-
munity mixing rate. The third set of experiments are
performed on subgraphs extracted from a LiveJournal
crawl [17], where memberships of ground-truth commu-
nities are also available. Since LFR and LiveJournal
are unweighted graphs, edge weights in these two sets
of graphs are generated synthetically, and this allows us
to do control-variated experiments. Finally, we create
a small virtual network of Stanford CS faculty, with re-
search domains as proxies for communities, and evaluate
rankings in this network. The data description and ex-
perimental results for the Stanford CS faculty network
experiment are moved to the supplementary file.

We implement the optimized NNLS-Coordinate-
Descent method with Intersect-Multiply (Algorithm 3)
in C++, and primarily present results using this code.
We have also implemented the baseline approach (Al-
gorithm 2) in MATLAB. We compare the running time
and solutions of our implementation with the C++ code
for Active-Set method with QR updating/downdating
by Luo et al. [13]. Because of the significant memory
requirements of the unoptimized coordinate descent and
the Active-Set methods, it is infeasible to run these algo-

rithms on graphs larger than 4000 vertices. We obtain
results on a single server of Cyberstar, a Penn State
compute cluster. The server we run our programs on
is a dual-socket quad-core Intel Nehalem system (Intel
Xeon X5550 processor) with 32 GB main memory.

5.2 Sanity check experiments We generate net-
works using the following procedure:

1. Initialize a random diagonal matrix Dtrue of posi-
tive values and a random binary matrix A.

2. Let Wtrue = ADtrueA
T .

3. We set Wnoise = Wtrue + noise. Random noise is
added to non-zero entries of Wtrue to mimic the
noisy observations on the edge weights.

4. We randomly delete some ijth and jith entries from
Wnoise to capture the effect of missing edges.

Wnoise is used as the training data and Drec is
learnt using Wnoise. The noise level is defined as
‖Wnoise − Wtrue‖2/‖Wnoise‖2, and the reconstruction
error is computed to be ‖ADrecA

T−Wtrue‖2/‖Wtrue‖2.
We create graphs with 300 vertices, 30 communities,
and with various noise levels and percentage of missing
edges.

The results for the synthetic networks generated in
this manner are shown in Figures 1, 2, and 3. The
circles in the plot indicate the computed rankings, and
the true rankings are sorted. Hence if all rankings are
successfully recovered, the circles will lie on the diagonal
line. The noise level and the percentage of missing edges
increases from Figure 1 to Figure 3.
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Figure 1: Syn-test1
(8.03% noise level,
2% missing edges,
8.05% reconst. error)
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Figure 2: Syn-test2
(15.77% noise level,
8.73% missing edges,
13.95% reconst. error)

The result shows that when the noise level and the
percentage of missing edges are not very high (Figure 1,
2), the proposed method is able to recover most of the
exact rankings of the communities. However, when the
percentage of missing edges is higher than 15%, and the
noise level is around 25%, the results worsen (Figure 3).
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Figure 3: Syn-test3
(25.82% noise level,
17.45% missing edges,
19.02% reconst. error)
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Figure 4: Syn-test3: Re-
covered weights sorted by
non-decreasing magnitudes
in Dtrue.

To further analyze these results, we compare the
weights in Drec and Dtrue for the data in Figure 3. The
weights in Dtrue are sorted in non-decreasing order and
the component indexes of Drec are rearranged according
to the non-decreasing order in Dtrue in Figure 4. The
line plot for weights in Dtrue is monotonically non-
decreasing. The dots corresponding to weights in Drec

are not monotone, but still follow the trend of the
red curve. This indicates that the ranking mismatches
are caused by the non-monotone portions of the blue
dotted curve, due to communities with close weights
in Dtrue. The results also align with intuition: when
two communities have different but close weights, it is
difficult to distinguish them in terms of the proposed
ranking. Hence, in evaluating the efficacy of our method
in the subsequent experiments, we split the result
ranking of communities into coarser-grained bins.

Definition 5.1. Suppose a ground-truth community
weights Dtrue is given, and denote Drec the weights of
communities recovered by our method. The k-th bin con-
tains the communities rank between 10×(k−1) to 10×k
percentile in Dtrue. The k-th Bin-Matching-Ratio is the
proportion of communities in the k-th bin which rank
between 10× (k − 1) to 10× k percentile in Drec.

For example, using a 10-bin evaluation, the 1st Bin-
Matching-Ratio is the number of communities that
ranked 0− 10% overall in both Dtrue and Drec, divided
by the size of the bin. We will describe the construction
of the ground-truth Dtrue in each experiment. If the
ranking problem is viewed as a multi-class classification
problem, and each bin is regarded as a class, the Bin-
Matching-Ratio is equivalent to the precision of each
bin1. We will use Bin-Matching-Ratio and precision
inter-changeably from now on. In addition, we will use

1which is also equal to the recall in each bin, since all bins have
the same size

Spearman’s rank correlation coefficient [16] ρ to measure
the overall ranking quality: ρ = 1−6

∑p
i=1 d

2
i /p(p

2−1),
where di is the difference in rankings of Dtrue and Drec

for community i.

5.3 LFR experiments LFR benchmark graphs [8]
are often used for testing community detection algo-
rithms, since these graphs are easy to generate and in-
clude ground-truth community labels for vertices. The
list of ground-truth communities provides information
to construct the association matrix A. Before gener-
ating the benchmark graphs, one could configure the
number of nodes in the network that have more than
one community labels, and the number of community la-
bels for these nodes. In addition, one could also supply
the mixing parameter µ ∈ [0, 1], which is the propor-
tion of edges from a vertex that are inter-community
edges. Therefore, µ = 0 means that edges would be
formed only between vertices in the same community,
and thus there would be no noise due to mixing edges
in the network. Other configuration parameters include
the number of nodes in the network, as well as upper and
lower bounds on the community size. The LFR network
also contains noise due to missing edges. Note that in
the LFR benchmark generator2, increasing the mixing
coefficient µ simultaneously increases the percentage of
mixing edges and missing edges.

To understand the effect of noisy edges, we perform
experiments on the following benchmark graph with
overlapping communities: we generate a network with
3000 nodes and 76 communities. 600 nodes have more
then one community label, and each of these 600 vertices
belongs to 3 communities. We examined the effect of
increasing mixing edges when there are no missing edges
(i.e, all intra-community edges were artificially added
back). Also, in another experiment, we evaluated the
influence of missing edges, where all the mixing edges
across communities were removed. To summarize, LFR-
test1 : increase mixing edges, add back all the missing
edges, and LFR-test2 : increase missing edges, filter out
all the mixing edges.

LFR-test1 graphs were constructed following these
steps: 1) Generate unweighted version of the LFR
benchmark networks, WLFR, 2) Create ground-truth
community weights Dtrue, where the community
weights are drawn from a known distribution, 3) Com-
pute V = ADtrueA

T , 4) If Vij > 0, assign Wij = Vij ,
5) Let µ, σ be the mean and standard deviation of val-
ues in {Vij | Vij > 0}. If 〈p, q〉 ∈ ELFR and Vpq = 0,
i.e, a mixing edge, we draw a random weight r from a

2the authors provide their benchmark generator codes at
https://sites.google.com/site/andrealancichinetti/Home



normal distribution N (µ2 ,
σ
2 ), and set Wpq = r. This

procedure of edge weight construction serves two pur-
poses: first, it reflects our assumption that link interac-
tion strength between two nodes could be predominantly
explained by community structures and weights. Sec-
ond, since there are no generally-accepted ground-truth
notions for community rankings, pre-specifying Dtrue

and using it as ground truth allows us to analyze our
method and do control-variated experiments. In addi-
tion, in the fourth step, all the missing edges within
communities are added back, hence all the communities
become cliques in the network. The last step assigns
edge weights for those mixing edges, assuming mixing
edges represent weaker connection strengths since they
link across communities. We run the experiments mul-
tiple times using uniformly-distributed and normally-
distributed community weights in Dtrue. The average
Bin-Matching-Ratio (precision) using these two distri-
butions are shown in Figures 5 and 6.
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Figure 5: LFR-test1: Bin-Matching-Ratio (precision)
for each bin with 40% and 48% mixing edges, and
uniformly-distributed true community weights. ρ is
0.998 (40%) and 0.998 (48%).

We achieved very high precision (> 90%) on ev-
ery bin for both uniformly-distributed and normally-
distributed ground truth weights, and over 99% Spear-
mans rank correlation coefficient, even when the level
of mixing edges is increased. No substantial influence
on the ranking matching-ratios was observed under in-
creased noise due to mixing edges, regardless of the un-
derlying distributions for the ground truth community
weights. Also, the Spearman rank correlation coefficient
ρ was close to 1 in all the cases. This experiment shows
that when the communities in the network are actu-
ally cliques and explain most of the edge weights, our
method is robust against noise due to mixing edges.

For LFR-test2, the graph generation process is
as follows: 1) generate unweighted version of the
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Figure 6: LFR-test1: Bin-Matching-Ratio (precision)
for each bin with 40% and 48% mixing edges, and
normally-distributed true community weights. ρ is 0.998
(40%) and 0.997 (48%).

LFR benchmark networks, WLFR, 2) create ground-
truth community weights Dtrue, where the commu-
nity weights are drawn from a known distribution, 3)
compute ADtrueA

T , 4) let WLFR
ij = (ADtrueA

T )ij
if 〈i, j〉 ∈ ELFR, WLFR

ij = 0 otherwise. Hence, if

(ADtrueA
T )ij = 0 then Wij = 0, and all mixing edges

are filtered out. The first three steps are identical to
the previous test. In addition, the percentage of miss-
ing edges in this test are the same as the percentage of
mixing edges in the previous test. The results are shown
in Figures 7 and 8.
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Figure 7:LFR-test2: uniform Dtrue

When there are no mixing edges across communities
in the graph, but with the same percentage of missing
edges as the percentage of mixing edges in the previous
experiment, the matching ratios in each bin deteriorate
significantly. Moreover, we observe that the precision
is higher for low-range bins (0-40%) and high-range bin



1 2 3 4 5 6 7 8 9 10
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

bins

m
a

tc
h

in
g

 r
a

ti
o

 (
p

re
c
is

io
n

)

 

 

40% missing edges

48% missing edges

Figure 8:LFR-test2: normal Dtrue

(90-100%) in LFR-test2. This is more pronounced when
the ground truth community weights are normally-
distributed: the bar heights in Figure 8 follow a clear
U-shaped curve. The spearman’s ρ on LFR graph
with 40% missing edges and 48% missing edges are
0.9728 and 0.9703 respectively for uniformly distributed
weights, 0.9641 and 0.9589 for normally distributed
weights. One possible explanation is that the weights
for the highest-ranked and lowest-ranked communities
are the ones that are farthest from the mean. Therefore,
the ranking of communities with more extremal weights,
which corresponds to highest-ranked and lowest-ranked
communities, will be most effectively recovered. For
normally-distributed community weights, most of the
true community weights are concentrated around the
mean, and there are less extremal weights. As a result,
the precisions for the middle range bins in Figure 8
underperform the precisions for the highest and lowest
bins by a significant margin.

We further investigate the distributions of the re-
covered weights. The weights in Dtrue are sorted in
non-descending order and the component indexes of
Drec are rearranged according to the weight orderings in
Dtrue. Figure 9 plots the recovered weights versus the
normally-distributed true weights when there are 40%
mixing edges in the graph in sorted order. Similarly,
Figure 10 shows the weight comparison when there are
40% missing edges, but without any mixing edges. In
the second case, there are larger discrepancies between
the true weights and the recovered weights. The re-
covered weights also oscillate when the true weights are
sorted monotonically.

To summarize these two control-variated tests, each
network has the same percentages of noisy edges in
LFR-test1 and LFR-test2; however in LFR-test1, all
noise is attributed to missing edges and in LFR-test2,
all noise is attributed to mixing edges. Therefore, the

experiments indicate that our method is more robust
against noise due to mixing edges, but less effective
in the presence of a large proportion of missing edges.
The community weight and ranking recovery is most
effective when the communities in the network are
cliques.
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Figure 9:LFR-test1:40% mixing edges
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Figure 10:LFR-test2:40% missing edges.

5.4 LiveJournal experiments We now run exper-
iments on a snapshot of the LiveJournal network with
ground-truth communities [17]. LiveJournal is a user-
user network with ground-truth communities defined by
interest groups that users have joined. We extracted
3818 communities, ranging in size from 5 to 50 users per
group. There are 51367 users in all, and the extracted
graph is the one induced by these 51367 users. There-
fore, W ∈ R51367×51367, A ∈ R51367×3818. In this ex-
periment, we compare our method to a baseline method.
To the best of our knowledge, there is no prior work on
optimization-based community ranking similar to what
we propose. However, there is a lot of prior research on



ranking individual nodes in the network based on alge-
braic, graph-theoretic, and geometric centralities. We
define our baseline method to use a straightforward ex-
tension of node centrality to groups. For each commu-
nity, we sum up the individual centrality scores for all
nodes belonging to that community. The node central-
ity measure we used is degree centrality for weighted
graphs, defined as: c(i) =

∑
j∈V wij . So the degree

centrality measure for communities could be defined as
Ddeg(k) =

∑
Aik=1 c(i).

We specify the ground-truth weight distribution
Dtrue as before. We set Wij =

(
ADtrueA

T
)
ij

if both(
ADtrueA

T
)
ij
> 0 and 〈i, j〉 ∈ ELJ . Therefore, we

did not reintroduce any missing edges. There are
52% missing edges in this network. For mixing edges,
we assign random weights from a normal distribution
N (µ2 ,

σ
2 ), where µ and σ are the mean and standard

deviation of the weights on other edges. Again, this
setup allows us to determine the efficacy of our method.
Unlike the previous experiment, we now use a real-world
network topology. The precision on each bin is shown
in Figure 11 and Figure 12, for uniformly-distributed
and normally-distributed community weights in the
LiveJournal network, respectively.
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Figure 11: uniform Dtrue

Although the matching-ratios are not as high as the
LFR networks, our factorization still outperforms the
baseline method. The low precisions for some bins are a
result of the large percentage of missing edges in the net-
work (52%). It also indicates that community ranking is
a non-trivial task, and that a straightforward extension
of node centrality to rank communities is ineffective.
The Spearman’s rank correlation coefficient ρ using
the proposed ranking method is 0.7244 for uniformly-
distributed community weights and 0.6061 for normally
distributed weights. These are also significantly higher
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Figure 12: normal Dtrue

than those obtained using the baseline method (0.2942
and 0.1829, respectively). Therefore, even though our
proposed method does not perform very well locally on
each bin of this dataset, the ρ values are all above 0.5,
which shows that globally, it produces a reasonable out-
come. The distribution of the recovered community
weights vs the true community weights are shown in
Figure 3 of the supplementary file. The dots for recov-
ered weights are spread out along the curve for the true
weights. This explains the greater-than-50% positive
Spearman’s rank correlation coefficient, but less-than-
satisfactory quality on each bin. Similar to the exper-
imental results on the LFR benchmark, we found that
when there is a significant percentage of missing edges
in the network, the precisions on the high range bins
and low range bins are better than the mid-range bins.
Therefore, this experiment also indicates that the pro-
posed method is more suitable for recovering the weights
and rankings of extremal communities in the network.

5.5 Running time Comparison In this section, we
present some results comparing running time of the
optimized version of coordinate descent (OptCD), the
vanilla implementation of coordinate descent (Vanil-
laCD), and the Active-set based code of Luo et al. (Ac-
tiveQR) [13]. We compute the running times for a small
LFR network with 3000 nodes, 76 communities, and
67744 edges, without reintroducing any missing edges
or filtering of the mixing edges. The running times of
these methods are 0.49 seconds, 99 seconds, and 130
seconds, respectively. This result is an indicator of the
considerable speedup obtained with our optimizations.
For larger graphs, it is infeasible to apply VanillaCD
or ActiveQR due to memory restrictions, but OptCD
still runs to completion in the order of minutes. We
run OptCD on several large graphs. The run time of



our method is mainly dominated by the computation
of the matrix-vector product MTmk in line 7 of algo-
rithm 2. With our optimization in OptCD, each vector-
vector product is linear on the number of members in
a community. However, there are O(p2) computations
of vector-vector product. Therefore, the running time
mainly depends on the number of communities pro-
vided. In all tested networks with around 5000 com-
munities, OptCD finish running even when the graph
has millions of nodes. Results for each individual net-
work in the experiment is shifted to the supplementary
file.

6 Conclusions

Our work introduces a new community ranking scheme
that is based on factorization of the adjacency matrix.
This community ranking scheme has a simple combi-
natorial interpretation: using community structure to
reconstruct the network, and distributing the internal
interaction strength among overlapping communities.
We drive the interpretation of this ranking formulation
via analyzing the solution upper bound and the special
case when communities has disjoint node sets. We show
that the optimization problem we formulate reduces to a
Nonnegative least squares problem, and we design a fast
and memory-efficient solution strategy for this problem.
Our solution strategy exploits the sparsity structure in-
herent in the input matrices. Our empirical evalua-
tion reveals scenarios when this method is readily ap-
plicable. We find that synthetically-initialized rankings
can be recovered with high precision if the intra-cluster
weight/edge densities in the network being considered
are sufficiently high. Our scheme is also quite robust to
addition of inter-cluster edges. We find that rankings
can be recovered even with a very high percentage of
inter-cluster edges (greater than 50% in some cases) in
the graph, provided the clusters have high intra-cluster
density. We also evaluate the ranking scheme on two
virtual social networks with known ground-truth com-
munity information and present our interpretations of
results obtained. In future work, we will investigate fur-
ther acceleration of the solution method, and also study
related problem formulations.
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1 Proof of theorem 4.1

Theorem 1.1. Let D∗ be the optimal solution to prob-
lem (P1). Denote nk the number of members in com-
munity Ck, let

δkij =

{
1 if i ∈ Ck and j ∈ Ck

0 otherwise.

We have the following upper bound on each coordi-
nate of D∗:

d∗kk ≤
∑n

j=1

∑n
i=1 δ

k
ijwij

n2k
(1.1)

=

∑
i∈Ck

∑
j∈Ck

wij

n2k
(1.2)

Proof. Let x∗ denote the optimal solution to (P1-
NNLS), i.e., d∗kk = x∗k. The coordinate-wise up-
per bound to the solution of NNLS problem x∗ =
arg minx≥0 ||v −Mx||22 (Theorem 7 in [1]) is

x∗k ≤ max

(
0,

mT
k v

mT
kmk

)
.

Recall v = vec(W ), and

M =
[
vec
(
a1a

T
1

)
, vec

(
a2a

T
2

)
, · · · , vec

(
apa

T
p

)]
,

the kth column of M is the vectorization
of aka

T
k column-by-column. Hence, mk =[(

aka
T
k

)
1

;
(
aka

T
k

)
2

; · · · ;
(
aka

T
k

)
n

]
, and we have

mT
k v =

n∑
j=1

(
aka

T
k

)T
j
wj

=

n∑
j=1

n∑
i=1

(
aka

T
k

)
ij
wij =

n∑
i=1

n∑
j=1

δkijwij .

Also, using the fact that aka
T
k is a binary matrix,

mT
kmk = nnz(mk)

=

n∑
j=1

nnz
((

aka
T
k

)
j

)
=

n∑
j=1

n∑
i=1

(
aka

T
k

)
ij

= n2k

Notice that
mT

k v

mT
k
mk

is non-negative, and so the result

follows.

2 Sanity Check Experiments

We generate networks using the following procedure:

1. Initialize a random diagonal matrix Dtrue of posi-
tive values and a random binary matrix A.

2. Let Wtrue = ADtrueA
T .

3. We set Wnoise = Wtrue + noise. Random noise is
added to non-zero entries of Wtrue to mimic the
noisy observations on the edge weights.

4. We randomly delete some ijth and jith entries from
Wnoise to capture the effect of missing edges.

Wnoise is used as the training data and Drec is
learnt using Wnoise. The noise level is defined as
‖Wnoise − Wtrue‖2/‖Wnoise‖2, and the reconstruction
error is computed to be ‖ADrecA

T−Wtrue‖2/‖Wtrue‖2.
We create graphs with 300 vertices, 30 communities,
and with various noise levels and percentage of missing
edges.

The results for the synthetic networks generated in
this manner are shown in Figures 1, 2, and 3. The
circles in the plot indicate the computed rankings, and
the true rankings are sorted. Hence if all rankings are
successfully recovered, the circles will lie on the diagonal
line. The noise level and the percentage of missing edges
increases from Figure 1 to Figure 3.

The result shows that when the noise level and the
percentage of missing edges are not very high (Figure 1,
2), the proposed method is able to recover most of the
exact rankings of the communities. However, when the
percentage of missing edges is higher than 15%, and the
noise level is around 25%, the results worsen (Figure 3).

To further analyze these results, we compare the
weights in Drec and Dtrue for the data in Figure 3. The
weights in Dtrue are sorted in non-decreasing order and
the component indexes of Drec are rearranged according
to the non-decreasing order in Dtrue in Figure 4. The
line plot for weights in Dtrue is monotonically non-
decreasing. The dots corresponding to weights in Drec
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Figure 1: Syn-test1
(8.03% noise level,
2% missing edges,
8.05% reconst. error)
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Figure 2: Syn-test2
(15.77% noise level,
8.73% missing edges,
13.95% reconst. error)
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Figure 3: Syn-test3
(25.82% noise level,
17.45% missing edges,
19.02% reconst. error)
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Figure 4: Syn-test3: Re-
covered weights sorted by
non-decreasing magnitudes
in Dtrue.

are not monotone, but still follow the trend of the
red curve. This indicates that the ranking mismatches
are caused by the non-monotone portions of the blue
dotted curve, due to communities with close weights
in Dtrue. The results also align with intuition: when
two communities have different but close weights, it is
difficult to distinguish them in terms of the proposed
ranking. Hence, in evaluating the efficacy of our
method in the subsequent experiments, we split the
result ranking of communities into coarser-grained bins.
For example, using a 10-bin evaluation, the 1st Bin-
Matching-Ratio is the number of communities that
ranked 0− 10% overall in both Dtrue and Drec, divided
by the size of the bin.

3 LFR Experiment

Bin-Matching-Ratio for LFR test-1 with uniformly dis-
tributed and normally distributed ground-truth commu-
nity weights are shown in 5 and figure 6 respectively.

4 Live Journal Experiment

In Figure 7, we plot the recovered weights and the true
weights, ordered by non-decreasing magnitudes of the
true weights.
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Figure 5: LFR-test1: Bin-Matching-Ratio (precision)
for each bin with 40% and 48% mixing edges, and
uniformly-distributed true community weights. ρ is
0.998 (40%) and 0.998 (48%).
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Figure 6: LFR-test1: Bin-Matching-Ratio (precision)
for each bin with 40% and 48% mixing edges, and
normally-distributed true community weights. ρ is 0.998
(40%) and 0.997 (48%).

5 Stanford network experiments

As a final experiment to rank communities using our
scheme, we construct a new network combining infor-
mation using two disparate data sources and method-
ologies. We obtain the list of faculty members in the
Computer Science department of Stanford University
from the spreadsheet of 2200 faculty in the top 50 US
CS graduate programs [2]. In this manually-curated
dataset, each faculty member is assigned a single field
of research, presumably based on details provided on
their homepage, or through inspection of their publi-
cation record. There are 50 faculty members (i.e, 50
vertices) in the snapshot we considered. We combine
some research areas, and this resulted in a total of 13 re-
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Figure 7: LJ-test: True and reconstructed commu-
nity weights comparison using normally-distributed true
weights.

search areas, which we consider as communities. These
communities and their sizes are listed in Table 1. Next,
we use pairwise faculty name query result counts from
the Bing search engine as proxies for edge weights and
the strength of interaction between two faculty mem-
bers, and to construct the W matrix. For example,
the query “Daphne Koller”+“Andrew Ng” gave a result
count of 29,300 when we executed the query (in June
2015). We use these query result counts to construct
W . Performing our factorization and determining com-
munity weights will serve to explain the relevance of the
proposed grouping of faculty into research groups. We
execute the factorization on A and W to obtain D. The
values of D are sorted in descending order, rounded to
the nearest integer, and listed in Table 1. Note that for
this data set, the mixing edge weight ratio (cumulative
weight of mixing edges to cumulative weight of all edges)
is extremely high, at 0.78. We find that the ranking
obtained using our factorization does not strongly cor-
relate with the ranking using community sizes. There
are also some issues to be resolved in how both A and
W are constructed. Using a single research community
for a faculty member is not a good idea in constructing
A. The values in D are affected by entity disambigua-
tion issues. Nevertheless, this experiment shows that
our ranking scheme can be applied as a black-box tech-
nique to novel data sets, in order to gain insight into
global community structure and connectivity.

6 Execution time results

Table 6 gives the size and the number of communities
used to the running time experiments. In Figure 8, the
number of communities in the graph increase from left

Table 1: Community (research group) names, sizes, and
weights/ranks using our factorization for the Stanford
CS faculty network.

Research area Size D value

DM; ML & PR; NL & Speech 6 5047
Databases 3 2942
Computer Vision 2 2375
Hardware and Architecture 7 2154
Security & Privacy 2 2010
Networks and Communication 3 1373
Artificial Intelligence 2 900
OS; Software Engg.; PL 7 741
Bioinformatics & Comp Biology 4 718
Algorithms & Theory 8 525
Graphics 2 58
Human-Computer Interaction 2 2
Sci Comp.; Distrib & Par Comp 2 2

to right (with the exception of the last two, but the
number of communities in the last two graphs are close).

Network # vertices # edges # communities

LFR 3000 67744 76
LiveJournal1 51367 488652 3818
LiveJournal2 3997962 34681189 4763
youtube1 1134890 2987624 4771
dblp1 317080 1366947 4961
amazon 334863 925872 5000
youtube2 1134890 2987624 14870
dblp2 317080 1366947 13423

Figure 8: Comparison of running time (seconds)
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