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Abstract

Translation Look-aside Buffer (TLB), which is small Content
Addressable Memory (CAM) structure used to translate virtual ad-
dresses to physical addresses, can consume significant energy in
some architectures. In addition, its power density is high, due
to its small area. Consequently, reducing power consumption of
TLB is important for both high-end and low-end systems. While a
large TLB might be preferable from the performance angle, it can
also lead to excessive dynamic energy consumption. This paper
focuses on data TLB (dTLB), and proposes an architectural solu-
tion to this problem which is based on dynamically resizing the
dTLB considering application execution behavior. Our objective
is to give the application the minimum dTLB size (at any point)
without significantly degrading its performance. We present two
different implementations of this idea, and give experimental data
demonstrating that it is very effective in practice.

1. Introduction

A Translation Look-aside Buffer (TLB) is a small cache that
translates virtual addresses to physical addresses in processors us-
ing virtual memory. Given that every memory access (for both
instructions and data) has to undergo the translation process, the
TLB has important consequences on the overall performance and
on-chip power consumption. In fact, it has been estimated that
about 17% of the on-chip power is consumed by the TLB on the
ARM [14] and Hitachi SH-3 [15], with the split being more or
less even between the instruction and data components. Being a
highly associative structure (to ensure lower conflict misses), the
per-access dynamic energy consumption is quite high for these
CAM structures. The small area that a TLB occupies also makes
its power density an important issue. Consequently, it is impor-
tant to provision capabilities for power management of TLBs. At
the same time, we need to ensure that performance is not signifi-
cantly affected in the process. This paper sets out to optimize the
dynamic power consumption of the data TLB (dTLB) while not
significantly impacting its performance aspects of this structure.

There have been previous attempts at optimizing TLB power
at several levels — from the circuit to architectural and software
levels. At the circuit level, there has been prior work in designing
CAM cells for low power (e.g., [7]). At the architectural level, a
range of different approaches exist. One common technique is to
make sure that most of the accesses go to a structure that consumes
less power than the original structure. For instance, in a multi-
level TLB, a smaller (and less power consuming) first level TLB
is searched (and will hopefully satisfy most of the requests) before
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going to the second level. Another strategy is to split the TLB into
smaller sizes (called banks), each consuming lower power, and
then selectively going to one of them for a translation [13]. In [4],
the authors combine these two strategies (multi-level and banking)
and present a TLB structure with a split (2 banks) first level filter
TLB and a split (2 banks) main TLB. The authors report benefits
of 48% energy savings over a fully associative TLB with the same
number of entries. One drawback of this design is the complexity
of the implementation. Further, when applications do not exhibit
good locality, the misses in the first level (or those in the second
level because of banking) can degrade performance. Lee [11] de-
scribes a technique to reduce energy in the TLB by implementing a
small buffer that is used to perform the translations, so that the full
TLB is accessed only on a miss (similar to a multi-level structure).
At the software level, techniques have been proposed to generate
translations in software without going through the TLB [8].

This paper examines another architectural solution to this prob-
lem which is based on dynamically resizing the TLB considering
application execution behavior. Dynamic power is a function of
the size of the structure that is being accessed [1]. By controlling
the size of the TLB, we can modulate the per access energy cost.
At the same time, we need to ensure that we are not affecting the
miss rates themselves. Consequently, we attempt to provide the
application with the TLB size that it needs at any time. Such a
strategy has been successfully employed in the context of caches
(e.g., in [2, 9, 17] for leakage) and, to our knowledge, this is the
first paper to investigate this idea for dynamic power savings in
TLBs. Reconfigurable TLBs have been studied from the perfor-
mance angle in [3].

This paper focuses on the data TLB (dTLB) and presents two
different techniques for dynamically modulating the size of this
structure for power savings without significantly affecting miss
rates. The first technique, calledInterval-Based Resizing(IBR ),
starts with a very small dTLB size, and grows it in size until the
size that is needed by the current application behavior is reached.
It then modulates the dTLB size depending on the dynamic appli-
cation behavior. The second technique, calledDecay-Based Re-
sizing(DBR), goes in reverse, starting with a large size and decay-
ing the (not-in-use) entries until the size demanded by the appli-
cation is reached. Using detailed simulations and six SPEC2000
applications, we show that the latter is a better alternative, and
can provide around 60% energy savings on the average (compared
to the case of a 128-entry, full associative dTLB) with negligible
degradation in miss rates. In addition, these mechanisms can be
used to further the energy savings of other dTLB architectural op-
timizations such as split dTLBs.

This paper is structured as follows. Section 2 describes our
experimental platform and benchmarks. Section 3 explains the
tradeoff between performance and energy consumption of a dTLB
with respect to its capacity (size). Section 4 discusses the IBR and
DBR strategies in detail and presents performance data. Section 5
discusses several implementation issues and quantitatively com-
pares our approach to split dTLBs. Section 6 concludes the paper
with a summary of our contributions and observations.



2. Experimental Setup

To obtain the dTLB access patterns and collect the data to com-
pute dTLB energy and performance statistics, we used the Shade
tool-set [5]. We enhanced Shade by implementing an energy simu-
lator, which calculates dTLB energy consumption, given the dTLB
configuration, technology-specific parameters, and per access en-
ergy costs. Our simulation environment is flexible enough to ac-
commodate different dTLB configurations, energy models, and re-
placement algorithms. In simulating the benchmarks, we skipped
the first billion instructions, and collected statistics on the next two
billion instructions.

In this study, per access energy costs for different dTLB config-
urations are taken from [4] (which are based on a modified version
of the CACTI tool [16]), and are shown in Table 1. Note that there
are three different energy consumptions:Eread hit is the energy
consumed when there is a hit on the dTLB. On the other hand, if
the access is a miss, the energy consumed on the dTLB will be
the sum ofEread miss andEwrite energies. Based on these val-
ues, the overall energy consumed by the dTLB can be estimated
by taking into account the number of dTLBhits andmisses:

EdTLB = (Eread miss +Ewrite) �misses+Eread hit � hits:

Energy Consumption (nJ)TLB size
Eread hit Eread miss Ewrite

2 1.6000 0.2000 0.1100
4 2.2630 0.6154 0.2397
8 2.9209 1.1021 0.5526
16 3.7575 1.7511 0.7097
32 4.6512 2.4502 0.8610
64 5.4200 3.0490 0.9908
128 8.7272 5.6447 1.8551

Table 1. Energy consumption values for dif-
ferent dTLB configurations (all fully associa-
tive). These values are taken from [4].

In order to evaluate our strategies for reducing dTLB energy,
we used six applications from the SPEC2000 benchmark suite.
Important characteristics of these applications are listed in Table 2.
The third column gives the dTLB miss rates and the last column
shows the dTLB energy consumption for a 128-entry fully asso-
ciative conventional dTLB configuration (without any energy op-
timization). All miss rates and energy values reported later in this
paper are values “normalized” with respect to the last two columns
of Table 2. The reason that we selected these six applications is
that their dTLB behaviors exhibit a mix, as will be detailed later in
the paper. For all applications, we used thereferenceinput set.

In the remainder of this paper, unless stated otherwise, when
we say energy and miss rate, we mean the dTLB energy and dTLB
miss rate, respectively.

Name Description Miss Rate Energy (J)
ammp Computational Chemistry 2.19% 3.077
apsi Meteorology: Pollutant Distribution 2.07% 1.062
mcf Combinatorial Optimization 1.45% 4.302
twolf Place and Route Simulator 0.03% 2.859
vpr FPGA Circuit Placement and Routing 0.001% 3.326
lucas Primality testing 0.0086% 1.279

Table 2. SPEC2000 benchmark codes (miss
rates and dTLB energy consumptions are for
a 128-entry fully associative configuration).

3. Energy-Performance Tradeoffs

dTLB capacity is an important parameter that determines its
performance characteristics and energy behavior. On one hand, a
large dTLB holds more entries and may increase dTLB hit rate,
thereby improving the overall performance. On the other hand,
a large configuration also increases the per access dynamic en-
ergy, and if the reduction in dTLB misses (due to large capacity)
is not sufficient, this can lead to an overall increase in energy con-
sumption. Therefore, one can expect a tradeoff between energy
consumption and performance.

Figure 1 presents normalized dTLB energy consumptions and
miss rates for different configurations. It can be seen from the
miss-rate graph that while some applications such as ammp, apsi
and mcf are not significantly affected when the number of entries
is reduced, the impact on the remaining applications (depending
on how small the dTLB gets) is dramatic. Therefore, different
applications react differently when the dTLB capacity is reduced.
When one looks at the energy results, on the other hand, it can
be observed that a big jump occurs when we move from a 128-
entry dTLB to a 64-entry dTLB. However, as we make the capac-
ity smaller and smaller, the additional energy benefits are not as
high. Overall, these two graphs clearly illustrate the tradeoff be-
tween performance and dTLB energy, motivating an approach that
can adapt dTLB size to the requirements of the application being
executed.
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Figure 1. Energy consumptions and miss
rates for different dTLB configurations.

4. Dynamically Resizing dTLB

As demonstrated in the previous section, different applications
react differently when dTLB size is varied. Consequently, since in
constructing a computer system we need to select a single dTLB
configuration, the chosen configuration may not be preferable for
many applications. For example, if we just consider applications
whose miss behavior is not bad even with very small dTLB, we
can select a small dTLB size. But, this will have a dramatic effect
on the performance of applications that demand a large dTLB size.
At the other extreme, if we choose a dTLB size considering appli-
cations that require large dTLB, this will cause significant energy
waste for applications that can perform well under a small dTLB
size. Additionally, characterization of all applications (in order to
obtain their optimal TLB sizes) might not be feasible. As a result,
fixing the dTLB configuration is not an easy task and not a good
option.

One solution to this problem is to change the “active” (“effec-
tive”) dTLB size dynamically based on the needs of the current
application being executed. If the application behavior does not
demand a large dTLB, we work with a small dTLB; otherwise, we
use a large dTLB. Note that this will not only allow us to adapt



dTLB size at an application-level granularity, but will also enable
us to change the dTLB size during the course of execution of a
single application. In this section, we present two strategies to
achieve this solution, which are discussed in the next two subsec-
tions.

Both these schemes disconnect entries from the dTLB structure
when those entries are not going to be used, requiring the follow-
ing modification. In a typical dTLB, the CAM portion containing
the virtual address has one match line per entry. After a precharge
cycle, the match line corresponding to the entry containing the vir-
tual address remains high (and activates its partner word line en-
abling a read of the physical address RAM), while all other match
lines transition to low. Hardware can be inserted into the CAM
cells and control logic such that the disabled CAM entries do not
participate in the matching process. This saves energy by reducing
the number of match lines switching from high to low as well as
energy on the next precharge cycle. (Disabled match lines would
also have to be disabled from driving their partner word lines into
the physical address RAM). The energy and performance overhead
depends upon the granularity of the turn-off supported. Thus, we
restrict our CAM turn-off to 1/2, 3/4, 7/8, and 15/16 adjacent CAM
entries. Time to reactivate disabled lines is a few transistor delays
and can be easily accomplished in one clock cycle.

4.1 IBR: Interval-Based Resizing

In this strategy, we divide execution of a given application into
intervals, and for each interval, we try to determine the best dTLB
configuration. The idea is to use the smallest dTLB configuration
(so that we can save power) without much negative impact on per-
formance. At each interval, we first run a training period in which
we track the dTLB miss rate. Then, we compare this rate with the
overall miss rate in the previous interval. If this new miss rate is
higher than the one in the previous interval, we double the dTLB
size in executing the remaining portion of the current interval. This
is because this result means that the application needs more dTLB
entries in the current interval. On the other hand, if the new miss
rate is lower than the one in the previous interval, we reduce the
dTLB size by half. The overall algorithm is sketched in Figure 2.

As can be seen from this description, the IBR algorithm has
three important parameters: the size (in terms of dTLB accesses)
of the interval, the size (again, in terms of dTLB accesses) of the
training period, and the magnitude of the difference between the
two miss rates that will trigger size change. In the rest of this
paper, we refer to these three parameters asTe, Tt, andd in that
order.

In Figure 3, we present normalized energy and performance re-
sults for our benchmarks when IBR is used. We experimented with
three interval sizes (1M, 10M, and 50M) while keepingTt andd
fixed at 100K and 30%, respectively. For ease of comparison, we
reproduce the results for 32, 64, and 128-entry dTLBs (without
any energy optimization).The energy values reported also include
the energy consumptions incurred in the training periods.We ob-
serve that, in ammp, our strategy achieves large energy benefits
without much impact on performance, and outperforms (energy-
wise) the fixed dTLB configurations. The same can be said for
lucas as well (though, in this case, the fixed configurations also
perform well). In apsi and mcf, our strategies generate signifi-
cant energy benefits. However, we also incur some performance
penalty (except in apsi withTe = 1M where the increase in miss
rate is not too much). In applications such as twolf and vpr, the
energy savings are not very high (as these applications demand
large dTLB configurations); but, as long as we work withTe =
1M, the performance overhead is negligible. Overall, we can see
that working with an interval size of 1M generates very good en-
ergy savings (around 40%) without much impact on performance
in many cases. Instead, if one opts to work with a small dTLB (64
or 32 entry) —while the energy saving is similar to our strategy
with Te = 1M— the performance degradation is very significant.
Therefore, we can conclude that IBR is a better solution than stat-
ically fixing the dTLB size to a value.

Te : Interval size.Tt : Training period size.
Ce: Execution counter.Ct: Training counter.
d: Miss variance threshold (%).

increase = 1;
FOR every dTLB access
Ce + +

IF (training) Ct ++
IF (Ce == Te)

IF (previous miss rate< current miss rate)
training dTLB size Twice as the current dTLB size
increase 1.

ELSE
training dTLB size Half of the current dTLB size
increase 0.

ENDIF
Store previous miss rate.
RestartCe.
Start training period (RestartCt).

ENDIF
IF (Ct == Tt)

IF (increase == 1)
IF (training miss rate * (1 +d)< current dTLB miss rate)

Switch to the training dTLB size
ELSE

IF (training miss rate< current dTLB miss rate)
Switch to the training dTLB size

ENDIF
Stop training

ENDIF
ENDFOR

Figure 2. Interval-Based Resizing (IBR) algo-
rithm.

Bench. 2 4 8 16 32 64 128
ammp 4.78% 89.83% 5.37% 0% 0% 0% 0%
apsi 0.08% 0.84% 2.72% 88.95% 7.40% 0% 0%
mcf 0.02% 3.46% 90.58% 5.92% 0% 0% 0%
twolf 0% 0% 0% 0% 0.16% 5.59% 94.24%
vpr 0% 0% 0% 0% 0.017% 2.56% 97.41%
lucas 0% 0% 0% 7.43% 92.48% 0.01% 0%

Table 3. Energy distribution across different
dTLB sizes for IBR ( Te = 1M, Tt = 100K, d =
30%). 0% indicates the contribution is less
than 0.01%.

The starting dTLB size in these experiments is 2 entries, and
we present in Table 3 the energy breakdown in terms of those
consumed at each dTLB size. We can see from this table that
the benchmarks in our experimental suite can be divided into two
groups according to their dTLB demands under our dynamic strat-
egy. While ammp, apsi, and mcf mainly work with small dTLB
sizes, twolf, vpr, and lucas prefer large sizes. But, still, each
benchmark makes use of at least three different dTLB sizes, em-
phasizing the importance of enabling multiple sizes.

In order to have a better insight on the behavior of our ap-
proach, we also performed a sensitivity analysis. We varied the
size of the training period (Tt). This parameter is of importance,
primarily because of two reasons. First, the accuracy of dTLB
miss rate estimation may be dependent on its value. In other words,
the longer this period is, the better estimate we may have. Sec-
ond, a longer period increases its impact on the overall energy
consumption. In order to study its behavior, we conducted exper-
iments with values of 10K, 50K, and 100K. We observe from the
results given in Figure 4 that, in four of our benchmarks (ammp,
apsi, mcf and lucas), varyingTt does not have a visible impact. In
contrast, in twolf and vpr, varying this parameter has a significant
impact on energy behavior. Employing a lowTt value does not
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Figure 3. Energy and performance results
with IBR. The first three bars represent
conventional dTLBs (without energy opti-
mization) with different number of entries,
whereas the last three bars correspond to our
interval-based strategy with different interval
sizes ( Te), while fixing Tt at 100K and d at 30%.

capture miss rate well (so it can lead to an increase in miss rate);
however, it incurs less energy impact (as we practically waste less
energy because of shorter training periods). A higherTt value, on
the other hand, has an opposite effect.

We noted that, depending on the size of the interval (Te), the
percentage energy overhead of the training period can be signif-
icant. For instance, whenTe is 1M the energy expended in the
training period constitutes 10.15%, 9.53%, 9.23%, 3.63%, 2.38%,
and 7.51% for ammp, apsi, mcf, twolf, vpr, and lucas, respectively.
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Figure 4. Impact of training period ( Tt) on miss
rate and energy ( Te = 10M, d = 30%).

We have also considered predictive mechanisms for deciding
dTLB sizes during each interval to circumvent training overheads,
but the savings were not significantly different (maximum of 4.5%)
from the results presented above.

It should be noted that the results presented for IBR are opti-
mistic since the overheads of implementing this algorithm are dis-
counted from the calculations. Although we still expect this to be
a reasonable mechanism to be used in practice (since large energy
savings are still expected when incorporating the overheads), we
will show that despite this optimism the scheme to be presented
next is a better option.
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Figure 5. Number of dead TLB entries for our
benchmarks (The units in the X-axis are Mem-
ory Accesses �105).

4.2 DBR: Decay-Based Resizing

Several recent techniques considered exploiting idle periods
of components by transitioning them into low-power operating
modes. Examples of these include low-power mode management
in DRAMS [10, 6], exploiting slacks in functional units [18], and
transitioning idle cache lines into a leakage-saving state [9]. In this
section, we demonstrate that such a strategy can work with dTLB
as well. This is because not all dTLB entries are used at all times;
most of the time, a large percentage of them are idle, and some of
these are even “dead”. In this context, what we mean by dead is
that the content of the entry is replaced from the dTLB before its
next use. Therefore, during the time between it is last accessed in
the dTLB and it is replaced, the corresponding entry is not use-
ful. Disconnecting this entry from the rest of the dTLB reduces
the effective size of the dTLB, thereby reducing per access energy
cost.

Figure 5 shows the variation of the number of dTLB entries
that are dead during execution of our benchmarks for a 128-entry
dTLB. It can be easily seen that, in ammp, apsi, and lucas, there
are more than 100 dead dTLB entries at any time during execution.
On the other hand, in mcf and twolf, although the number of dead
entries is not as high, we still have around 40 dead entries on the
average. These results tell us that there is a scope for disconnecting
the dead entries from the dTLB, and saving energy.

In order to save energy by disconnecting the dTLB entries with-
out hurting performance significantly, one needs to estimate accu-
rately whether a given dTLB entry is dead or not. We have de-
signed an algorithm that predicts dead dTLB entries and discon-
nects them (see Figure 6). Informally, our DBR algorithm declares
an entry as dead if it has not been accessed for a certain number of
dTLB accesses. To keep track of the idle entries (i.e., the entries
that have not been accessed for a certain period of time), our al-
gorithm uses LRU. When a translation is inserted into the dTLB,
a counter (of sizeC) is initialized to a maximum value (i.e., the
most significant bit is set to one). Whenever a dTLB access results
in a hit, the corresponding reference bit in the matching dTLB en-
try is switched to one (which is done in a normal dTLB anyway).
When a miss occurs, the counters of all the active entries are up-



dated. This is done by shifting the counter to the left by one bit
position, and inserting in the rightmost (most significant) position
the reference bit associated with that counter. In other words, an
entry that was referenced in the previous inter-miss interval will
contain one in its counter’s most significant bit. Conversely, for an
entry that was not referenced, the most significant bit will contain
zero. If the counter reaches zero, this means that the correspond-
ing entry has not been used during the lastC inter-miss intervals,
and therefore, a good candidate to be disconnected.

In order to reduce performance penalty due to the increase in
the number of dTLB misses (as we may not be 100% accurate in
predicting dead entries), when a miss is detected, instead of select-
ing a live entry for eviction, we choose an entry whose counter is
zero. In other words, if there are dead entries, one of them is cho-
sen to store the new translation (we assume that activating an entry
takes 1 extra cycle). By increasing the number of active transla-
tions, we try to keep (in the dTLB) entries that are not yet dead
and that can be used in the future. If no dead entry is found (as
victim), we select the victim using LRU.

It is important to note that the aggressiveness of this algorithm
is determined by the counter sizeC. If a small counter size is
chosen, idle entries will be turned off more quickly, allowing larger
energy savings. However, this aggressive policy can also declare
actively-used entries as dead, thereby impacting performance. In
contrast, using a large counter may not lead to large energy savings
as very few entries are declared dead.

At dTLB hitf Update reference bit of referenced entry.g
At dTLB missf

FOR all active entries in TLB
Shift left the counter by 1 position.
Move reference bit to the rightmost position.
Clear reference bit.

ENDFOR
IF there are turned-off entries

Choose one of them to insert the missing translation.
Initialize the counter. Set the most significative bit to one.

ELSE
/* Select the entry to replace.*/
Select the LRU entry for replacement.
Insert translation into the selected entry.
Initialize counter to ALL ONES.

ENDIF
FOR all active entries in the dTLB

IF (counter == 0) disconnect the entry
ENDFOR
g

Figure 6. Decay-Based Resizing (DBR) algo-
rithm.

In Figure 7, we show the energy and performance (miss rate)
results for our benchmarks with a 128-entry dTLB. As before, the
results are normalized with respect to a 128-entry dTLB without
any energy optimization. We varied the size of the counter from
2 bits to 32 bits. Our main observation from these results is that
working with smallC values reduces dTLB energy consumption
dramatically; however, this also incurs substantial performance
penalties in most cases. Working with relatively largeC values
(e.g., 24 or 32), on the other hand, does not incur too much perfor-
mance cost (except for twolf) while still giving good energy sav-
ings (on the average 50% whenC=24). In should be emphasized
thatthese energy results include all the overheads associated with
the DBR algorithm (i.e., initializing counters, incrementing them,
etc).

Considering the behavior of applications such as ammp and
apsi (which need very few entries), one can develop a better DBR
strategy. More specifically, we can modify the way an entry is se-
lected to store the new (missing) translation. Recall that, in our
original decay-based algorithm, if there is a dead entry, that entry
is chosen to accommodate the new translation. In other words, we
increase the dTLB size to reduce performance impact. Instead, if
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Figure 7. Energy and performance results
with DBR.

we always choose the LRU entry (i.e., the entry that would be se-
lected by LRU), the size of the dTLB will remain the same (i.e.,
not increased), and the energy benefits can be higher. A drawback
of this new approach is the fact that the dTLB might be reduced
to a minimum size (remember that the idle entries are still discon-
nected); so, the impact on performance can be more pronounced.
In order to reduce this impact, we propose the following scheme:
after certain number of misses (denotedm), the dTLB is restored
to its original size.
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Figure 8. Energy and performance results
with the modified DBR strategy.

The energy and performance results with this modified version
of decay-based resizing are given in Figure 8 withm values of
5K and 10K (misses). Notice that the larger the value of them

parameter, the better energy behavior, but also the higher impact
on performance (a small dTLB would be used for longer periods of
time). In Figure 8, for ease of comparison, we reproduce the values
obtained when applying the original DBR algorithm (Figure 6).
The graphs in Figure 8 give results for only three values of theC

parameter (16, 24 and 32).
It can be seen from these results that there is some reduction in

dTLB energy of all benchmarks (compared to the original DBR)
when the modified DBR algorithm is employed. However, the in-
crease on miss rates for twolf and vpr is also evident. In contrast,
for ammp, apsi, and lucas, the modified DBR algorithm does not
impact performance significantly, while obtaining additional en-
ergy benefits. There are two factors that need to be considered
when this modified DBR strategy is used. First, the application in
question should be profiled beforehand to see whether it can bene-
fit from this modified approach (this may or may not be possible).
Second, the implementation complexity of the modified DBR is



expected to be higher than that of the original DBR, mainly be-
cause we need to keep track of the misses. Therefore, choosing
between the original DBR and the modified DBR is an application-
specific process, and requires a careful consideration.

5. Discussion

The results presented in the previous section clearly demon-
strate that dynamically re-sizing the dTLB shows significant en-
ergy savings. Of the two strategies — IBR and DBR — that were
proposed, we note that the latter performs considerably better than
the former (despite not including the overheads of implementing
the algorithm given in Figure 2 while all the overheads were in-
cluded in the results for DBR). Consequently, we prefer DBR as
an approach for dynamic dTLB resizing, which automatically ad-
justs the dTLB size to that needed by the application at any point.

It is also important to understand how these energy savings
compare to that obtained with other architectural techniques. One
simple optimization is to divide the dTLB into smaller units (called
split dTLBs) and selectively going to one of them (this will con-
sume lower energy per access). There are different choices for
deciding which split dTLB to use/lookup for a given address, and
we consider a simple address-based (AB) mapping strategy similar
to [13]. In this strategy, a given translation is searched in a given
split dTLB based on the address of the virtual page. Assuming that
the split dTLBs are numbered from 0 to(n � 1) , wheren is the
number of available split dTLBs, the selection of the split dTLB
to check whether the translation exists can be done by computing
address modn. While the energy savings are apparent, the con-
sequences of splitting the dTLB can lead to higher miss rates if the
load is not evenly balanced between these smaller structures.

We compare this split dTLB approach with DBR in Figure 9.
As was mentioned, we can also combine the DBR scheme with
these architectural strategies and the result for this combined ap-
proach is denoted as AB+DBR.
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Figure 9. Comparison of DBR and split dTLB
(AB refers to address-based mapping).

We see from these results that DBR generates better energy
behavior than split dTLB, while split dTLB has better miss rates
in general. More importantly, when the two approaches are com-
bined, we achieve very good energy results. This reiterates our ob-
servation that dynamic resizing of dTLBs, particularly using DBR,
is a very effective energy saving strategy without significantly de-
grading miss rates. It can also complement other architectural and
software based dTLB energy optimization techniques.

6. Conclusions

This paper has presented two approaches for dynamically re-
sizing the data dTLB while trying to keep miss rate degradation
relatively low. We find that starting with the full-sized dTLB and
aging the entries to predict their reference behavior can be fairly
effective at detecting entries that are not in use, for shutting down
those slots. We find that this decaying technique (DBR) can dy-
namically adapt reasonably well for applications that need very
few dTLB entries at any instant (e.g., ammp), providing significant
energy savings for those without degrading miss rates. At the other
end of the spectrum, when we consider applications that demand
several translations to be present over the course of execution (e.g.,
vpr), we are able to keep those entries live in this approach (miss
rate degradation is still negligible) and are still providing around
30% energy savings.

These results show that the decaying scheme is quite effec-
tive at providing energy savings where possible without affecting
miss rates significantly. This approach can be coupled with other
circuit-level optimizations, software-based techniques, or even other
architectural approaches (such as multi-level structures or split
dTLBs) to further their energy savings.
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