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ABSTRACT
Video streaming has become the most common application in
handhelds and this trend is expected to grow in future to accoun-
t for about 75% of all mobile data traffic by 2021. Thus, optimiz-
ing the performance and energy consumption of video process-
ing in mobile devices is critical for sustaining the handheld mar-
ket growth. In this paper, we propose three complementary tech-
niques, race-to-sleep, content caching and display caching, to min-
imize the energy consumption of the video processing flows. Un-
like the state-of-the-art frame-by-frame processing of a video de-
coder, the first scheme, race-to-sleep, uses two approaches, called
batching of frames and frequency boosting to prolong its sleep state
for saving energy, while avoiding any frame drops. The second
scheme, content caching, exploits the content similarity of smaller
video blocks, called macroblocks, to design a novel cache organiza-
tion for reducing the memory pressure. The third scheme, in turn,
takes advantage of content similarity at the display controller to
facilitate display caching further improving energy efficiency. We
integrate these three schemes for developing an end-to-end video
processing framework and evaluate our design on a comprehen-
sive mobile system design platform with a variety of video pro-
cessing workloads. Our evaluations show that the proposed three
techniques complement each other in improving performance by
avoiding frame drops and reducing the energy consumption of
video streaming applications by 21%, on average, compared to the
current baseline design.
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1 INTRODUCTION
Video streaming has become the single most important user ex-
perience in mobile devices, with this trend only likely to be even
more prevalent in the future. It has been reported that more than
half of YouTube views, constituting over a billion each day, come
from mobile devices currently [33]. Cisco predicts that by 2021,
more than 75% of mobile data traffic will be video [22]. Apart from
fetching video streams online from the internet over wireless, of-
fline viewing of pre-downloaded video is also very popular to deal
with network connectivity issues. Further, video display is a criti-
cal component of many other widely used applications, including
high-end gaming (apart from Snapchat, Skype, etc.) where applica-
tions have started employing high-end 4K or even 8K video format-
s and VR displays in order to provide users with an immersive user
experience. It is thus no surprise that video performance, and its
consequent energy consumption, is essential to the continued suc-
cessful growth and acceptance of mobile devices, especially with
their limited battery capacities that do still run out within a day of
normal usage.
Race-To-Sleep: To better understand the processing and energy
consumption of this important paradigm (video streaming), we
first conduct an in-depth hardware and software analysis of dif-
ferent applications on today’s system (see Fig.1a). The hardware
video decoder, display and memory system contribute to nearly
75% of the total energy during streaming and 85% of the execution
time, making these important targets for optimization. Further, as
we will show, there is a gross inefficiency in how video processing
is currently done, that leads to high energy inefficiencies. Specifi-
cally, even though current hardware decoders, which process en-
coded video frames and render them for subsequent display, ex-
pose different low-power modes, the spacing between processing
of successive frames is not large enough tomeaningfully transition
to a low enough power mode. In fact, the transition times and tran-
sition energy outweigh any possible savings offered by these low
power modes. To date, no prior work has identified this deficiency,
or offered ways of providing energy savings, while accommodat-
ing the high transition costs.
*Work was done as a student at The Pennsylvania State University.
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Our solution to this problem, employs two complementary
ideas: batching and race-to-sleep. It is based on the observation that,
while the time separation between any two successive frames is
small for the intended transitions, summing up this time across
multiple frames would create a large enough time window that en-
ables meaningful powermode transitions. To achieve this, we need
to accumulate several successive frames, and batch them togeth-
er for decoding. Current video processing, even if it buffers sev-
eral frames from the network or storage device (to accommodate
bandwidth vagaries), still sends these frames one-by-one to the de-
coder at periodic intervals. Instead, we propose to batch-send sev-
eral frames to the decoder, leaving no time gap (batching). Further,
we also propose to speed up the decoder to not only allow us to bet-
ter utilize the memory Activation/Precharges more efficiently, but
also to create more slack/idle time for transitioning to deep sleep s-
tates, despite incurring higher transition costs and requiring larger
memory buffers.
Content-based Caching: A consequence of the above solution
is the need to store multiple frames readily accessible to the de-
coder, which shoots up the memory storage and bandwidth re-
quirements. Since memory is a precious resource on handhelds, we
need to alleviate these increased requirements. Current decoders
do use a cache, to reduce memory demands. However, this cache is
woefully inadequate when dealing with several frames concurrent-
ly, as mandated by our batching solution. We will show that just
boosting this cache’s capacity is insufficient. Instead, we propose
a caching solution that exploits content similarity typically found
within and across frames. Such similarity, though widely exploited
in encoding algorithms (e.g. VP9/H.264/H.265 [55, 80, 89]), has not
been previously exploited at the post decoding stages, especially
towards building a different caching structure, as in our work.

We empirically show that more than half of the current frame’s
content have been recently accessed by the decoder, despite the ad-
dresses being different. Consequently we propose a MAcroblock
caCHe (MACH) of only 8KB, that stores the content of recur-
rent macroblocks (mab) – a rectangular segment of a frame’s
pixels (3840x2160 pixels) that is also the commonality exploita-
tion technique of many encoding schemes (e.g., VP9/H.264/H.265
[55, 80, 89]). Additionally, we introduce the notion of a “Gradient”,
that helps us discount slight variances that may occur across mab-
s, exploiting the fact that the differences between the successive
pixels within a mab would match across mabs, even if those mab
contents are themselves different. With these enhancements, the
decoder only needs to write the unique content and the pointers
to this content, thus saving valuable memory bandwidth as well as
energy.
Display Caching: The display expects the decoded data to be in
memory, and the resulting accesses are expected to sequentially
span through the arrays of pixels, exhibiting high spatial locality.
However, with the above content-based mechanism, the memory
can no longer be sequentially accessed by the display, which has
to now look up pointers and fetch the appropriate content for each
mab. To address this issue, we again leverage the locality of the dis-
played content, by maintaining a very simple direct-mapped cache,
called Display Cache. Since content is similar within and across
several frames, by caching recent content at the display, we can
easily find the rendered data, and also avoid going to memory to

find much of the rendered content.
Contributions: This is the first study to explicitly focus on the
video processing hardware and software pipeline of mobile devices
to identify the energy and memory bandwidth inefficiencies, and
propose a novel three-step strategy to address these concerns. Us-
ing a diverse set of videos, and a detailed hardware simulation
and complete system software emulation stack, this paper shows
that:
•The hardware video pipeline and memory system constitute
around 49.9% and 37.5% of the time in video processing, and 29.7%
and 45.8% of the energy.More than half of the frames in the videos
do not have sufficient time gap for effective power mode transi-
tions. In fact, 4% of them are not even rendered before their dead-
line, leading to “frame drops”.

•With our proposed Race-to-Sleepmechanism, the decoder is in
deep sleep state for around 60% of the time, compared to only 5%
of the time in baseline. Further, we eliminate all frame drops.

•With content-caching, we reduce the overheads of memory ca-
pacity and memory accesses by 34%, compared to the baseline.

•The display cache contributes to an additional 33.5% reduction in
display’s memory bandwidth, compared to the baseline.
All these enhancements put together provide a video streaming

platform that is 21% lower in energy compared to today’s baseline
system while eliminating frame drops altogether.
2 BACKGROUND AND MOTIVATION
In this section, we illustrate how a video is processed in a hand-
held using the Android framework, describe how the frames get
rendered on screen, and finally present the inefficiencies in the sys-
tem through a detailed analysis of timing and energy breakdowns.
2.1 Video Processing in Mobile Systems
To explain the video processing steps in a mobile system, let us
consider an example of a 4K video playback in YouTube on a Nexus
7. During playback, we use the ftrace tracing tool built in Android’s
kernel to capture all the IP calls.With this, wemap out the data and
control flows and show thempictorially in Fig. 1b. Here, each frame
undergoes three stages of processing, namely, Buffering, Decoding,
and Displaying.
Buffering: Once a user clicks to play a video, YouTube will buffer
several seconds worth of frames from the media streaming serv-
er to the device memory. Buffering frames [6] is commonly em-
ployed in network streaming applications as it helps to deal with
network bandwidth vagaries. It also enables the decoder to process
the frames ahead of time, thereby increasing the time available be-
fore which a frame is needed for rendering on a screen. Usually,
the frames delivered from the media-server are compressed using
one of the encoding mechanisms such as H.264 [89], H.265 [80],
or VP9 [55]. These encoded frames1 are buffered in memory, with
each taking hundreds of KBytes of memory space. In order to meet
the frame delivery QoS, buffering occurs periodically at an interval
of around 400-500ms [6], shown as 1 in Fig. 1b.
Decoding: Once a bunch of frames are available in the memo-
ry, YouTube calls the hardware video decoder (VD) to decode the
1The encoded video normally contains various types of frames, namely, I, P and B
frames. To reuse data, B/P frames consist of all types (I/P/B) mabs and have refer-
ences to the previous/next I/P frames, whereas I frames consist of I mabs and are
self-contained.
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Figure 1: (a) Performance and energy breakdown of YouTube; (b) Control flow and data flow of YouTube.

frames one by one. For a video playing at 60fps, the application
calls VD every 16ms (1/60s), shown as 2 . Upon invocation, the
hardware decoder reads a buffered frame from the memory, de-
codes it, and stores the decoded frame in another memory location,
commonly called as frame buffer [88]. A frame buffer will store a
decoded frame, and waits for the display to read the frame. Note
that, the decoded frames are usually large, e.g., a decoded frame
from a 4K video can consume up to 8Mpixels * 3BytesPerPixel =
24MBytes memory space. In modern mobile systems, the number
of frame buffers can be 2 (Double Buffering [30]) or even 3 (Triple
Buffering [29]), allowing one to be written into, while another is
being displayed concurrently.
Displaying: Modern mobile platforms are usually equipped with
a 60Hz display [31]. This provides the display with the potential
to present a new frame every 16ms (as explained earlier). To do
so, the display checks for a new frame in the frame buffer, and if
present, reads it in the next 16ms; if not present, the display detects
a frame-drop and renders the previous frame again.
2.2 Insomnia: Inefficiencies of Current Video

Processing
We next discuss the inefficiencies in managing this flow. The time
a hardware decoder takes to decode a frame is not always constant
as explained below. The decoder reads an encoded frame and start-
s decoding it. An encoded frame consists of a number of smaller
regions of the frame, each called amacroblock2 (mab) [89]. The en-
codedmab is the basic processing element (unit) in video decoding,
containing the information for a region of the frame (typically in-
cludes 16x16 [89], 32x32 or 64x64 pixels [55, 80]). The VD reads the
encoded frame at a mab granularity, shown as 3 in Fig. 1b. The
encoded mabs exist in a quantized, DCT-transformed, and com-
pressed format. As a result, they need to pass through a series
of stages including entropy-decoding, inverse-DCT and inverse-
quantization in step 4 . Next, themabs are reconstructed in various
ways, depending on their types. An I-Type mab is reconstructed
from its neighboring mabs of the same frame, whereas a P-Type or
B-Type mab is reconstructed from the mabs in the previous/latter
frames that are indicated by the extra information stored asmotion
vectors. Note that, the number of I/P/B mabs varies from frame to
frame, and this is the main reason why the decoding time varies

2 Similar concept is also defined as coding tree block (CTB) in [80] or super-blocks (SB)
in [55]. In this paper, we use the term macroblock (mab) to describe a block of pixels.

depending on the frame. In step 5 , the VD reconstructs the frame
from mabs. Therefore, if the required work is low, the decoder can
finish processing before the 16ms deadline, and can save energy by
transitioning into the sleep or even deep-sleep state.

Fig. 2a shows the power states in a current mobile SoC [95], in-
cluding running states (P-state), and two sleep states (S1, S3). The
active P-states consume more power than the two sleep states be-
cause different computation units are busy during this time. The
device cannot execute tasks when in sleep states. The transition
from one power state to another is called Power Transition. Transi-
tioning from the S1 state to P-state requires 0.8ms, whereas tran-
sitioning from the deep-sleep state to P-state takes around 1.6ms
[95]. Hence, it is not always beneficial for the VD to go to lower power
states in between frames, even if it may have the time to do so.

Time and Energy Breakdown of Video Processing Flows:
We evaluate the video processing flow and plot the breakdown of
frame time and energy in Fig. 2b and Fig. 2c. Fig. 2b shows the dis-
tribution of decoding time for ≈5000 frames, while the correspond-
ing energy breakdown is shown in Fig. 2c. Based on the frame’s
completion time, we divide the frames into four regions:
• Region I: Frames that are dropped.We see that around 4% of the
frames are dropped since their decoding times are longer than 16m-
s. The decoder has no chance to go to a sleep state while processing
these frames; instead, it just continues to decode the next frame to
prevent subsequent frame-drops.
• Region II: Frames taking close to 16ms. This region contains
around 12% of the total frames. These frames get processed within
the deadline, but VD does not get adequate time to transition into
any low power state due to short slacks.
• Region III: Frames that can go into the sleep state (S1). 37% of
frames finish earlier than the deadline, and thus, have enough slack
to allow VD to comfortably transition into the S1 state. However,
by doing so, the decoder incurs extra 3.6% and 4.7% of transition
energy and latency, respectively. Note that, the slack available in
this case is not sufficient to go to the deep-sleep (S3) state.
• Region IV: Frames that can go into the deep-sleep state (S3). The
remaining 40% of the frames finish even earlier than region III, and
have enough slack to allow the decoder to transition into the S3 s-
tate. Again, the transition incurs an extra cost of 10.2% and 7.9% in
transition energy and latency costs, respectively.

Note that, beforemoving to the S1 or S3 state, if the decoder find-
s that it does not have enough sleep time to offset for the transition
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Figure 2: (a) State diagram of power state transitions. (b) and (c), CDF plots of frame execution time/energy consumption
for 5000 frames sorted in increasing order. Per frame execution time is fixed at 16.6ms and per frame energy is fixed at 5mJ
(decoder power 300mW * frame time). The plots show the time/energy spent in five different states (S3, S1, transition, short
slack, and execution). (d) and (e) depict time/energy CDFs with batching.

Figure 3: Pictorial representation of different decoding
schemes. tSlack is the time taken to process the next frame.
P1 and P0 are Pstates. The transition energy between P and
S states is shown in red.
energy, then it would not transition to that sleep state. One can ob-
serve two inefficiencies in the existing video decoding flow:
•More than half (60%) of the frames cannot transition into deep
sleep. Specifically, frames in Regions I, II, and III do not allow
the decoder to transition into deep sleep because of two reasons:
a) not enough slack to allow the transition time, and b) the en-
ergy savings in deep sleep cannot offset the deep sleep transition
energy.

•Power state transitions reduce sleep time. Frames in Regions III and
IV spend 13.8% more decoding time in power state transitions, as
well as 12.6% energy even with active power management.
3 RACE-TO-SLEEP
In this section, we tackle both the inefficiencies mentioned above
by (i) employing a batched decoding of frames for reducing the
number of transitions and thus, increasing the slack time, and (ii)
speeding up the decoding with a higher frequency to gain more
slack per frame. We discuss both these techniques and combine
them to propose Race-to-Sleep.
3.1 Batch Decoding
In the current video processing setup, shown in Fig. 3(a), the video
decoder finishes the decoding of a frame and goes to a sleep mode

if there is enough slack. From each frame’s perspective, it may be
a locally optimal strategy, but given that there are a number of
frames buffered, this may not be the global optima.

Motivated by this, we propose a Batch Decoding (Batching) setup
shown in Fig. 3(b). As explained earlier in Sec. 2, the input frames
(in encoded form) are already streamed and buffered in the memo-
ry. Batch decoding leverages these buffered frames by sequentially
decoding one frame after another, and transitioning to sleep only
after finishing all the frames in a batch. To show the effect of this
scheme, we batch 16 frames and plot the time and energy CDF
curves in Fig. 2d and Fig. 2e. When compared to the four regions
discussed earlier (Fig. 2b and Fig. 2c), this scheme effectively brings
three benefits:
It eliminates frame drops. Due to batching, the frames that are
dropped in the baseline scheme (Region I) can start earlier, and fin-
ish within their deadline by borrowing slacks from the frames in
Regions II, III, and IV.
It creates better opportunities for the video decoder to go
into the deep-sleep mode. Batching helps in accumulating the
slack time of individual frames to put the VD in a longer deep sleep
state at the end of each batch, as shown in Fig. 2d.
It reduces the number of transitions. The transition frequency
is reduced by a factor of n, where n is the number of frames in a
batch. In Fig. 2d timing breakdown, we can see that the transition
overheads per frame are negligible. In fact, they are reduced by 16x
to 0.2ms, which translates to around only 1.2% of the frame time.

Figs. 4a and 4b show the time and energy breakdown of the ex-
ecution of a batch of n frames. It can be observed that, by batching
and decoding of 16 frames together, we are able to reduce the tran-
sition energy by 86%, and the total video decoder energy by 20%.
3.2 Race Decoding
Why is batching still not the global optima? While batching
is one approach to solve the inefficiencies of current video pro-
cessing, another alternative is to increase the video decoder’s fre-
quency. Modern mobile systems provide options to scale to higher
frequency modes to speed up processing [10, 99]. Although higher
frequency will increase the decoder’s power, we can still achieve
energy savings by reducing the frame processing time because a
decoder operating at a high frequency (300MHz) can utilize the
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(a) Memory Timing

0
2
4
6
8

10

LowFreq HighFreqM
em

or
y 

En
er

gy
(m

J)

Refresh Background
Burst Act/Pre

(b) Energy Breakdown
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quency settings. DRAM needs more Act/Pre for a low fre-
quency setting. (b) showing energy saving of using a high-
frequency VD.
DRAM (1.6GT/s) more efficiently. Intuitively, bridging the gap be-
tween the video decoder (VD) and DRAM operating frequencies
seems to be a better idea than just batching. Note that, we do not
want to reduce the memory frequency to impact CPU performance
(or the behavior of other latency critical accesses to memory) by
increasing the memory response time [40, 87]. Hence, we propose
Race Decoding (Racing), which transitions VD to a high-frequency
mode. We later discuss its timing and energy benefits, as shown in
Fig. 3(c).

Where will we gain from race decoding? Let us consider the
memory access patterns of VDs with two different frequencies
shown in Fig. 5a, where a memory access will activate (Act) a
memory row (row-buffer) and read/write data into the row in burst
mode. The row-buffer can hold a row up to a limited time-duration
to avoid starving requests to other rows [54, 74]. After that dura-
tion, the memory controller needs to precharge the row and swap
the current row out to serve other requests. Note that each extra
precharge (Pre) consumes additional energy. Therefore, if two con-
secutive memory accesses are destined to the same row (typical
"streaming behavior" for VD), it will be better if they are served in
one Act/Pre-duration, since doing so will also reduce the number
of Act/Pre for the same row. In our video decoding scenario, op-
erating at a higher frequency consumes an additional 0.5 mJ per
frame at VD, but saves around 1 mJ on the memory side. We show
the memory energy breakdown of two VDs’ frequency settings in
Fig. 5b. One can see that the VD using high frequency can save
more Act/Pre energy than the one using low frequency. Fig.4c
shows the impact of racing, leading to the following observations:
The frame drops are eliminated. Compared to batching, racing
reduces frame-drop by increasing the processing rate.
The time spent in S3 is increased. This is mainly because we
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Figure 6: Impact of Race-to-Sleep. Left: VD at low frequency;
Right: VD at high frequency (Batching up to 16 frames.)

now have more slack for sleep due to faster decoding.
The decoding energy decreases. As we reduce the Act/Pre en-
ergy on the memory side, it more than compensates for the energy
increase in the VD.
The energy in transitions increases. This is because the operat-
ing frequency is increased, as shown in the red area in the timing
breakdown given in Fig. 4c. Note however that this can be reduced
by batch decoding.
3.3 Race-to-Sleep
Since batching and racing are orthogonal techniques, we can com-
bine them as Race-to-Sleep, illustrated in Fig. 3(d). As can be seen
in Fig. 4d, the VD gets to go to deep-sleep for the longest duration
in this method. In Fig. 6, we evaluate two frequency settings with
batching 1 to 16 frames. We save most energy by tuning the VD to
high frequency and batching 16 frames over the no batching and
no racing setting. Based on the results, we summarize the follow-
ing key take aways:
The energy consumption in video decoding is reduced. Race-
to-Sleep reduces 12.9% of the frame energy; 6.7% of these savings
come from batching and 6.2% come from racing.
The memory energy is still high. Although we use racing to
reduce memory energy by 14%, we still see around 64.2% of the
energy consumption coming from memory, where Act/Pre ener-
gy contributes to 46% and the burst energy contributes to another
12.7%.
Thememory capacity requirements increase. By batching, we
increase the runtime memory requirements by 5.3x (from triple
buffering up to 16 buffers for 16 frames), which costs around 384M-
B for a 4K video.
Thememory bandwidth requirements increase. Race-to-Sleep
also increases the memory bandwidth (accessing the same volume
of data in a shorter period of time).
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Note that, Race-to-Sleep does not need to wait for 8 frames to s-
tart. In fact, it is adaptive to network performance and can leverage
any number of frames that are already buffered. Fig. 6 shows that,
even if there are only 2 frames in the buffer, we can still save 7%
energy. With higher number of buffered frames, which can often
happen because of burstiness of network transfers, we can save up
to 12.9% energy.

In the next two sections, we propose two caching techniques
(content caching for the VD and display caching for the DC) to
reduce memory capacity and accesses both from the VD and DC.
4 CONTENT CACHING
Let us refer to Fig.1 for understanding the steps executed in dis-
playing a frame after it has been decoded. After decoding a mab 5 ,
the decoded mab is written back 6 to the memory (frame buffers
8 ) for the display 9 to read it. Current VDs [38, 43, 99, 100] are
usually equipped with a “cache”, shown as 7 , to take advantage of
locality. As we discussed in Sec. 3, the memory energy is high and
Race-to-Sleep increases both the memory space requirement (for s-
toring frame buffers) and the memory bandwidth requirements. In
this section, we try to leverage the available cache in the VD to
minimize the number of memory accesses and thus, save memo-
ry energy. More specifically, we identify the inefficiencies of the
current cache designs and then propose our alternative structure
to reduce the memory accesses. In the rest of the paper, a "mac-
roblock" (mab) refers to a decoded block of pixels (and not the pre-
liminary compressed version). We assume the pixels in the frames
to be in RGB color space (as used in Android Frame-buffer [32]).
Note however that our technique is generic and can be applied
to all the other color spaces as well (e.g., YUV, YCbCr, etc,). Also,
our design does not rely on or change the hardware codecs. These
hardware codecs work with compressed, encoded video frames for
transmission/storage. However, they are still in need of subsequent
decoding, and processing for display them. Our proposal addresses
the phase of the video processing (i.e. after the frames have been
decoded and are being processed).

4.1 Address Locality vs. Value Locality
Could a larger cache help? Although video processing is mainly
stream-oriented, the computations involved in decoding a frame
(such as entropy-decoding, iDCT, etc.) can leverage address local-
ity/reuse [39]. However, the output of the decoder is a stream of
mabs, which has no address locality/reuse. We investigate this fur-
ther by increasing the cache size in a VD from 32KB to 512KB, and
plot cache miss rate in Fig. 7a. We observe that a larger cache helps
in decoding by reducing the miss rate by caching almost all of the
compute-intensive memory accesses (e.g., motion-compensation).
However, for writing back the streams of frame mabs, employing
a large cache is not beneficial, implying that we are not going to
reduce the DRAMwrite bandwidth requirements by simply adjust-
ing the cache parameters.
Similarity between macroblocks: To understand what else can
be done in terms of memory bandwidth reduction, we exploit the
compressed format frame representation and study the similarity
of data between the macro blocks (within or across frames). In par-
ticular, for each mab, we want to see whether its content has an
exact match with those of the previous 16 frames.We plot the num-
ber of mabs that can be found in any of these previous frames in
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Figure 7: Access locality vs. Value locality. (a) Conventional
cache can hardly exploit address locality in writing a frame
back to memory. (b) More than half of the current frame are
already stored in memory.
Fig. 7b. From these results, we make the following observations:
42% Intra-Match. Around 42% of the mabs can be found within
the same frame, called as Intra-Match.
15% Inter-Match. We found that another 15% of the mabs can be
found in the previous 16 frames. Also, the possibility of finding a
match of a mab beyond the past 16 frames is very low (less than
1%). If a mab can be found in one of the previous frames, we name
it as Inter-Match.
43% NoMatch. Finally, we also see that around 43% of mabs could
not be found in the same or previous 16 frames.

Overall, 57% of the total mabs can be found in either the cur-
rent or the previous 16 frames. This raises the question “Can we
reduce the number of mabs written into the memory by reusing
those which are already in the memory?” In other words, can we
take advantage of “content caching” across mabs? To this end, we
propose MAcroblock caCHe (MACH).
4.2 MACH: Macroblock Cache
MACH is a set of entries that records where a mab is stored in
memory. Each entry contains a tag and a value. The tag represents
a mab, and the value is the address of the mab stored in the mem-
ory (frame buffer). Fig. 8 illustrates the working of MACH with
examples.

Assume that we start decoding the first frame and the MACH
is initially empty, as shown in Fig. 8a. After the first mab is de-
coded, we compute the digest of the mab. The digest is the repre-
sentation of the mab after being hashed by CRC32 [65]. We use
digest instead of the real data as the tag since, compared to the
4∗4pixels∗3Bytes/pixel = 48Bmab size, a digest is just 32 bits (4B),
which leads to much lower overheads (we found collision probabil-
ity to be extremely low even when a very simple CRC mechanism
is used to compute this digest). Once we have the digest, we check
if it is already present in MACH. Since this is the first mab in our
example, it is not found in MACH. Consequently, we store the mab
and the address of the mab in the memory (pointer), and insert the
digest and its address into MACH. Note that, at this point, since we
store the mab and its pointer, we do not save any memory access;
in fact, we store 4 more bytes (52-48 = 4 bytes) compared to the
conventional strategy.

Assume now that the second mab is different from the first mab,
shown in Fig. 8b. Since its digest is different from the first one, we
cannot find it in MACH. As a result, we need to store the whole
mab and its pointer in the memory, and insert a record for it into
MACH, requiring again 4 extra bytes. We now assume that the
third mab has the same 16 pixels as the first mab, as shown in Fig.
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(a) MACH is initially empty. Originally, 48 bytes are written into
memory. Now, we write 52 bytes (pointer and the macroblock), re-
sulting in 4 bytes overhead.

(b) Reference missing in MACH.

(c) Reference hit in MACH reduces 25% of the memory ac-
cess/space requirements (Intra Match).

(d) Reference hit in MACH reduces 40% of the memory ac-
cess/space requirements (Inter Match).

(e) Twomabs have the same Gradient Blocks but different bases.

Figure 8: Examples illustrating how MACH works.

8c. In this case, we can find a match in MACH. Note that, at this
point, we know that there is an identical mab already stored in
the memory, and we also know where it is being stored from the
pointer. Consequently, instead of storing the whole mab (48 bytes),
we can just store the pointer, which saves 44 bytes, resulting in a
36 bytes saving compared to the original 144 bytes (25%) of the
decoded data.

In our implementation, we have one MACH per frame. There-
fore, once all the mabs in a frame are written back to memo-
ry, MACH essentially contains a set of unique mab digests and
their pointers for a particular frame. Note that, this MACH is now
fixed and will not be changed any more. We can keep this MACH
(marked as MACH1) in the video decoder for future references. In
Fig. 8d, a mab from frame 3 finishes its decoding and its contents
are same as the first mab in frame 1. Hence, we can find a match
in MACH1, and also obtain the pointer of the mab which contains
the same content as the current mab. Now, instead of storing the
whole mab, we can store only the pointer, which points to where
the data is, and this again saves another 44 bytes, resulting in a to-
tal saving of 80 bytes over 192 bytes when considering all 3 frames
in the example (i.e., 42% savings). To further optimize the storage
of mabs in MACH, we explore the possibility of representing mabs
as gradient blocks.
4.3 Gradient Blocks
Consider two mabs A and B in Fig. 8e where A has 16 pixels of
blue and B has 16 pixels of yellow. If we compare these two mabs,
we find that their data are different. However, for each mab, if we
substract the first pixel from each of the pixels in the mab, we can
also see that the gradient of these two blocks are the same. We define
gradient block as the color difference of the macroblock which uses
the first pixel as the base. Therefore, if we store in MACH, the
“gradient block” (gab) instead of mab representation, we can find
more matches and save even more memory accesses, and better
utilize the MACH entries. Now, if we go back to the example (Fig.
8) and use gab instead of mab, we do not need to store the second
gab in Fig.8b. Instead, we find a match in MACH, since the gabs
corresponding to mab1 and mab2 are the same. The overhead we
pay for each matched mab is 4 bytes of pointer, to point to the gab,
and the base of the mab, which is the first pixel (3 bytes). This gab-
based strategy thus saves 48 ∗ 4 − (48 + (4 + 3) ∗ 4) = 116 bytes
over 192 bytes (60% savings), which corresponds to 18% additional
savings over using just a mab-based caching.
4.4 Implementation of MACH
There are various design issues that need to be addressed when
implementing our proposed MACH in the VD:
Generating the base and gradient block: The required subtrac-
tor for generating gab can be implemented as a vector unit [11, 28].
To compute the gab, we use the first pixel (top-leftmost) in mab as
the "base". Each subtractor unit takes one color channel of a pixel
in 4x4 mab, and subtracts each of the base correspondingly to gen-
erate the gab.
Generating the digest: We use CRC32 to generate the digest of
mab/gab in this work. As will be later shown in Sec. 6, compared
to other hashing schemes, CRC32 is quite efficient and has a very
low number of collisions.
Coalescing: The base, mab/gab and pointers are not aligned with
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a cache line size (64 bytes in our case). A base is only 3 bytes, a
pointer is 4 bytes, and a mab/gab is 48 bytes. Clearly, we do not
want to issue a 64 byte memory request, for only sending one base
or one pointer back into memory. Instead, we coalesce these out-
puts into three different buffers, each of which is 64 bytes. Only
when a buffer is full, it is written back to memory to reduce the
number of memory requests.
Design parameters of MACH: There are several design options
in implementing MACH. To capture more matches in the current
frame as well as in the previous frames, we choose to implement 8
MACH caches in the VD. Since the number of mabs in a 4K frame
is around 500k, if we store the digests (4 bytes each) of all the mabs
in MACH, it will be around 2MBytes for just one MACH. Also, it is
very costly to build a fully-associative MACH. Instead, we opt to
employ a 256-entry, 4-way associative LRUMACH. As a result, we
need to pick 6 bits from the 32 bit digest for indexing. Our study
shows that all 32 bits of the digest are equally distributed (we do
not present the detailed results due to lack of space). So, we pick
the lower 6 bits to index the set. We present a sensitivity study of
our design choices in Sec. 6.
Reconstruction of the frame on the display side: Since we
save eachmab/gab’s pointer, the display controller (DC) first needs
to read the pointer, and then fetch the actual block using the point-
er. In the mab-based implementation of MACH, the DC needs to
read the pointer, which increases a mab access by 4 bytes. In our
gab-based MACH implementation, the DC also needs to read the
base of each gab, and add the base back to each pixel to restore the
mab. This increases the DC’s memory accesses. The next section
will discuss mechanisms for addressing this inefficiency.
4.5 Discussion
We pick 16 popular videos, shown in Table 1, to evaluate MACH’s
performance. We quantify the impact of both mab-based and gab-
based implementations in Fig. 9a. The MACH settings we use is
8 MACH with 256 entries and 4-way each. By using 8 MACHs, a
frame can refer up to eight previous frames if needed. We can see
that, by using mab, we save around 13% of memory accesses as
well as memory space. Using gab on the other hand, we save more
than 34% of memory accesses as well as memory space. Note that,
in the mab-based implementation, the metadata occupies 4/48 =
8.33%, whereas, in the gab-based scheme, the metadata (including
pointers and bases) occupies 7/48 = 14.58%. We also show the opti-
mal case in Fig. 9a. The optimal case is when we can pick the “most
useful” mab to reside in MACH. Compared to the optimal, we are

7% worse, because we use LRU due to its simplicity. We leave how
to intelligently pick what digest resides in MACH to a future study.

To understand why gab is better than mab, we show in Fig. 9b
the matches of each digest with respect to the overall matches.
We can see that, when using mabs, the most matching digest con-
tributes to around 20% of the total matches; however, with gabs,
the most matching digest contributes to 58% of the total match-
es. In case of mab, only a specific pure color mab (a mab with all
same color pixels) can match the topmost matching mab, but, in
gab, any pure color mabs can match the topmost matching mab.
We can also see that, given a fixed number of entries in MACH, the
maximum number of matches with gab is always better than that
with mab.

Although MACH reduces the memory accesses considerably, it
requires the memory layout of a frame in the frame buffer to be
changed, as depicted in Figs. 9c(i) and 9c(ii). The mabs are original-
ly stored one by one sequentially; however, since now we compact
the frame, some of the mabs are not stored as shown in Fig. 9c(i).
Instead, to find all the mabs, we first need to read the pointer, then
figure out from the pointer where to find the mab as shown in Fig.
9c(ii). However, since we need to fetch the pointers first and then
the mab, the overhead of restoring the frame using this layout can
be quite high. In the next section, we address this issue by reducing
the memory accesses from the DC side.
5 DISPLAY CACHING
We first summarize the problems of making the display controller
(DC) read from the MAB/GAB layout (as seen in Figs. 9c(i) and
(ii)) resulting from applying MACH at the VD (for the example
scenario in Fig. 8). Note that, we introduced an additional level
of indirection in this layout (the pointer layouts) which is absent
in the baseline setup. This indirection causes two additional prob-
lems, namely, (a) request fragmentation because of the unaligned
pointer accesses (to 48 byte size mabs), which causes (b) locality
loss. We use the example in Figs. 9c(i) and (ii) to illustrate these
problems.

When the DC is initiated, it starts reading the pointer data se-
quentially in Fig. 9c(ii) to look up for the corresponding mab. This
is shown in the numbers (1 to 4). By doing so, it starts reading the
block at 0xFF00 (MAB1), then 0xFF30 (MAB2), and so on. The first
pointer points at MAB1. MAB1 occupies 48 bytes, and the rest of
the cache line (16 bytes) is taken by MAB2. So, when the DC is-
sues a memory request to fetch the first mab, it essentially fetches
a cache line which contains the whole MAB1 and a part of MAB2.
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Then, the next pointer points to an address which is not aligned
with the cache line size. In order to fetch MAB2, the memory re-
quest generator in the DC needs to generate two different memory
requests causing fragmentation. The third pointer points at the first
MAB1, meaning that MAB3 has the same content as MAB1 (intra-
match, explained in Sec. 4). Note that, instead of reusing MAB1
fetched for the first access, the DC just fetches MAB1 again, caus-
ing locality loss. As a result, another request is generated to fetch
the same cache line, which has just been requested two requests
before. After two frames, the fourth pointer points at an address in
the first frame buffer, which has the same content as MAB1 (inter-
match). A request is sent to DRAM to fetch MAB1, which may
cause a row activation due to accessing a different memory region.
In total, we need 5 memory requests and a potential row activa-
tion to fetch just 4 mabs. Although we see a lot of content locality
across these four mabs, they will not be exploited by the current
layout and conventional DC.
5.1 Display Cache and MACH Buffer
To fix this under-utilization of locality, we propose two new hard-
ware enhancements oriented towards exploiting the content local-
ity: the display cache and the MACH buffer. The display cache is a
direct-mapped cache, which is indexed by any pointers, and the
value is a cache line (64 bytes). As shown in Fig. 10a, the display
cache stores the recent memory accesses generated by the DC.

The MACH buffer is built by using the MACHs in the video
decoder. Note that, a MACH is not changed once its correspond-
ing frame finishes decoding and writes back into the frame buffer.
Therefore, once all the mabs/gabs are written into the memory, we
dump its MACH into the memory. When the DC sends out the
frame, it first picks up the frame’s MACH. Now, from each entry of
MACH, the DC can find the pointer of mab/gab, and then prefetch
the whole mab/gab into a MACH buffer, as illustrated in Fig. 10b.
The buffer is indexed by the digest, and the value now is the mab.

Note that, in the current memory layout, the display has only
the pointers, not the digests of each mab/gab, whereas the buffer
is tagged by the digests rather than the pointers. We cannot sim-
ply use the pointers as indexes since, in the VD, each set of MACH
is originally indexed by digests. Instead, we change the memory
layout again, this time as shown in Fig. 9c(iii). In this new layout,
the pointers are mixed with the digests. When decoding, instead of
storing the pointers, we store all the inter-matches using digests.
Note that these inter-matches can be found in the display’s MACH-
buffer (it will not be changed), and as a result, we save memory

accesses. For those mabs/gabs with no-matches or intra-matches,
we still need to store the pointers. We also use a bitmap for mac-
roblocks provided by the VD to differentiate which is stored as a
pointer, and which is stored as digest.

To demonstrate the effect of these two hardware enhancements,
let us consider the memory layout shown in Fig. 9c(i), this time us-
ing the layout in Fig. 9c(iii). The first request is a no match; so,
it will still access the memory, and bring back the whole cache
line. Now that we have the display cache, it will insert the cache
line brought, including the whole MAB1 and a part of MAB2, into
the display cache for potential future reuses. The second pointer
will generate two requests; however, since we have already cached
the first requested cache line, only one request will be sent to the
memory. Furthermore, since the third pointer also generates a re-
quest for the cached data, the corresponding memory request is
eliminated. The fourth pointer’s request is already cached in the
MACH, and hence, this request is also eliminated (inter-match). In
total, we now issue only 2 memory requests to fetch 4 mabs.
Implementation of the Display Cache and MACH Buffer.
The MACH buffers are implemented in the same way as MACH-
s in the VD are implemented, except that here we store the whole
mab/gab, instead of the pointers. As for the display cache, a 16K-
B direct-mapped cache is sufficient, as shown in Fig. 10c. Also, a
mab/gab can at most refer to the previous n number of MACH; as
a result, the DC needs to hold a set of frame buffers (8 previous
frames in our case), until all the mabs referring to that frame are
displayed. We will discuss the extra frame buffers needed in Sec. 6.
5.2 Memory Access Savings in Display
We now show the effect of the display cache and MACH buffer
in Fig. 10e. Here, we only give the results with gab. Overall, we
save 33.5% of the memory accesses by utilizing the display cache
and the MACH buffer. This is similar to what we saved on the VD
side, indicating that we exploit most of the content locality. Note
that, in terms of the memory access, the metadata contributes to
around 15%. It can be observed that, 20% of the memory access sav-
ings comes fromMACH buffer, while 15.5% comes from the display
cache. Note also that, we would need to issue more than 60% addi-
tional memory requests if we had simply used the original layout
and not employed the display cache or the MACH buffer. Specifi-
cally, if we break down the number of gabs into those indexed as
digest and those indexed as pointer, we can see that around 38%
of the gabs are indexed by digest, demonstrating the need for em-
ploying a MACH buffer in the DC. The remaining 62% of gabs are

525



MICRO-50, October 14–18, 2017, Cambridge, MA, USA H. Zhang et al.

Key Video Name Description #Frames
V1 SES Astra [77] TV Test Video 6507
V2 Honey Bees [2] Timelapse @ 120 fps 5461
V3 Puppies Bath [1] Home Video; Macro Lens. 3593
V4 NASA [59] NASA WebCam 1758
V5 Elysium [60] 2013 Movie Trailer 3176
V6 Gone Girl [25] 2014 Movie Trailer 3591
V7 Interstellar [20] 2014 Movie Trailer 2429
V8 007 Skyfall [76] 2012 Movie Trailer 3676
V9 Batman Origins [3] Adventure Game Video 4702
V10 Battlefield [3] Shooter Game Video 2899
V11 Call of Duty [3] Action Game Video 5799
V12 Crysis 3 [3] Survival Game Video 10147
V13 Dear Esther [3] Exploration Game Video 1699
V14 Metro LastNight [3] Atmospheric Game Video 4981
V15 Tomb Raider [3] Protagonist Game Video 5981
V16 Watch Dogs [3] Hacking Game Video 3806

Table 1: Workload videos.
indexed by pointers, and more than 45% of them will generate two
memory requests due to fragmentation. We can see that those frag-
mentation requests are saved significantly by the display cache.
6 EXPERIMENTAL EVALUATION
6.1 Experimental Setup and Workloads
Workloads: To evaluate our schemes effectively, we selected 16
popular 4K videos, shown in Table 1. Specifically, V1 [77] is a satel-
lite TV test video with stringiest requirements from the video pro-
cessing system; V2 [2] is a time-lapse video captured at 120fps; V3
[1] is a video captured by macro lens; V4 is a video captured by
NASA astronauts; and V5-V8 are trailers of some popular movies.
We also tested 8 gaming videos listed as V9-V16 in the table.
Experimental Platform: We use FFmpeg [27] and pintool [49]
to gather the video frame and macroblock traces. We model the w-
hole video processing flow on top of Android Emulator to capture
system level calls across IPs and the OS. We use GemDroid [19],
which is an open-source platform that builds on top of Android
Emulator and utilizes Gem5 + DRAMSim2 [14, 52, 75], for micro-
architecture performance simulations. We created a detailed tim-
ing model of the video decoder IP, as described in [99]. Also, we
modeled the display and frame-buffers as described in [37]. Our
memory is configured after an LPDDR3 DRAM [52]. For each of
the schemes tested, we simulated more than 70K frames. Further
details about our platform including the parameters of its various
components are given in Table 2. More details can be found at
https://huz123.github.io/mach.html .
6.2 Results
For each of the 16 videos, we evaluate six schemes Baseline,
Batching, Racing, Race-to-Sleep, Race-to-Sleep + MAB (MAB),
and Race-to-Sleep + GAB(GAB) and report the normalized ener-
gy consumption results in Fig. 11. The Baseline is the no-batch
and no-race scheme. All the results presented have been normal-
ized with respect to the baseline scheme. In these graphs, MAB
means that we apply MACH on both the video decoder (VD) and
the display controller (DC) usingmab, whereas GABmeans that we
apply MACH on the VD and the DC using gab. Note that our re-
sults account for the energy consumed by the DC and the energy
overheads due to MACH for both MAB and GAB. To better explain
the effect of different schemes, we split the energy consumption
bars into nine parts: DC, memory background activities, VD pro-
cessing, sleep, short slack, memory burst, memory Act/Pre, power
state transitions and overheads of MAB/GAB. Out of these, DC and
memory background overheads are pretty much constant across
all schemes and orthogonal to our discussion. We also plot the
MACH+Display Optimization result to demonstrate the benefits of
this proposed optimization. Overall, Race-to-Sleep saves 11.3%

energy; MAB saves 12.5% energy, and GAB saves 21% energy, com-
pared to the baseline setup.
Batching, Racing and Race-to-Sleep (Sec. 3):
In Fig. 11, across the spectrum, Batching reduces the transition en-
ergy. Also, as batching increases the total time spent in sleep/deep-
sleep states, the total energy savings are significant. An exception
is V4, where there is only marginal energy reduction due to 6%
additional energy being consumed in PStates because of the short
slacks (this will be handled by Racing). On an average, Batching
saves around 7% energy.

With Racing, we observe around 20% reduction in the energy
consumed by the Act/Pre commands in memory. However, since
we increased the VD’s frequency, the VD’s energy increased by
around 11% due to the cubic impact of frequency and voltage. Al-
so, since the transitions are to/from higher P states, and as there is
no batching to reduce per frame transition time, the average transi-
tion energy increases. This leads to a net increase of 12% in overall
energy. We see that applying Racing in a stand-alone fashion does
not save energy, and in cases such as V3 and V6 more energy is
spent.

The effect of Race-to-Sleep is plotted in Fig. 11 as the fourth
bar. As this inherits the benefits of both Batching and Racing,
both transition energy and memory Act/Pre energy are reduced.
Overall, we save about 11% energy compared to the baseline. How-
ever, we still see around 53% energy being consumed on the mem-
ory side. We next discuss the results of applying MAB and GAB on
top of Race-to-Sleep.
Race-to-Sleep + MAB and GAB (Sec. 4 and Sec. 5):
Benefits of MAB are shown as the fifth bar in Fig. 11. One can
observe that the memory energy reduced by 10%, compared to
Race-to-Sleep. Compared to Race-to-Sleep, with MAB, both
memory Act/Pre and memory burst energy are reduced since there
are fewer memory accesses. However, the MAB scheme introduces
MACH and its auxiliary hardware units (shown in Table 2), which
cause extra energy overheads (3% of the total energy). For example,
in V9, we observe an increase in net energy consumed since MAB
could not save much energy to compensate for the energy over-
heads it brings. Therefore, the overall energy reduction is around
12.5% compared to the baseline.

GAB reduced a significant fraction of memory accesses, leading
to an average energy reduction of 21%(up to 33% in V8) compared
to the baseline. GAB outperforms all other schemes in every sce-
nario. Note that the net energy saving follows the memory access
savings trend as shown in Fig. 9a and Fig. 10e, respectively. Com-
paring memory energy in GAB to Race-to-Sleep scheme, it can be
seen that GAB saves around 30% energy, which corresponds to the
number of memory accesses reduced by GAB.
MACH Can Benefit Existing Compression Schemes: To com-
plete our study, we also study the benefits of using MACH with
a state-of-the-art color compression scheme. Color compression
methods such as Delta Color Compression (DCC) [5, 61] are avail-
able in commercial platforms. They compute the deltas between
pixels in a block, and store the pixels in compressed format-
s to reduce memory bandwidth. Note that this technique is an
“intra-block” compression method, whereas our scheme explores
“inter-block” reuse within/across frames. Therefore, DCC and our
scheme are orthogonal to each other, and consequently, they can
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Figure 12: Sensitivities to (a) the number of extra frame
buffers when using gab; (b) the number of MACH buffer en-
tries; (c) size of mab; and (d) different hashing mechanism.
be safely combined. In fact, we experimented with such combined
scheme (GAB + DCC[61]), and the results show that the combined
scheme provides about 18%more memory bandwidth savings com-
pared to plain DCC. These savings are from exploiting the inter-
block locality that exists across mabs.
6.3 Sensitivity Study and Overhead
Sensitivity Results: Fig. 12(a) shows the extra number of frame
buffers (beyond Triple Buffering) needed as the number of MACHs
increases after applying GAB. We choose 8 MACHs for two reason-
s: 1) when using 4 MACHs, the transition energy still contributes
to 2% of the total energy, and 2) using 16 MACHs, the extra frame
buffers needed is around 300MB inmemory. From Fig. 12(b), we see
that the energy consumed exponentially increases when the total
number of MACH buffers increase. We propose using 2K MACH
buffers as a trade-off between energy costs and probability of find-
ing mab/gab matches (Fig. 9b). Mab/gab can potentially be of any
size, hence we performed a study on V14 which showed that a 4x4
region is the optimal size (see Fig. 12(c)).

Across different hashes (CRC32 [65], MD5 [73] and SHA1 [15])
that we studied, we did not observe any major differences. It is to
be noted that the probability of a collision on one gab is extremely
low, resulting in only one 4x4 block colliding in around 200 frames,
as shown in Fig. 12(d).

To further reduce collisions, we now propose a deeper hash-
ing mechanism and an additional COllision-MACH (referred to as
CO-MACH) to store all collided entries for the currently decoding
frame. To detect collisions in our hashing scheme, we combine the
original CRC32 with an additional CRC16 [90], making the hash
48-bits deep. However, if we simply use a 48-bit hash and dump
it as the digest for each matching mab (to use at the display side),
the memory bandwidth would increase substantially and the cost
of MACH buffer at display would also increase. To address this is-
sue, we do not send the extra CRC16 hash as digest to the memory.
We instead keep the original 8 MACHs as the same and propose
an additional collision detecting 16-bit auxiliary field (using CRC16)
in the data fields of each MACH.

Note that, in the original scenario, if two different mabs have the
same CRC32, the collision can be neither detected nor fixed. Now,
when two mabs have the same CRC32, we further check if their
corresponding CRC16 hashes are also the same or not. If not, we
have detected a collision of CRC32. As a result, we insert this mab
as a new entry in the CO-MACH cache and use a 48-bit tag con-
catenating both CRC32 and CRC16. Note also that, the data part of
the CO-MACH cache is still the pointer to the mab, as described
earlier. Now, to index into MACHs for each new mab produced at
the VD, we search all the nine caches (8MACHs + 1 CO-MACH
cache), but the rest of the process remains the same. At the memo-
ry and display side, we do not need to dump or use the CRC16 data
fields anymore. So, we do not increase the memory bandwidth re-
quirements.

We emphasize that, with this strategy, while the memory band-
width does not increase, the collision is reduced to practically zero
in all the 16 video workloads tested. The additional hardware cost
includes a 5.5KB (4KB for 16 bit CRC fields in 8 MACHs, and 1.5KB
for the CO-MACH) SRAM inMACH and a hardware CRC16 gener-
ator, increasing MACH power consumption by only 1.4mW [56].
Hardware Overheads: To batch 8 frames using GAB, we need four
more frame buffers, increasing thememory requirement from 72M-
B to 168MB. To utilize MACH in the VD and DC, we need an 8KB
MACH, a 16KB display cache, and a 96KB MACH buffer. The to-
tal resulting power consumption is around 35mW (5.7mW from
8KB MACH, 4.1mW from 16KB display cache, and 25.4mW from
MACHbuffer), which is very low compared to the power envelopes
of state-of-the-art SoC architectures [94]. The area cost of our ad-
ditional SRAM is 0.68mm2, which is less than 0.5% of a modern
mobile SoC [94]. Further, we do not expect the vector units and
the CRC32 to incur any significant cost.
6.4 Other Potential Applications of MACH
In this paper, we mainly discussed how MACH can be employed
on the video processing pipeline. Note that, the high-level MACH
concept can be applied to other IP pipelines in the SoC as well. For
example, the video recording/encoding pipeline also has a process
sequence which is similar (but reversed order) to that of the video
processing pipeline, and also exhibits rich value locality. The video
recording pipeline continuously captures frames from camera, and
uses memory to pass each frame to the video encoder. In this case,
we can employ MACH at both the camera and video encoder to
exploit the content similarity of the frames, and thus reduce the
memory accesses at the camera and the video encoder.

Another potential use-case is the graphics pipeline. This
pipeline renders frames using the graphics processing units (GPUs)
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Parameter Value
Android Google Android Emulator; Google Nexus 7.
DRAM 2GB, 2 channels; 1 ranks per channel; 8 Banks per rank; [52]
Timing Vdd = 1.2V; tCL,tRP,tRCD = 12, 18, 18 ns; 800Mhz; RoRaBaCoCh;
VD 0.30W@150Mhz; 0.69W@300Mhz [99]
Display Display Controller, 3840x2160@60hz, 0.12W[16].
MACH 8 MACH Cache with 256 entries, 4-way each; Total: 2K entries;
Auxiliaries 8KB MACH@VD : 1.9mW(Static); 3.8mW(Dynamic), 0.2ns.
[56] 96KB MACH Buffer@DC: 24mW(Static); 1.4mW(Dynamic), 0.4ns.

16KB Display Cache@DC: 3.6mW(Static); 0.5mW(Dynamic), 0.2ns.

Table 2: Simulation Configuration
on the SoC, and sends the rendered frames to the display via mem-
ory. Note that many applications (e.g., mobile games, VR, AR etc.)
employ a graphics pipeline. Modern mobile games (e.g., our V9-
16 workloads) also capture content similarity at the display. Note
that, these games typically render at 60fps or more, and require
significant memory bandwidth as well. In the future, we expect to
accommodate MACH at both graphics GPU and display sides for
any frame-based workload scenarios, to save memory bandwidth
by exploiting content similarity.
7 RELATEDWORK
Prior works related to this paper are summarized in the following
three areas:
Energy Optimization: Multiple energy optimization techniques
have been studied in CPU/GPU/Memory domains [4, 7, 13, 24, 42,
45, 48, 50, 58, 62, 79, 81, 83–85, 92, 93, 97, 101, 102]. Particularly
Race-to-Sleep (or race-to-idle) has been studied in [4, 50, 67, 68] in
the context of traditional CPU/GPU domains from both the energy
and thermal perspectives. [67, 68] discussed how to burst a CPU for
a short period of time to achieve thermal benefits. [63] proposed
cooperative boosting (CB) to balance the thermal budget and per-
formance demand between CPU and GPU on a chip. [17, 41, 86]
showed examples of batching and pipelining at a macroblock lev-
el, whereas our scheme batches (buffers) and races at a frame lev-
el. Contrary to computational sprinting, previous schemes such
as [57, 66] explored the benefits of scaling down the frequency to
leverage the slack available in decoding every frame. While they
obtain energy improvements, these benefits come at the cost of
frame-drops. Furthermore, none of these works have considered
batching frames for performance gain.

On top of gaining potential thermal efficiency in mobile devices
[67, 68], employing race-to-sleep in video decoding provides two
additional advantages. First, as a frame’s decoding time is unpre-
dictable, especially when decoding larger frames (4K or 8K), utiliz-
ing a history-based slack prediction scheme [57] can lead to frame
drops. By employing racing and batching, we create more slack for
each frame, thereby reducing the possibility of frame drops. Sec-
ond, we consider system-level energy efficiency by accounting for
both video decoder and memory as discussed in Sec.3.
Exploiting Locality in Streaming Applications: Streaming ap-
plications such as video processing and camera recording expose
rich computation parallelism [23, 44]. Modern video decoders usu-
ally employ a cache [38, 43, 72, 99, 100] to capture the address lo-
cality during the computation (decoding) phase [12, 18, 21, 46, 82].

In the CPU/GPU domain, value locality [47, 53, 64, 70, 71, 91, 98]
has been well studied. [98] took advantage of value locality in
CPU benchmarks to reduce cache misses. [96] leveraged delta-
compression to reduce network traffic in theNoC. [64, 70] further s-
tudied value locality to compress cache lines. [53] uses approximate
content similarity in CPU cache by exploiting programmer hints
on data-approximations. However, to the best of our knowledge,

we are the first to take advantage of value/content locality in the
context of video streaming applications in an energy-constrained
handheld platforms. As shown in Sec. 4, video processing exhibits
rich value locality. Our proposed MACH converts this value locali-
ty into address locality in video decoding; and, this is exploited by
the MACH buffers employed on the DC side.
Optimizations on Display: There exist many prior works, from
both academia and industry, on compressing a frame [5, 8, 9, 26,
61, 69, 78], reducing power in display hardware [35, 36], and de-
veloping software optimizations [34, 51]. In general, compressing
a frame leads to heavy computational overheads [8, 78]. Delta Col-
or Compression (DCC) methods such as [5, 61] are available in
commercial platforms. In general, DCC is an “intra-block” com-
pression method, whereas our scheme explores “inter-block” reuse
within/across frames. Hence, our scheme can work on top of DCC,
as explained in Sec. 6. Industrial efforts such as [9, 35] use check-
sum to identify whether a part of frame is changed compared to
the previous frame, in an attempt to reduce the amount of mem-
ory bandwidth. Compared to the previous works, which are all
mab-based, our lossless schemes have the following advantages:
1) MACH does not compress any mab; instead, it reuses the mabs
that are already stored in the memory, and doing so leads to min-
imal computation overhead; 2) MACH makes full use of both the
intra-frame matches and inter-frame matches; and 3) compared to
the mab-based solution, the gab-based solution generates consis-
tently better results. Also, compression optimizations can still be
applied in conjunction with MACH for additional benefits.
8 CONCLUSIONS
In this paper, we have presented a coordinated three-pronged ap-
proach for improving the energy efficiency of video streaming ap-
plications in handheld platforms. In contrast to the conventional
per frame processing adopted in video decoders, our first scheme,
called race-to-sleep, employs a batch processing of video frames a-
long with frequency boosting to avoid any frame drop and reduce
energy consumption by transitioning to a prolonged deep-sleep
mode. Our second scheme, content caching, intelligently exploits
the content similarity of the video frames at a smaller granularity,
and proposes an effective cache architecture for minimizing the de-
codingmemory bandwidth and space demands imposed by race-to-
sleep. Finally, our third scheme, display caching, employs a similar
content caching technique for the display hardware to further re-
duce the memory pressure. These three schemes, which need mini-
mal hardware overhead and software modifications, are integrated
to develop an end-to-end video processing framework and have
been extensively evaluated with off-the-shelf videos. Our experi-
mental analysis shows that each of these techniques individually
contributes to energy savings, and together they can provide 21%
energy saving in processing videos. Given the dominance of video
streaming applications as a core workload for energy-constrained
handhelds, these savings are significant.
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