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ABSTRACT

Targeting NoC based multicores, we propose a two-level power
budget distribution mechanism, called PEPON, where the first level
distributes the overall power budget of the multicore system among
various types of on-chip resources like the cores, caches, and NoC,
and the second level determines the allocation of power to individ-
ual instances of each type of resource. Both these distributions are
oriented towards maximizing workload performance without ex-
ceeding the specified power budget. Extensive experimental evalu-
ations of the proposed power distribution scheme using a full sys-
tem simulation and detailed power models emphasize the impor-
tance of power budget partitioning at both levels. Specifically, our
results show that the proposed scheme can provide up to 29% per-
formance improvement as compared to no power budgeting, and
performs 13% better than a competing scheme, under the same
chip-wide power cap.

Categories and Subject Descriptors

C.1.2 [Computer Systems Organization]: Multiprocessors; Inter-
connection architectures; C.4 [Performance of Systems]: Design
studies

General Terms

Design, Experimentation, Management, Performance

Keywords

Power Budgeting, NoC-based Multicores, Performance

1. INTRODUCTION
Power budgeting and performance optimization under a given

power budget in multicore systems have received considerable at-
tention recently [19, 20, 24, 32]. A majority of these solutions
focus on power budgeting at the processor level and the only knob

they use to control the power of a multicore processor is the volt-
age/frequency level of the cores. While modulating the voltage/fre-
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quency level of the cores in a multicore processor has the potential
to control power consumption of the processor, it provides no direct
control on the efficiency (performance per Watt) of the processor.
This is because the performance of an application is not controlled
by the core frequency alone (although it has a vital influence), but
is also influenced by other on-chip components; specifically, the
last-level-cache and the network-on-chip (NoC). In fact, the sig-
nificance of the power consumption of the non-core components
is increasing and projected to be quickly on par with the power
consumption of cores themselves, if not greater [11, 12, 23]. Our
experimental studies also reinforce these observations made in the
literature. For example, our experiments on a 16-core machine with
8MB last-level cache and a 4 × 4 mesh-based NoC show that about
33% of the power is consumed by the non-core components on av-
erage (15% and 18% by the last-level cache banks and the NoC,
respectively).

A recent network based multicore from Intel [12] reports 31%
and 79% non-core power contribution in full power and low power
operating modes, respectively. Despite the fact that the power con-
sumptions of caches and NoC are on par with that of the cores, to
the best of our knowledge, there has been no prior work on dis-
tributing the power budget among all these resources to maximize
performance, while maintaining the same overall power budget of
the system as a whole. We believe significant performance im-
provements can be achieved by distributing the overall power intel-
ligently among the resources based on the workload’s sensitivity to
core/NoC frequency and cache allocation.
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Figure 1: Performance (normalized weighted speedup) of a mix

of 16 applications on a 16-core machine under different distri-

butions of the same power budget (90W). All bars are normal-

ized to the first bar. (x,y,z) on the x-axes indicates the specified

core, cache and NoC power budgets (in watts), respectively.

To illustrate the key insight leveraged by this paper, that differ-
ent distributions of the overall system power can lead to different
system performances (despite keeping the overall power budget the
same), we performed a simple experiment. We allocated different
percentages of a fixed chip-wide power cap (90W) to different re-
sources in the system. The core frequency is tuned so that the over-
all power allocation to the cores is respected. Similarly, the number



of active cache ways in a set-associative last-level cache (LLC) are
tuned such that the overall cache power remains within the allo-
cated budget, and the NoC frequency is set such that the NoC power
budget is also respected. The performance of a multiprogrammed
workload mix of 16 applications on a 16-core 4×4 system as mea-
sured by the normalized weighted speedup under various distribu-
tions of the (same) overall power budget is shown in Figure 1. From
this figure, we can see that different power budget distributions (x-
axis) result in significantly different system performance, under the
same power budget. Note that, the results presented in Figure 1
are only with a static distribution of the overall power among dif-
ferent resources, which does not react to changes in the workload
behavior. Further, any changes in the power allocation to a spe-
cific resource requires tracking the actual (now-limited) resource
allocation to applications over time. Therefore, a dynamic distri-

bution of the power budget can potentially achieve much higher
overall performance and a mechanism to track the allocated power
among applications can also ensure that the power budget is always
respected despite changing workload behavior.1

To this end, in this paper, we propose a power budget distribution
mechanism (called PEPON) that distributes the chip-wide power
budget among various types of critical resources like the cores,
caches, and NoC to maximize performance, while respecting the
allocated budget in the corresponding resources, thereby respect-
ing the overall power budget. Specifically, the main contributions
of the paper can be summarized as follows:
• We propose a novel two-level power distribution scheme that

distributes a specified power budget among different resources by
carefully managing the allocated power to attain best possible per-
formance for a given workload. This scheme employs different
models at different power distribution levels and uses feedback con-
trollers to enforce the core and NoC power allocations.
• Extensive evaluation of the proposed technique using a full

system simulation and detailed power/performance models shows
that carefully distributing the power budget among all the on-chip
resources not only ensures that the power cap on the processor is
respected, but also optimizes the system performance. Our exper-
imental analysis indicates that overall workload performance can
be improved by as much as 29%, as compared to the case where
no power distribution is implemented. Further, with respect to a
recently-proposed power budgeting scheme that considers redistri-
bution of only core power [20], our scheme achieves, on average,
about 13% performance improvement –under the same chip-wide
power budget.

2. TARGET MULTICORE SYSTEM
Figure 2 shows an NoC-based multicore architecture. It is a

shared-memory based two-dimensional mesh structure, where each
node contains a processor core, private L1 data or instruction caches,
a shared L2 cache bank, and a router through which it gets con-
nected to the neighboring nodes. Although all nodes share the same
logical on-chip L2 cache space, data access latencies depend on the
distance between the requesting core and the cache bank that holds
the requested data. The set of links used during an access to a data
element in some other node’s L2 is determined by the routing pol-
icy, which is XY-routing [17] in this work.

1Note that, while (for a given workload/configuration), one may
find a static partitioning that comes close to the dynamic one, one
would need an exhaustive search to achieve this (which is not pos-
sible in practice). Further, in other cases, one may not even find
a comparable static partitioning (since static partitionings do not
consider dynamic modulations in workload behavior).

Core

L2 bank
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Figure 2: An NoC-based multicore architecture.

One of the critical issues in designing such multicore architec-
tures is power consumption, which mainly comes from three sources:
cores, on-chip cache components (shared L2 banks), and the NoC.
To reduce the power consumption of cores, prior dynamic volt-

age/frequency scaling (DVFS) based methods [4, 12, 14] proposed
in the literature can be employed. The idea of DVFS is to exploit
the variance in processor utilization by lowering the voltage/freque-
ncy when the processor is lightly loaded and increasing the voltage-
/frequency when the processor is highly utilized. Like proces-
sor cores, there is also a wide variance in cache line utilization in
on-chip memories as well as link utilization in NoC-based multi-
core architectures, depending on applications’ communication/data
sharing patterns. In fact, one can obtain up to 10× power savings,
by accurately shutting down unused cache ways or lowering fre-
quency and voltage of links when link usage is decreased [16]. We
exploit DVFS for varying the power allocations of cores and the
NoC.

3. OUR PROPOSED APPROACH

3.1 High-Level View of PEPON
Targeting the multicore architecture shown in Figure 2, our goal

in this work is to maximize workload performance under a chip-
wide power budget constraint. More specifically, given a multicore-
wide power budget, we want to distribute/redistribute it across dif-
ferent hardware components such that (i) the given power budget
is not exceeded and (ii) performance is maximized. Consequently,
we are not interested in solutions that maximize workload perfor-
mance but violate the specified power budget. Further, among all
solutions that satisfy the power budget constraint, we are interested
in finding the one that maximizes performance.

Figure 3(a) illustrates the high level operation of our proposed
two-level power budget distribution strategy (PEPON). In the first
level of this strategy, the overall power budget is partitioned among
cores, NoC and L2 caches. In the second level, the power bud-
get assigned to cores is further partitioned among individual cores
and, similarly, the power budget assigned to L2 caches is further
partitioned across individual L2 caches. While it is also possi-
ble to divide the NoC into voltage islands [26] and distribute the
power allocated to the NoC across these islands, we did not pursue
that direction in this work because such a partitioning can have a
non-deterministic impact on different applications. Instead, in this
work, we treated the NoC as a single monolithic entity, all com-
ponents of which have the same voltage/frequency level at a given
time (i.e., when voltage/frequency scaling is applied, it is applied
to the entire NoC).

At each level of this power distribution strategy, a different ap-
proach is employed. Specifically, for the first-level distribution, we
adopt a regression-based performance model that guides us to de-
cide the most performance-efficient distribution of power. For the
second-level distribution, on the other hand, we use different strate-
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Figure 3: High level view of PEPON.

gies for caches and cores. The power budget assigned to cores is
distributed using a control theoretic approach. On the other hand,
for power budget distribution across different L2 banks, we employ
a utility-based model. The technical details of these models as well
as the details of our two-level power distribution strategy and our
power control knobs are described next.

3.2 Design Details of PEPON
For the first level power distribution, the system power budget

(Psystem) is partitioned among different types of components, nam-
ely, cores (Pcores), cache banks (Pcaches), and NoC (Pnoc). That
is, we have: Psystem = Pcores + Pcaches + Pnoc. At the sec-
ond level, Pcores is distributed among the cores and Pcaches is dis-
tributed among the cache banks. Both the first and the second-level
distributions are performed at every x million cycles. Further, each
component of interest (each core, cache bank and NoC) has a con-

troller associated with it, which tracks the allocated budget. As
illustrated in Figure 3(b), the longer epochs (x million cycles) are
divided into several sub-epochs, and the controller associated with
each component is invoked every k million cycles (sub-epochs) to
track its power budget, which is determined at every x million cy-
cles. While we performed experiments with different values of x
and k parameters, the default values used in most of our experi-
ments are 100 and 20, respectively.

3.2.1 First-Level Power Distribution

At this level, we employ a regression-based estimator:

Perf = ǫ + a1 × Pcores + a2 × Pcaches + a3 × Pnoc. (1)

In this expression, Perf is the overall workload performance, ai

(1 ≤ i ≤ 3) represent model coefficients, and ǫ captures the model
error value. This model gives the overall performance (Perf ) ex-
pected to be achieved over an epoch when the total power budget
is partitioned into Pcores, Pcaches and Pnoc values in that epoch.
In our model, we define the overall workload performance (Perf )

over each time interval as
P

i

IPSk
i

Avg_IPSi
, where IPSk

i is the in-

struction per second (IPS) of the ith application over the kth time
interval and Avg_IPSi is the average measured IPS of that appli-
cation when it is executed without any power constraint. Avg_IPSi

can be obtained for each application by running that application on
a core with the highest possible frequency and without imposing
any power budget constraint.

At each time interval, first, the coefficients are updated based
on the measured performance and allocated power budgets in the
previous epoch and then our scheme increases the power budget of
the component with the largest coefficient and reduces the power
budget of the component with the smallest coefficient. As an ex-

Perfk P k
cores P k

caches P k
noc

Perfk−1 P k−1

cores P
k−1

caches
P k−1

noc

Perfk−2 P k−2

cores P
k−2

caches
P k−2

noc

Perfk−3 P k−3

cores P
k−3

caches
P k−3

noc

Table 1: A sample window (table) of the power budget alloca-

tions and corresponding performance numbers (first column).

ample, if a1 > a2 > a3, then Pcores and Pnoc are increased by δ
and reduced by δ − ǫ1, respectively (δ is an increment/decrement
unit and ǫ1 is a small number and helps the regression to be com-
putable). To update the model, we keep a window (table) with four

entries that store the power budget allocations and corresponding
measured performance numbers for the four recent epochs. Each
entry in this table is in the form of (Perf , Pcores, Pcaches, Pnoc);
an example table is given in Table 1. At each budget distribution
epoch (the longer of the intervals shown in Figure 3(b)), first, the
oldest entry in the table is replaced with the new entry (Perfk,
P k

cores, P k
caches, P k

noc), where Perfk is the measured overall sys-
tem performance over the last epoch and P k

cores, P k
caches and P k

noc

are the recent power budgets assigned to the cores, caches and NoC,
respectively. The data stored in Table 1 and the model coefficients
can be stacked together and written as follows:

PF = P × A + ǫ, where

PF =

0

B

B

@

Perfk

Perfk−1

Perfk−2

Perfk−3

1

C

C

A

, P =

0

B

B

@

P k
cores P k

caches P k
noc

P k−1
cores P k−1

caches P k−1
noc

P k−2
cores P k−2

caches P k−2
noc

P k−3
cores P k−3

caches P k−3
noc

1

C

C

A

,

A =

0

@

a1

a2

a3

1

A , ǫ =

0

@

ǫ1
ǫ2
ǫ3

1

A .

After updating the regression history, we use the least square method

to estimate a1, a2 and a3 values. In the least square method, regres-
sion coefficients are computed as: A = (P T

× P )−1P T
× PF .

PEPON then increases the power budget with the largest coeffi-
cient and reduces the power budget with the smallest coefficient,
since these values reflect the impact of varying the power budget
of the corresponding components on the overall performance im-
provement.

3.2.2 Second-Level Power Distribution

At the second level, we employ different power distribution strate-
gies for cores and caches. To distribute Pcores across the differ-
ent cores in the multicore system, we use the approach proposed
in [20]. Specifically, we allocate a power budget of Pi to core i



based on its IPS
watt

(performance per watt) over the last epoch ( IPS
watt

= Instruction per second

power consumption
). The allocated budgets are proportional

to this parameter. In mathematical terms, if IPSi and Powi are
the measured IPS and the estimated power consumption of the ap-
plication running on core i over the last epoch, and Avg_IPSi is
the average IPS of that application when it is running without any
power constraint, then the power budget allocated to core i would
be computed as:

Power_Budgetcore(i) =

IPSi

Avg_IPSi
/Powi

P

core j(
IPSj

Avg_IPSj
/Powj)

× Pcores.

Note that, in this equation, IPSi

Avg_IPSi
is used instead of IPSi

since some applications intrinsically has low IPS numbers even
when they are executed without any power budget constraint. We
can obtain Avg_IPS for each application by running that appli-
cation on a core with the frequency set to the highest possible
value and without imposing any power budget constraint. Note
that, this profiling is performed once for each application (not for
workloads). Previous work such as [31], also uses the average IPS
value as a baseline. In Section 4.2, we present experimental re-
sults to show that partitioning power only at the core level (as in
the case of [20]) may not be sufficient to maximize performance.
Once the power budget of each core is determined, the controller
associated with each core attempts to track the budget by adjusting
frequency/voltage of the core. As stated before, we use DVFS as
our knob to control power consumption of the cores. More details
are given later in this section.

To distribute Pcaches among different cache banks, we employ
a utility-based strategy. More specifically, the power share of each
bank is proportional to its utility over the last epoch. Our goal is to
allocate more power budget to the cache banks which are likely to
bring more benefits towards the overall system performance. Dif-
ferent strategies can be used to compute utility of cache banks. As
an example, the utility of a bank can be computed as the total num-
ber of accesses to that bank over the last epoch. However, this
would not be a good metric for power budget partitioning since
those accesses may have a small cache footprint and it is not proba-
bly beneficial to allocate more power budget to the bank with higher
utility (note that, more budget means larger size for the banks). The
approach adopted in this work is based on cache footprints. In this
approach, we consider the number of unique cache lines that are
hits in a cache bank over the last epoch as the utility of that cache
bank. To implement this scheme, a small bit vector is associated
with each cache bank. This bit vector is used as a hash table. Once
a miss occurs in a cache bank, a bit in its bit vector is set to ‘1’.
This bit is indexed using the tag of the new data as the key (the
key is hashed using an efficient hardware function). At the same
time, the corresponding bit of the evicted data is set to ‘0’. Con-
sequently, within a period of time, the ‘1’s in the bit vector of a
cache bank indicate the number of unique active cache lines that
have been accessed. Since a cache line may not be accessed over
a long time after the first access, we reset the bit vectors at the be-
ginning of each time interval. In PEPON, the power budget share
of each cache bank is proportional to its utility (i.e., the number of
‘1’s in the bit vector) over the last epoch.

Note that, in our system, each core runs a single-application,
whereas NoC and cache-banks are shared. Therefore, a pure appli-
cation-centric budget-partitioning is not possible for an NoC or
caches. This is why we take a component-centric partitioning strat-
egy instead.
3.2.3 Design of the Power Controllers

In this subsection, we explain how the power budgets assigned

{0.25 , 7} {0.41 , 0.8} {0.60 , 0.9} {0.65 , 0.94} {0.76 , 1}

{0.84 , 1.05} {0.93 , 1.1} {1.0 , 1.14} {1.23 , 1.28} {1.33 , 1.34}

Table 2: {frequency (GHz) , voltage (V)} levels considered for

the cores.

{0.06 , 0.55} {0.55 , 0.7} {0.88 , 0.8} {1.24 , 0.91} {1.34 , 0.94}

{1.54 , 1} {1.7 , 1.05} {2.0 , 1.14} {2.23 , 1.21} {2.46 , 1.28}

Table 3: {frequency (GHz) , voltage (V)} levels considered for

the NoC.

by PEPON are tracked by the controllers associated with different
hardware components.
Core and NoC Controllers. As stated before, we use the fre-
quency/voltage of the cores and the NoC as our knob to control
power consumption of these modules (we employ DVFS). Tables 2
and 3 give the frequency/voltage pairs we consider in our DVFS
scheme. A simple P (proportional) feedback controller is config-
ured and associated with each core as well as the NoC to modulate
the frequency levels, with the goal of tracking the allocated power
budgets. Figure 4 illustrates the high level view of how our con-
trollers operate.2 We employ P controllers in PEPON due to two
main reasons: (i) they are relatively easy to design and implement
with low overhead since the control output is the control error mul-
tiplied by a constant value, and (ii) they are fast to take the system
output to the desired value (we need this property in PEPON, since
the controllers have only limited number of time intervals to reach
the desired power budgets). In this section, based on our system
model, we show that employing only the P component of a PID

controller provides a fast and stable controller with zero steady er-

ror3.
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Figure 4: Feedback control loop for regulating the core/NoC

power.

At each epoch, the controller compares the current power budget
and the measured power over the last epoch and, based on the result
of that comparison, adjusts (increases or decreases) the frequency
level to minimize the measured error value (which is the difference
between the power budget and the actual power). Each controller in
PEPON implements the following rule to modulate the frequency
level:

f(T + 1) = f(T ) + K × (Pbudget − Pcurrent), (2)

where f(T ) is the frequency at T th time interval, K is a constant
value, and Pbudget and Pcurrent are the specified power budget
and the current power, respectively. The controller first computes
f(T +1) and then sets the current frequency level to the level which
is the closest one to f(T +1). The controller ensures that its output
be one of the available frequency levels in Tables 2 and 3. As can
be observed from this control rule, if the measured power is greater
than the reference power, the controller reduces the frequency level
to reduce power consumption over the next epoch.

The next step to configure the controller is to determine the value
of K. This value is computed based on the system power behavior

2The P controller [10] is a type of controller in which the output
of the controller is proportional to the error value, which is the
difference between the target value and the current system output.
3Although most our experiments are performed using a P con-
troller, we later report results with a PID controller as well.
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(core/NoC) when the frequency level is varied. As shown in [24],
the impact of varying the frequency on power consumption can be
estimated linearly as follows:

P2 = P1 + a × ∆F, (3)

where P1 is the power being consumed at the old frequency and P2

is the power consumption after the frequency is increased by ∆F .
The value of a can be estimated offline by performing experiments
with different applications and frequencies and averaging over the
obtained values for a. By combining Equations (2) and (3), we
observe that, if we set the K value to 1

a
in the controller, the fre-

quency is changed towards reaching the reference (target) power
budget (the value of K is 60M in our scheme).
Control System Analysis. One of the main methods to character-
ize a control system is to analyze it in the frequency-domain [10].
In this method, the system is represented by a transfer function that
shows the correlation between its input and output in frequency-
domain (z-transform is used for discrete time systems). Our sys-

tem, which is modeled by Equation(3), can be represented as
Y (z)
X(z)

=
a

z−1
, where Y (z) is the power consumption of the system and

X(z) is the variation in the operating frequency in z-domain. Since
we employ a P controller, our closed loop transfer function can be

obtained as H(z) = Y (z)
R(z)

= K×a
z−1+K×a

, where R(z) is the power

budget target.
In formal control theory, a control system is stable and tracks

the target over the steady state if the poles of the closed loop trans-
fer function is placed inside the unit circle in z-plane. The poles
of the transfer function are obtained by solving the characteristic
equation (setting the nominator of the transfer function to zero).
Therefore, as can be observed, our frequency control system has a
pole at z = 1 − K × a. Further, as mentioned before, the value
of the K parameter is set to 1

a
, which ensures the stability of the

system.
Steady state error is another important metric for a control sys-

tem. This error is defined as the difference between the input ref-
erence and the actual system output when the controller reaches
its steady state. It can be shown that the steady state error equals
limz→0

1
1+H(z)

for step reference inputs, where H(z) is the closed

loop transfer function. In our control system, the reference inputs
are step signals since they vary between two different frequency
levels instantly. If we replace H(z) with our system transfer func-
tion, one can observe that the steady error would be zero based on
the mathematical analysis. Note that, although our analysis shows
an accurate control system, there may still be some inaccuracies in
tracking the reference targets as will be discussed in our experimen-
tal evaluations. These imprecisions can occur because we employ
a linear estimation for modeling the system (see Equation(3)) and

it does not ideally capture the dynamic behavior of co-runner ap-
plications.
Cache Bank Controller. As technology scales down, static (leak-
age) power of caches becomes an important part of the overall
power consumption. The static power highly depends on the size
of the caches. As an example, Figure 5 plots the leakage power of a
512KB, 16-way set associative cache manufactured with the 45nm
technology, when the number of “active" cache ways varies. This
figure clearly indicates that there is a linear correlation between
the number of active cache ways and the static power consumption.
Motivated by this observation, in PEPON, power is controlled in
cache banks by turning ‘ON’ or ‘OFF’ the cache ways. Specifi-
cally, at each epoch, the controller associated with each cache bank
compares the current power and the reference power budget and,
using the data in Figure 5, decides to turn on or off a number of
cache ways, to minimize the difference between the actual and ref-
erence power.

3.2.4 Implementation Overheads

PEPON is implemented in software at the OS level with sup-
port from hardware. One of the overheads imposed by PEPON
is the process of computing the individual power budgets. This
includes simple mathematical and matrix operations to partition
power at the first and second levels. These overheads are mini-
mal, since the scheme is implemented in software and executed
only in every 100-million cycles. In comparison, the controllers
are invoked with a higher frequency to track the power budgets. It
should be noted, however, that our controllers perform a simple op-
eration (subtraction and multiplication) since they are implemented
as P controllers. Therefore, the additional overheads caused by our
controllers are also not very high. The power and performance

numbers presented in the next section include all the overheads in-

curred by PEPON. In addition to these software-level overheads,
PEPON assumes that the underlying system has support for DVFS,
which is a standard in almost all processors today. We make the
same assumption for the DVFS overheads as in [20] (20us DVFS
actuation overhead). If the voltage/frequency values are enforced
every 20-million cycles (our default value) and if the system op-
erates at 500MHz, the resulting DVFS overhead (20us) would be
about 0.05%. In addition, PEPON also assumes that the proces-
sor has support for software level control for reconfiguring (turning
on/off) cache ways in the L2 cache and tuning the operating fre-
quency of the NoC.

4. EXPERIMENTAL EVALUATION
In this section, we experimentally evaluate PEPON, and com-

pare it against alternate power budgeting strategies quantitatively.
We use SIMICS [21], which is a full-system simulator for multi-
cores, as our simulation framework. For our experiments, SIMICS
is enhanced with detailed latency models as well as power models
from CACTI [29], Orion [30] and Wattch [3], to estimate the power
consumption of different components in our target multicore archi-
tecture.

4.1 Power Estimation Models
Power model for cores. We use the same model as in [24] to es-
timate power consumption of the cores. The power consumed by
a core depends almost linearly on the utility of the core. In other
words, once an application starts its execution, the average power
consumption of the core can be estimated based on this equation:
Pi = k0 × Ui + k1, where Pi is the power consumption of core
i, Ui is its utilization, and k0 and k1 are constant values. Note
that the values of k0 and k1 may be different for different appli-



cations. In this work, we estimated values of these constants by
running each application independently and using Wattch [3] for
monitoring power consumption over execution.
Power model for caches. We use numbers obtained from CACTI
[29] to estimate power consumption of the caches. Power of each
cache bank can be estimated as:

Power = Leakage Power + (read power × # of reads)+

(write power × # of writes),

where the leakage power linearly depends on the cache size. Since,
in our scheme, we use the number of active cache ways as the knob
to control the power consumption of a cache bank, the leakage
power can be estimated considering the active cache size at each
time interval over the execution.
Power model for the NoC. The average power consumption of
the NoC, over a time interval T , is estimated as follows: Pnoc =
Pdynamic + Pstatic = NHnoc×Enoc

T
+ Pstatic, where NHnoc is

the total number of hops that all the packets in the network traverse
over T and Enoc is the energy per hop. In this expression, “energy
per hop" is the amount of energy consumed when a packet passes
through a router. We used the energy values obtained from Orion
[30] to estimate the total power consumption of the NoC.

Processors 16 cores with private L1 data and in-
struction caches

NoC Architecture 4× 4
Processor Model 4-way issue superscalar

Private L1 Data and Instr Caches Direct mapped, 32KB, 64 bytes block
size, 3 cycle access latency

Number of L2 Cache Banks 16 (distributed over the network)

L2 Cache 64 bytes block size, 10 cycle access la-
tency

L2 Cache Bank Size 512KB per core

Memory 4GB, 200 cycle off–chip access latency

Power Budget Control Enforcement
Interval

100 Million cycles

Tracking Control Enforcement In-
terval

20 Million cycles

δ 1

Table 4: Baseline configuration.

Table 4 gives the baseline configuration we use in our experi-
mental evaluation. In our baseline configuration, the power budget
allocated to each component by PEPON is computed and enforced
every 100-million cycles. Further, the controller assigned to each
component has the opportunity to track its power target over five
intervals with 20-million cycles duration. We form six applica-
tion mixes (workloads) using the SPEC CPU 2006 benchmark suite
[1] for our experimental evaluation. Each of our application mixes
consists of 16 applications. We consider one-to-one mapping, that
is, in each experiment, 16 applications of a mix are mapped and
executed on 16 different cores in our system (one application per
core). These six workloads are given in Table 5. In forming these
workloads, we tried to have diversity in terms of memory access
behavior. For each application, we skip the first 1-billion cycles
for warm-up, and then the simulation continues with the next 10-
billion cycles (100 power budget enforcement intervals).

4.1.1 Schemes for Performance Evaluation

Table 6 lists the five different schemes we consider in our ex-
perimental evaluation to compare with PEPON. In this table, “dy-

namic” indicates that the corresponding power budget is varied over
the execution. As can be observed from Table 6, all the entries are
shown as “dynamic" for PEPON, indicating that the power budgets
are varied over the execution in both the first and second levels of
the budget partitioning. However, in other schemes (Schemes 1

through 4), the power budgets are fixed at the first level of parti-
tioning during runtime (i.e., Pcores, Pcaches and Pnoc are fixed as
given in Table 6). This table also gives the actual power budget
values (for the high and low power modes) assigned when using
the different partitioning schemes. However, in Scheme 1, the total
power budget of the cores and the cache banks are still partitioned
among the individual components dynamically. All the power bud-
gets of different components are fixed in Scheme 2, and the total
power budget of the cores and the caches are evenly distributed
among them. In Schemes 3 and 4, on the other hand, only one
of the power budget distribution mechanisms is enabled at the sec-
ond level (for cores in Scheme 3 and for caches in Scheme 4). Note
that, Scheme 3 mimics a recently-proposed approach to power bud-
get partitioning in multicores [20]. In addition to these schemes, we
also implemented another scheme in which at the first level, the to-
tal power budget is distributed dynamically and at the second one,
the power budgets of the cores and cache banks – from the first level
– are partitioned statistically (evenly) among the individual compo-
nents (cores and caches). We observed that PEPON improves the
performance over this last scheme by about 8% on average. The
detailed results for this scheme is omitted due to space concerns.

4.2 Results

4.2.1 Performance Results

We performed our experiments under two power modes: (i) Low

power mode. In this case, the total power budget of the chip is set
to be 40 watts, and (ii) High power mode. The total power budget
is set to be 90 watts in this case. These power budgets are parti-
tioned in two levels by PEPON over the course of execution. For
the other schemes (Schemes 1-4) in Table 6, the total power bud-
gets at the first level of the power budget partitioning which are
fixed during the runtime, to be about 80% and 40% of the max-
imum power value in each case as given in Table 6. Figure 6(a-
b) plots the normalized weighted speedup values achieved for dif-
ferent mixes when employing the schemes listed in Table 6. The
weighted speedup for n applications is computed as follows:

Weighted Speedup =

i=n−1
X

i=0

IPSi
scheme

IPSi
alone

,

where IPSi
scheme is the achieved instruction per second (IPS) by

the employed scheme for application i and IPSi
alone is the mea-

sured IPS achieved when the application is executed alone without
any power constraints. The weighted speedup values in Figure 6
are normalized to Scheme 2 (assumed to be the base scheme) in Ta-
ble 6, where power budgets are not modulated over the execution
(i.e., all power distributions are fixed throughout the execution).
Note that, we consider IPS instead of instruction per cycle (IPC) to
compute the speedup values since we use the operating frequency
as a knob to control the power consumption of the cores and the
IPC value does not change by varying the core frequency.

Figures 6(a) and (b) show that PEPON achieves significant per-
formance (workload speedup) improvements in both the low and
high power modes (more than 25% in the low power case and more
than 20% in the high power case). Further, the total power con-
sumptions track the power budgets quite closely as shown in Fig-
ures 6(c) and 6(d). These plots reveal that partitioning the total
power budget at the first level by PEPON plays a significant role in
achieving better performance under a certain power budget. As an
example, as can be seen from Figure 6(a), although performance
is improved by partitioning the power budget at the second level
among the cores and cache banks in Mix-2 (Schemes 1 , 3, and 4),



Workload Applications

Mix-1 mcf, soplex, libquantum, GemsFDTD, lbm, leslie3d, milc, sphinx3, xalancbmk, cactusADM, mcf, soplex, libquantum, GemsFDTD, lbm, leslie3d

Mix-2 gobmk, sjeng, gcc, wrf, dealII, namd, perlbench, calculix, tonto, povray, povray, tonto, calculix, perlbench, namd, dealII

Mix-3 mcf, soplex, libquantum, GemsFDTD, lbm, leslie3d, milc, sphinx3, xalancbmk, cactusADM, omnetpp, astar, hmmer, bzip2, h264ref, gromacs

Mix-4 gobmk, sjeng, gcc, wrf, dealII, namd, perlbench, calculix, tonto, povray, omnetpp, astar, hmmer, bzip2, h264ref, gromacs,

Mix-5 mcf, soplex, libquantum, GemsFDTD, lbm, leslie3d, milc, sphinx3, xalancbmk, cactusADM, gobmk, sjeng, gcc, wrf, dealII, namd,

Mix-6 gobmk, sjeng, gcc, wrf, dealII, namd, perlbench, calculix, tonto, povray, cactusADM, xalancbmk, sphinx3, milc, leslie3d, mcf,

Table 5: Various mixes of applications considered for our multiprogrammed workloads.

Scheme
P

CorePowerBudget(i) CorePowerBudget(i)
P

BankPowerBudget(i) BankPowerBudget(i) NoCPowerBudget

PEPON dynamic dynamic dynamic dynamic dynamic

Scheme1 static (29 watt – 68 watt) dynamic static (5 watt – 10 watt) dynamic static (6 watt – 12 watt)

Scheme2 static (29 watt – 68 watt) static (29/16 watt – 68/16 watt) static (5 watt – 10 watt) static (5/16 watt – 10/16 watt) static(6 watt – 12 watt)

Scheme3 static (29 watt – 68 watt) dynamic static (5 watt – 10 watt) static (5/16 watt – 10/16 watt) static (6 watt – 12 watt)

Scheme4 static (29 watt – 68 watt) static (29/16 watt – 68/16 watt) static (5 watt – 10 watt) dynamic static (6 watt – 12 watt)

Table 6: Various experimental schemes with the fixed power budget values.

it is less than the improvement achieved by PEPON since the bud-
gets are fixed at the first level in all those schemes. We also note
that there is a significant difference between PEPON and Scheme
3 (which mimics a recently proposed scheme [20]), further empha-
sizing power budgeting at both the levels.

Figures 6(a) and (b) also show the average speedup values achiev-
ed by different schemes across all the workloads. One can observe
that, PEPON improves the overall workload performance signifi-
cantly as compared to the other schemes tested in both high and
low power modes (about 21% in the low power mode and 17% in
the high power mode). Also, as can be seen, the performance im-
provement achieved by Scheme 1 is higher than the other schemes
(Schemes 2, 3 and 4). This is because this scheme takes advantage
of partitioning the power budgets among both the cores and cache
banks at the second level, whereas in all other schemes tested (ex-
cept ours), power budgets (among the cores or caches or both) are
fixed at the second level.

4.2.2 Dynamics of PEPON

We next focus on how the total power budget is dynamically par-
titioned by PEPON over the course of execution to achieve the per-
formance enhancements shown in Figure 6. Here, we present the
results for one of our workloads (Mix1); the remaining workloads
exhibit similar behavior.

Figures 7(a)-(c) plot the power budgets assigned to cores, caches
and NoC by PEPON during runtime for Mix-1, when the total
power budget is set to 40 watts. These figures also plot the mea-
sured power consumption for different components. As can be ob-
served, PEPON first distributes the total budget at the first level and
then, the budget targets are successfully tracked at each group. The
accumulated power consumptions of the cores, caches and NoC
are plotted in Figure 7(d) (this chart shows the total power con-
sumption and not the total power budget). It is important to note
that the power budget violation experienced when using PEPON is
very low (less than 2%); the power budget violations will be fur-
ther discussed later. There are two other important points in Fig-
ures 7(a)-(c) that should be noted: (i) the power consumption of
the cores and NoC (Figures 7(a) and (c)) oscillate around the target
power budgets and the budgets are slightly violated over the execu-
tion, whereas the power consumption of the caches is always below
the budget, and (ii) the power budget of the caches is tracked faster.
As an example, at time ‘0’, as shown in Figures 7(a) and (c), the
power budgets of the cores and NoC are not the same as their power
consumptions, and the power budgets are tracked after some inter-
vals. The main reason for these two differences is that the type of
the controllers employed for the caches are different from the ones
associated with the cores and NoC. As stated before, in the caches,
power consumption is dominated by the static power and the static

power exact model is known (the correlation between the number
of active ways and power consumption). Therefore, the controllers
associated with the caches are able to select the correct number of
active cache ways based on the model in a short time, such that
the power budget is not violated. On the other hand, we employ
P controllers for the cores and NoC in which the exact model is
not known and the frequencies are determined based on the error

values, leading to small oscillations.
Figure 8 plots the power budget distribution at the first level

for Mix-1 (similar to Figure 7) but when our total budget is 90
watts (high power mode). As one can observe, the power bud-
get is successfully partitioned and tracked when we are operating
at high power mode, too. We observed the same dynamic behav-
ior at the first level of power budget partitioning from our other
mixes as well. Note that, the NoC power in these experiments is
controlled directly by modulating the NoC frequeny/voltage level.
However, the power budgets of the cores and caches are not directly
controlled and are distributed further among the individual compo-
nents. Therefore, tracking the total power budgets of the cores and
caches at the first level (as shown in this set of figures) implies that
each individual component (cores and caches) has been successful
in tracking its own budget.

Figures 9 illustrates how the power budgets determined at the
first level are partitioned among the individual components (cores
and caches) at the second level over the execution for Mix-1. As
can be observed from each of these plots, the total power budget is
partitioned into 16 pieces, and the size of each piece indicates the
amount of power budget allocated to each component. Different
components receive different shares from the power budget since
the total budgets are distributed based on the utility of the caches
or the performance power ratio of the cores over the recent time in-
terval (the schemes that we employ at the second level). The con-
troller configured for each hardware component tracks the target
power budget by adjusting the voltage-frequency and the number
of active cache ways of the cores and caches, respectively. To bet-
ter understand these power distribution curves, we plot in Figure 10
the selected frequencies for the cores and the number of cache ways
for Mix-1. We see that the values of these knobs are also different
for different components at a specific time. As an example, at time
10, the frequencies assigned to some of the cores are low as com-
pared to the others. This is because, the power budgets are not the
same for different cores. Note also that even if the budgets were
the same, the different cores would consume different amounts of
energy when they operate at the same frequency since they execute
different applications.
Controller Selection. As discussed before, we employ simple and
fast P controllers to modulate the frequency of the cores and the
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Figure 6: (a-b) Normalized weighted speedup values achieved by different schemes under certain power budget, and (c-d) Dynamic

tracking of the total power budget. Note that both (c) and (d) plot all the mixes together. The point here is that, in the low power case,

chip-wide power consumptions of our mixes approach 40W, and similarly, in the high power case, chip-wide power consumptions of

our mixes approach 90W.
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Figure 7: Power budget partitioning and tracking at the first level of PEPON for Mix-1 (low power mode).
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Figure 8: Power budget partitioning and tracking at the first level of PEPON for Mix-1 (high power mode).
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Figure 9: Power budget partitioning at the second level (Mix-1).

Note that each graph plots all 16 core (or cache) components.

NoC to track the specified power budgets. Instead of a P controller,
one may suggest to employ a more complicated PID controller for
frequency modulation. One of the main advantages of employing
PID controllers is that they can drive steady-state errors to zero.
As discussed before, in our system, this error is already zero when
employing P controllers. Figure 11 plots how the power budgets
(which is assigned to one of the cores in Mix-1 experiment) are

tracked by P and PID controllers over the course of execution. As
can be observed from this figure, the P controller is able to track the
targets as well as the PID controller. However, the PID controller
slightly reduces the number of oscillations at some time intervals
(e.g., at 30th time interval). On the flip side, the P controller has the
capability to respond more quickly to the target variation (e.g., at
70th time interval). In addition, as compared to the PID controller,
the P controller incurs less overhead.

4.2.3 Sensitivity Experiments

We also measured sensitivity of Mix-1 (under the low power
mode) to different parameters. As stated before, at each epoch,
the power budgets are increased and decreased by δ and δ − ǫ1,
respectively at the first level of power budget partitioning tree. Re-
call from Table 4 that the default value for δ is 1 in our experimental
evaluations. Figure 12 plots the speedups achieved for Mix-1, when
the δ value is set to 2 (the results with a value of 1 are reproduced
for ease of comparison). We see that increasing the δ value has a
negative impact on the achieved speedup by PEPON. This is be-
cause, the power budgets may oscillate around the optimal values
and not reach the optimal ones by having a larger δ.
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Figure 11: Employing P and PID controllers.

Our experiments with different cache sizes show that our speedups
are not very sensitive to the cache bank sizes, since in this case, due
to the low budget allocated to the cache banks, even when more
cache space is available, only a portion of them is used during run-
time. One of the parameters that affects the performance improve-
ments achieved by PEPON is the frequency at which the control
decisions are made and enforced (our epoch sizes). Our experi-
ments show that the speedup achieved for small epoch sizes is gen-
erally higher. This is because, in this case PEPON is invoked more
frequently, and the behaviors of the running applications are moni-
tored with a higher frequency; as a result, we may end up achieving
better performance improvements. However, this also means more
overhead.

4.3 Power Budget Violations
As can be observed from Figures 7(d), 8(d), the overall power

budget could not always be tracked with 100% accuracy and is vi-
olated over the course of execution (although this violation is in
general very low). Also, in some cases, the budget is not fully
utilized. This is because the power consumption of the individual
components at the bottom of the partitioning tree (see Figure 3(a)),
is not always exactly the same as their power budgets. There are
two main reasons for this: (i) the knobs used by the controllers can
only take values from a set of discrete levels and cannot be varied
continuously. As an example, the frequency/voltage of a core can
only be set to the one of the discrete values selected from Table 2.
Consequently, the frequency chosen by the controller may not be
the exact one required to reach the power budget; and (ii) when the
target power budget of a controller is modulated, it takes time for
the controller to track the new target and, during that time, the out-
put power may fluctuate. Even if the budget is fixed, the controller
needs to compensate for the potential change in the behavior of the
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Figure 12: Performance improvements achieved for Mix-1 by

varying the default values of configuration parameters.

running application. One of the methods using which these over-
and under-utilizations of the available power budget can be handled
is through dynamically changing the reference budgets. For exam-
ple, if we under-utilize the available budget in the previous interval
by x%, we could increase the reference budget value by x%. In-
vestigating this and similar compensation schemes is in our future
research agenda.

5. RELATED WORK
Control theory as a tool for power management has recently

gained popularity but most prior control centric works do not ac-
count for chip-wide power management that takes into account
cores, on-chip caches, and the underlying NoC. We have already
quantitatively compared our work with [20] and show that our pro-
posal fares better since it is a more holistic approach that considers
the on-chip cores, caches and the NoC. In this section, we discuss
the most relevant prior works to our proposal.

5.1 Feedback Control Based Power Manage-
ment

[24] proposes a control theoretic framework for power manage-
ment in multi-clock domain architectures, where each domain is
controlled by a separate clock. In this work, a two-tier power man-
agement architecture is proposed, where the first tier allocates a
target budget to each local island and the second tier controls the
power. The solution becomes simpler in this case since it is implic-
itly assumed that all cores (and their caches) in a domain would be
running similar applications, i.e., all cores in a particular domain
would either host CPU intensive or memory intensive applications.
This allows for DVFS of an entire domain using the per domain
clock. Compared to this architecture, our solution targets a real-
istic CMP with cores, shared caches and an NoC, where domain
level clock management is prohibitive. To tackle this, our proposal
has a two level power control: The first level allocates power bud-
get among the cores, shared caches and the NoC, and the second
level redistributes the core power among different cores, and the
cache power among different caches. Other related works advocat-
ing control theory for power and thermal management include [6,
15, 31, 32, 33]. In [6], a PI-based core thermal controller is pro-
posed and an outer control loop is used to decide process migra-
tions on thermal emergencies. The proposal in [15] extended [33]
and proposes a distributed version of the scheme, applying the basic
mechanics of the formal approach to CMPs. In [31], a hierarchical
control architecture is proposed that controls the total power con-
sumption of a large-scale data center to stay within a constraint im-
posed by its power distribution capacity. This work, however, only
models cores in a processor when it comes to power management.
In [32], Wang et al. propose a multi-input multi-output solution to
CMP temperature management. One major difference between our
proposal and the work in [32] is that, while our approach is simple



and flexible (in fact flexibility policy was one of the prime design
time consideration behind our proposed approach), [32] use sophis-
ticated controllers whose complexity is proportional to the number
of cores in the chip. Consequently, it is hard to apply the same to
really large CMPs. Further, when compared to the work in [20],
our proposal targets all major components in a CMP (cores, caches
and NoC), whereas [20] only targets power control in cores.

5.2 Ad-hoc Power and Thermal Management
There are many prior proposals focussing on the design of power

and thermal management schemes [5, 9, 13, 18, 22, 25, 28]. These
works highlight the importance of adapting to workload behav-
ior under power and thermal constraints. However, most of these
works adopt a combination of independent local schemes in the ar-
chitecture or scheduling decisions in the operating system. Meng et
al. [22] proposed an adaptive, multi-optimization strategy for multi-
core power management and addressed the problem of meeting a
global chip-wide power budget through run-time adaptation of con-
figurable processor cores. Isci et al. [13] also used a global power
manager, similar to ours, that provides a mechanism to sense the
per-core power and performance state of the chip at periodic inter-
vals; it then sets the operating power level or mode of each core
to enforce adherence to known chip-level power budgets. How-
ever, the local monitoring used to enforce these power budgets were
based on open loop control and does not provide the same robust-
ness as the formal feedback control in our work. Furthermore, the
constraints on the achievable performance were less stringent as
they perform per-core DVFS as opposed to core, cache and NoC as
we do in our work. Prior proposals like [2, 8, 27] have looked at
energy saving mechanisms for cache alone by dynamically recon-
figuring the cache hierarchy or partitioning a shared cache among
multiple applications. Works such as [7] have investigated memory
cell sizing for cache energy efficiency. Our work also uses cache
reconfiguration for energy management, but we do so as part of
managing the energy consumption of an entire CMP rather than
the on-chip caches alone.

6. CONCLUDING REMARKS
The main contribution of this paper is a two-level power distri-

bution strategy oriented towards maximizing system performance
under a specified power budget. The results collected from our ex-
periments with 6 workloads formed using 16 applications selected
from a set of 30 applications clearly demonstrate the importance of
power distribution at both the levels. Specifically, our experimental
results indicate that, when using PEPON, overall performance can
be improved by as much as 29% over the case when no power dis-
tribution is adopted. Further, our results also show that distributing
power only at a core level (as done in a recent study [20]) may not
be sufficient for maximizing performance.
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